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Abstract

Nowadays, children of very young ages and teenagers use the Internet

extensively for entertainment and educational purposes. The number of

active young users in the Internet is increasing everyday as the Internet

is more accessible at home, schools and even on a mobile basis through

cellphones and tablets.

The most popular search engines are designed for adults and they do not

provide customize tools for young users. Given that young and adult

users have different interests and search strategies, research aimed at

understanding the activities that young users carried out on the Inter-

net, the way the search for information, and the difficulties that they

encounter with state-of-the-art search engines, are urgently needed. The

first contribution of this thesis addresses these research aims by providing

a characterization, on a large scale, of the search behavior of young users.

The problems they face when they search for information on the web, the

topics they searched and the online activities that motivate search were

explored in detail and contrasted against the search behavior of adult

users. The results presented in this thesis have important implications

for the development of search tools for young users and for the design of

educational literacy.

Two central problems were identified in the search process of young users:

(1) difficulty representing the information needs with keyword queries,

and (2) difficulty exploring the list of results.

We found that focused queries are often required to access high quality

content for young user with modern search engines. However, young users

were found to submit queries that lack the specificity needed to retrieve

content that is suitable for them, which leads to frustration during the

search process. This observation motivates the second contribution of

this thesis. We propose novel query recommendation methods to improve

the chances of young users to find content that is suitable and on topic.

Concretely, we present an effective biased random walk based on informa-

tion gain metrics. This method is combined with topical and specialized

features designed for the information domain of young users. We show



that our query suggestions outperform by a larger margin not only related

query recommendation methods but also the query suggestions offered by

the search services available today.

In respect to the second difficulty, it was found that young users have a

strong click bias, in which results ranked at the bottom of the result list

are rarely clicked. This behavior greatly hampers their navigational skills

and exploration of results. It also reduces the chances of young users to

find suitable information, since appropriate content for this audience is

ranked, on average, at lower positions in the result list in comparison to

the content aimed at the average web user.

The third contribution of this thesis aims at helping young users to im-

prove their chances to find appropriate content and to ease the exploration

of results. For this purpose, we envisage an aggregated search system in

which parents, teachers and young users add search services with con-

tent of interests for young audiences. We propose a test collection with

a wide number of verticals with moderated content, a carefully selected

set of search queries and vertical relevant judgments. We also provide

novel methods of vertical selection in this information domain based on

social media and based on the estimation of the amount of content that is

appropriate for young users in each vertical. We show that our methods

outperform state-of-the-art vertical selection methods in this information

domain.

We also show in a case study with children aged 9 to 10 years old that

result pages derived from the collection proposed are preferred over the

result pages provided by modern search engines. We provide evidence

showing that the interaction and exploration of results are improved with

result pages built using this collection, even if the users of this case study

were unaware between the differences between the types of pages displayed

to them.

This thesis is concluded by providing concrete follow-up research direc-

tions and by suggesting other information domains that can potentially

benefit from the methods proposed in the thesis.
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Chapter 1

Introduction

The fraction of children using the Web and the amount of time they spend online

has increased significantly in past years. A case study, carried out in 2008, involving

up to 2,500 in-home interviews with children and their parents in the UK, reported

that 63% of users aged 5 to 7 and 76% aged 8 to 11 years old, use the Internet at

home [Child Trends Data Bank, 2013]. In the US, 32.4 million children under the age

of 18 years old were active users of the Internet in the same year, accounting for up to

19% of the online population. Similar trends have been reported in other developed

countries [Ofcom, 2010]. More recent studies carried out in the European Union have

pointed out that not only has access to the Internet continued to increase among the

young population but also the amount of time they spend online. Livingstone et al.

[2011], using a detailed survey carried out from 2009 to 2011 of European children

and their parents in 25 countries, reported that users from 9 to 16 year old spend on

average 88 minutes per day online. They also found that 33% of these users go online

via mobile phones, 87% at home, and 49% at home from their bedroom. Even higher

Internet access percentages have been reported in the last years for this segment of

users in the US.

Madden et al. [2013] found, through a survey conducted in 2012 with 802 parents

and their teenagers aged 12 to 17 years old, that 95% of the teenagers use the Internet

regularly, 78% own a cell phone and around 47% own a smart-phone, which is a

prominent means of accessing the Internet. It has also been shown that children are

often trusted to search the Internet on their own, 68% and 84% of children aged 5-7

and 8-15 in the UK, respectively [Ofcom, 2010]. Undoubtedly, the access and use of

the Internet by children will keep increasing in these and other regions of the world

in the coming years.

Most of the current Information Retrieval (IR) systems are designed for adults and

previous case studies have shown that the information needs and search approaches of

children and adults differ substantially [Bilal and Watson, 1998; Broch, 2000; Druin

et al., 2009, 2010; Nahl and Harada, 1996].

1
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For instance, children have been found to be less focused during the search pro-

cess. They were often observed following a non-linear navigational style, in which

resources previously explored are reactivated [Bilal, 2002] Lack of logical progression

in the exploration of results was also observed. This behavior exposes the disorien-

tation children experience when they search the web and the difficulties they face in

deciding which information is relevant [Bilal, 2001]. Difficulty constructing meaning

from the results has also been reported in children, especially in case of complex infor-

mation needs that required pieces of information from different sources [Bilal, 2001].

These studies have been very useful in identifying some of the difficulties children

experienced when asked to solve information tasks on the Internet.

Nonetheless, these studies are highly obtrusive and they only consider a limited

number of users, making it hard to extrapolate the results to a larger scale. Obtrusive

studies refer to the gathering of measurements when the subjects are aware that

they are being observed. This awareness leads the subjects involved in the study to

change their behavior and responses, which can greatly affect the validity of the data

gathered during the experimental process [Webb et al., 1981]. In the particular case

of child users, it has been acknowledged that children (and even adults) often lack

the objectivity to describe accurately their behavior and task outcomes, especially

when situations involve adverse factors [Pettersson et al., 2004].

1.1 Search and Browsing Behaviour of Children

on a Large Scale

The first aim of this thesis is to characterize the way children up to 12 years old and

teenagers from 13 to 18 years old search the Web, and to measure the struggle of

these users to find information on the Web using well established query log metrics

and novel metrics, especially tailored to this user segment. In Chapters 2 and 3 we

will break down the group of children and teenagers into more detailed age groups

based on the characteristics of the data analyzed.

Similarly, little is known about the activities that young users engage in outside

the search box. Recently, these activities, referred to in this thesis as browsing activi-

ties, have received the attention of the research community for the case of the average

web user (disregarding of the users’ age) [Cheng et al., 2010; Goel et al., 2012; Ku-

mar and Tomkins, 2010]. The second research aim of this thesis is to characterize the

browsing activities that young users engage in on the Internet and to identify the type

of browsing activities that are more likely to trigger search in state-of-the-art search

engines. An integral understanding of search behavior is obtained by analyzing the

search process within a search engine along with the activities that lead to search

queries being submitted.
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Our approach differs from previous attempts to understand the search and brows-

ing behavior of young users in that we quantify the search characteristics based on

the aggregated results of thousands of users across a broad age range, unobtrusively,

which makes our observations more representative on a web-scale. Moreover, we

explore the browsing activities that motivate searches made by young users.

The first research aim is addressed through the study of two large scale query

log sets extracted from the AOL and Yahoo! search engines. In the case of the

AOL search logs, a set of queries which lead to trusted resources for young users is

identified. We employ this set and their search sessions to analyse the differences in

the query and session characteristics of users searching for information suitable for

children between 10 to 12 years old and content for teenagers (users between 13 to 15

years old) against users searching for general purpose content. We will show notable

differences in the search behavior of these users and the topics searched. Note that

by using the AOL search logs we are unable to ensure that the queries extracted

were actually submitted by young users, however we can be assured that the users

were interested in content clearly orientated for this segment of users. Nonetheless,

through this set of queries we are not only able to characterize the search behavior

of users searching for content for young users but also able to quantify the difficulties

of reaching high quality content for them. Chapter 2 presents details of how the

extraction of the search sessions and their findings are derived from this analysis.

Concretely the following research questions are addressed:

R.Q-1.1: What are the differences in search behavior of users targeting

content for young users in respect to the average web user?

We are also interested in verifying that the queries extracted from clicks on trusted

resources for young users are representative of the topics searched by the queries

submitted by these types of users:

R.Q-1.2: Can we identify a representative distribution of topics of

interest to young users in the Web through a set of queries aiming at

content for them?

For this purpose, we compare qualitatively and quantitatively the distribution of

topics obtained from the AOL and Yahoo! search logs. For the latter we extract only

search activity from users with a registered profile. In this way we are able identify

the age of the users submitting the queries. The analysis of these logs differs from

the one carried out with the AOL search logs in that we are able to estimate the age

of the users, which allows us to apply a user-centric approach in the analysis of the

search sessions.

Thus, the results derived from the AOL log are representative of users clicking on

high quality content for young users while the results derived from the Yahoo! search
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logs are representative of the average search behavior of users of specific age ranges.

The queries from the Yahoo! search logs are grouped using fine-grained intervals from

users aged from 6 to 18 years old (i.e. 6-7, 8-9, 10-12, 13-15, 16-18). We hypothesize

that the large and complex volume of information to which young users are exposed

leads to ill-defined searches and to disorientation during the search process.

R.Q-2.1: Do young users struggle to find information with a large scale

search engine, and how is this struggle reflected in their search behavior

from a query log perspective?

We quantify their search struggle based on query metrics (e.g. fraction of queries

posed in natural language), session metrics (e.g. fraction of abandoned sessions) and

click activity (e.g. fraction of ad clicks). We will show that these metrics clearly

demonstrate an increased level of confusion and unsuccessful search sessions among

young users.

A comparison between young and adult users is key to identifying the current

deficiencies of state-of-the-art search engines in supporting the search process of young

users and satisfying their information needs. For this purpose, an analogous analysis

was carried out for adult users over 18 years old.

R.Q-2.2: Does the search behavior and search difficulties of children,

teenagers and adults differ in a large scale search engine (Yahoo!

Search)?

We also hypothesize that the development stages of children and teenagers are re-

flected in their web searches and that this development can be traced through the

search logs:

R.Q-2.3: Can we retrace stages of children and teenagers development,

in terms of the topics they are interested in, through their queries and

the characteristics of these queries?

The tracing of specific aspects of human development has a wide variety of appli-

cations not only for search engines designers but also for professionals in child care

and related areas. For this research question we focus on the changes in the users in-

terests (e.g. distribution of topics searched), language development (e.g. readability

of the content accessed) and cognitive development (e.g. sentiment expressed in the

queries) among children, teenagers and adults. We will show that our findings can

be exploited to lead to a more relevant selection of information services for young

users. Chapter 3 describes in further detail each one of these research questions and

discusses our findings.

The second research aim is addressed by analysing a large sample from the Yahoo!

toolbar logs, in which all the urls entered by the user to the Web browser are captured,
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including the activities that do not occur within the standard search engine. Note

that with AOL and Yahoo! search logs, only the events within the standard Web

search are studied. The Yahoo! toolbar logs allow us to explore the usage of non-web

search functionality, such as Image and Video search. Search on these two services

will be referred to as multimedia search and their usage will also be explored across

the age ranges defined in the analysis with the Yahoo! search logs.

The aim of this research can be subdivided into two steps: identifying users

browsing activities (and multimedia search activity) according the age of the user,

and measuring the likelihood of each one of these browsing activities to trigger a

search:

R.Q-3.1: What activities are carried out by young users on the web

browser besides web searches?, How prominent is browsing for each age

range? At what ages are multimedia searches preferred?

To address R.Q-3.1, a broad set of browsing activities are employed to classify the

frequency in which users of different ages engage in each one of these activities,

which range from social activities (e.g. Facebook) to knowledge oriented browsing

(e.g. Wikipedia). As it was mentioned before, an integral view of search behavior

involve the understanding of how the browsing activities trigger searches in young

and adult users:

R.Q-3.2: Which types of search and browsing activities are more likely

to trigger searching the web and multimedia search engines in the case of

young users? Do these triggers differ from those observed in adults

users?

To address R.Q-3.2 we quantify the proportion of browsing and search activity

in the toolbar sessions and we estimate the likelihoods of carrying out a search on

the web search engine and multimedia search engines (i.e. videos and images) given

that the previous event is another search event or browsing event. We will show that

children tend to engage their activities on the Internet through a search engine more

often than adults and that multimedia search is preferred within specific age ranges.

The results of this analysis and recommendations for future work are presented in

Chapter 4.

1.2 Aiding Young Users to Search the Web

Two central problems that arise during the search process of young users with state-

of-the-art search engines are: (1) difficulty representing the information need with

keyword queries, and (2) difficulty exploring the list of results. These difficulties
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are described in further detail throughout chapters 2, 3 and 4, nonetheless they are

briefly described in this section to introduce the two solutions explored in this thesis.

We observed in the two search log analyses that elaborated queries are often

required to access high quality content for young users. Elaborated queries refer

to queries that are longer than those submitted by the average web user and that

contain keywords to focus on the retrieval of content that is suitable for young users.

However, these users submit queries that lack the specificity to retrieve content that

is suitable for them, which leads to frustration during the search process.

We found a greater usage of natural language in younger users, which has also

been observed in previous case studies with small groups of children [Bilal, 2001,

2002]. This behavior, along with the significant difference in the vocabulary size ob-

served between queries submitted by young and adult users, mark the importance

and urgency of providing adequate query assistance tools for this audience, espe-

cially considering that the query formulation represent the first step in the seeking

information process.

In regard to the second difficulty, it was found that young users have a higher

click bias than adults which lead to a lower volume of clicks on lower ranked results,

behavior that greatly hampers their navigational skills and exploration of results.

This behavior is particularly problematic given that the content appropriate for this

audience was observed to be ranked lower in the results page (details can be found

in Section 2.6.7). Foss et al. [2012] also reported that certain groups of children

(domain searchers) only search a limited number of websites or specific domains (i.e,

gaming), behavior that lead to search breakdowns when children searched for content

in different domains and when unseen web resources needed to be explored. The lack

of focused queries and prominent click bias on top ranked positions exposes young

users to content that is not on target and, in some cases, that can be harmful to

them, since current search engines provide information for all kinds of public.

In this thesis we explore two solutions to address the search problems mentioned

above. These solutions target the main recommendations derived from the research

question described above: (1) query recommendation and (2) resource selection for

young users. In the following paragraphs we will describe each solution:

1.2.1 Query recommendation for young users

We address the first search difficulty by proposing a novel query recommendation

method based on a biased random walk that emphasizes the query aspects related

to content of interest for young users. The method utilizes tags from social media to

suggest queries related to young users topics. The evaluation is carried out using a

large scale query log sample of queries submitted by young users, classified in fine-

grained age ranges. The query suggestions attempt to close the vocabulary gap of
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young users, and more particularly they provide focused queries targeting content

adequate for this public.

The evaluation is carried out using a large query log sample of queries submitted

by young users that lead to successful clicks. We show that our method outperforms,

by a large margin, the query suggestions of modern search engines and state-of-the-art

query suggestions based on random walks:

R.Q-5.1: To what extent does a random walk, biased by using information gain

metrics, improve the effectiveness of the query recommendations for young users

over traditional biased and unbiased random walks?

We further improve the quality of ranking by combining the score of the random

walk with topical and language modelling features to emphasize further those query

suggestions that represent topics and information aspects suitable for young users.

The evaluation of this approach is used to address the following research question:

R.Q-5.2: Can we improve the quality of the ranking of query recommendations by

combining the random walk score with features based on language models and

topical knowledge?

A detailed description of the two methods and an extensive evaluation are presented

in Chapter 5.

1.2.2 Resource selection for young users

We envisage an information retrieval system that builds on the aggregated search

paradigm to address the search difficulties mentioned in the previous section in a

holistic fashion [Duarte Torres, 2011; Murdock and Lalmas, 2008]. Aggregated search

refers to the selection of results from diverse search services or search engines and the

presentation of these results on an single result page by organizing them in a coherent

way, beyond the classic result list provided by modern search engines [Gyllstrom

and Moens; Kopliku, 2009]. These search services are often referred to as verticals,

which are defined as domain specific collections, (e.g. entertainment, shopping, news,

recipes) or collections of specialized types or genres (e.g. videos, images, songs).

The system envisaged integrates heterogeneous content from verticals which are

not fully accessible to the system (third party verticals). In particular we are in-

terested in verticals that contain high quality information for children from 8 to 12

years old. In this system, parents, teachers and other specialists in child care would

be allowed to add resources for children. For instance, they could add a vertical

dedicated to coloring pages: http://ivyjoy.com/colouring/search.html, which

only returns sheets of paper to be colored and that are suitable for children, or a

vertical dedicated to search only videos: www.youtube.com, in this case the vertical

http://ivyjoy.com/colouring/search.html
www.youtube.com
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Figure 1.1: Aggregated search process

provides content for all kinds of public segments. We believe that an aggregated

search system is a better solution for searching content on the web for children than

simply crawling and indexing websites because (i) is more scalable, and (ii) we can

leverage and exploit the knowledge of parents.

Figure 1.1 shows the information retrieval process for the case of Aggregated

search [Croft, 1995; Murdock and Lalmas, 2008]. The search starts with the user

formulating a query. Afterwards the system generates query suggestions which are

displayed to the user. Note that the query recommendation process is not an ex-

clusive step in the aggregated search paradigm, since it also uses part of Croft’s

information retrieval process [Croft, 1995], however this step is still crucial. A step

beyond recommending queries to the user is to recommend a set of specialized search

engines or collections in addition to the standard web set of results. Recommending

specialized collections would greatly help young users focus their search on content

that is oriented to their information needs and that is more appropriate in terms of

the quality of the content and the media genre. This step is referred to in Figure 1.1

as vertical selection. For instance, consider the query, math coloring puzzles. A state-

of-the-art search engine provides a list of web results where coloring sheets can be

found after exploring the urls. However, children explore less results than adult users,

which means that they are less likely to get to the targeted content. On the other

hand, recommending a search engine specialized in coloring pages and displaying the

images on the result page would highly reduce the burden of having to explore the

web results. In this way, young users can find their way to the information faster
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and in a direct manner, which is one of the main difficulties young users face during

the search process, as pointed out in the previous section. This solution also aims to

improve the accessibility to genre specific verticals. Results from visual verticals are

particularly important for certain types of search tasks in which it is easier to find

information using visual or genre specific content. For instance answers for the query

list of american presidents can be found 28% faster using image search instead of the

standard web search1.

Chapter 4 will show that providing rich media from different genre verticals can

greatly improve the web experience of young users, since users between 10 to 19

years old are around 2.4 times more likely to submit a query on a multimedia vertical

than adult users after browsing content on the Internet. Improving the accessibility

to results from non-standard verticals is particularly important for users below 10

years old since they have a harder time finding this type of content, as will be shown

in Chapter 4. Similar observations have been drawn in previous research. Bilal

[2001]; Druin et al. [2010] reported that users in these age ranges have difficulties in

identifying the tabs and hyper-links of the non-web verticals.

In Chapter 6 we explored the usage of vertical selection methods in the specific

domain of topics for children between 8 and 12 years old. A test collection with an

extensive set of queries, verticals and relevant judgement is described. The selection

of queries and verticals used to build the collection are based on the findings shown

in Chapter 2 and 3 respectively. In the latter, we observed marked differences in

the distribution of topics targeted by queries of children, teenagers and adults. The

topical division between users of different ages suggests that personalizing the results

from a selection of verticals according the age of the user is an effective strategy to

focus the search on topics that are more likely to be of interest to the user.

Two methods are explored for the vertical selection problem in the domain of

content for young users. In the first method, the global and domain specific sizes of

the verticals are estimated. These estimations are used together with state-of-the-art

methods of vertical selection to improve their performance. In the second method

a novel vertical and query representation was introduced based on tags from social

media. We show that the use of tags from social media lead to significant performance

gain.

The evaluation of both methods is used to address the following research questions:

R.Q-6.1: To what extent can we improve state-of-the-art techniques of

vertical selection through the estimation of the content available in the

verticals for users between 8 to 12 years old?

R.Q-6.2: What is the benefit of using tags from social media to represent

the query and the verticals in the problem of vertical selection?

1http://www.nytimes.com/2009/12/26/technology/internet/26kidsearch.html

http://www.nytimes.com/2009/12/26/technology/internet/26kidsearch.html
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Both approaches are contrasted in isolation against two well-established methods

of vertical selection. Additionally, we will show that the combination of the methods

(by weighting the scores) lead to better performance under specific experimental

settings. It is important to mention that the evaluation of R.Q-6.1 and R.Q-6.2

is carried out by using vertical relevance judgement submitted by adult users. Two

limitations can be pointed out in regard to the vertical selection study:(i) the benefits

of presenting results from the verticals of our collection to actual young users is

unknown, and (ii) even though it is reasonable to assume that adults are able to

identify content suitable and relevant for children, it is unknown if these vertical

preferences differ from the preferences of young users. These limitations are rewritten

in research question as follows:

R.Q-6.3: Do users aged 8 to 12 years old explore more pages with

blended results from the verticals of our collection than pages retrieved

from a state-of-the-art search engine? In which type of result pages do

they agree more in terms of the content clicked?

R.Q-6.4: Which verticals are preferred by children aged 8 to 12 years old

given an heterogeneous set of topics, and how do these vertical

preferences differ from the preferences of adult users?

A case study was carried out with a group of school children aged 9 to 10 years old and

a group of adult users. The group of adults were addressed through crowd-sourcing.

In the two case studies, users were asked to engage in a game designed to evaluate

the interaction and exploration of results in pages blending results from the verticals

of our collection and pages with results from state-of-the-art search engines. The

game consists of selecting results for open information tasks. The more users clicked

on a given result, the more points were awarded for a click on the result. R.Q-6.3 is

addressed by comparing the number of clicks, points awarded, click user agreement

and likelihood of clicking on vertical results in the different types of aggregated pages

shown to the users. R.Q-6.4 is addressed by comparing the vertical preferences of

both group of users and by measuring their agreement on the page types evaluated.

Special attention is given to the specific vertical disagreement between the two type

of users.

1.3 Thesis outline

In Chapter 2 the query log analysis of queries aiming at content for young users

based on the AOL search logs is presented. Chapter 2 is based on Duarte Torres

et al. [2010a,b]. Chapter 3 presents an extensive analysis of queries from registered

users, with reported age, from the Yahoo! search logs, focus of search difficulty and
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differences between fine-grained age groups is also carried out in this chapter. Chapter

3 is based on Duarte Torres and Weber [2011]; Duarte Torres et al. [2014a]. Chapter

4 presents a large scale analysis of browsing behavior through the Yahoo! toolbar

logs. The emphasis of this chapter is on browsing activities that trigger or motivate

search in users of different age ranges. Chapter 4 is based on Duarte Torres et al.

[2014a]. Chapter 5 explore methods of query recommendation for young users based

on biased random walks and topical features. This Chapter is based on Duarte Torres

et al. [2012, 2014b]. In the first part of Chapter 6 presents a description of the test

collection built for the problem of vertical selection in the domain of young users

(particularly children) and present two novel mechanism to perform this task in the

targeted domain. In the second part of Chapter 6 is described the game used to

engage the group of school children and adults and the results of the case studies,

which provide clear evidence of the benefits of blending results from the verticals of

our collection to children. Chapter 5 is based on Duarte Torres et al. [2013]. Chapter

7 summarizes the findings of this thesis and presents ideas and direction for follow

up research.





Chapter 2

Search behavior of users when

targeting content for young users

This chapter is based on Duarte Torres et al. [2010a,b].

2.1 Introduction

Given the small amount of content carefully designed for this audience and the lack

of specialized search engines dedicated to help children to find appropriate content on

the Web, there is an increasing need for research aimed at understanding the search

behavior and difficulties that these users experience. This is a highly important

matter that requires research considering that children’s information needs [Walter,

1994], search approaches and cognitive skills differ from those of adults [Kuhlthau,

1991a].

Query logs represent valuable sources of information to understand the search pro-

cess and to improve search engine systems. For instance, query logs have been widely

exploited in the literature to study user’s behavior/interaction with IR systems, to

classify queries [Chien and Immorlica, 2005], infer search intent [Baeza-Yates et al.,

2006; Broder, 2002], to generate user profiles [Baeza-Yates et al., 2006], to produce

query suggestions [Boldi et al., 2008], among others.

Recall that the two main advantages of query logs usage for the study of the search

process are (i) the large scale scope of the analysis, and (ii) the unobtrusive nature

in the collecting of data. A large scale analysis provides a representative overview

of the type of information needs and topic interests that young users have on the

Internet, which can not be obtained from small case studies.

In this chapter we explore the AOL query log [Pass et al., 2006] to compare

queries and sessions used to retrieve information for young users and to retrieve

general purpose information. The following research questions summarize the aims

13
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of this chapter:

• R.Q-1.1: What are the differences in search behavior of users targeting content

for young users in respect to the average web user?

• R.Q-1.2: Can we identify a representative distribution of topics of interest to

young users in the Web through a set of queries aiming at content for them?

To address these research questions is necessary to identify queries aiming at

content for children and teenagers. For this analysis we employ the Kids and Teens

section of the Dmoz directory1 as a gateway to identify queries employed to retrieve

content for young users. The aim of this Dmoz section is to provide child friendly and

safe content to cover the specific needs of people under the age of 18. We consider that

using this directory to identify queries targeting content for young users is reasonable

and realistic enough given that the content of this directory is frequently regulated

and maintained by senior editorial staff, which guarantees that websites with harmful

or unsuitable content for children are excluded.

Note that although it is not possible to establish if these queries were performed

by young users, we are still able to study the characteristics of the queries and sessions

when the underlying information need is related to content for young users. In the

next chapter we analyze a large query log sample from the Yahoo! Search engine from

users with reported aged. In the next chapter we also contrast the results obtained

in this chapter using the AOL search logs and the Yahoo! Search logs.

In this and the coming chapters, we will refer to children as users aged up to 12

years old, and to teenagers as users aged 13 to 18 years old (young users refer to

both groups). In this chapter we break down the teenager users section into teens

and mature teens, which are aged 13 to 15 and 16 to 18 years old, respectively. This

age classification is based on the Dmoz age tags, which can be used to distinguish

between content suitable for kids up to 12 (kids), 15 (teens) and 18 years old (mature

teens)2. In some cases we will refer to the children type of queries as kids queries to

match the labelling provided by Dmoz. We will use a more detailed age segmentation

in the next chapters.

In regard to the first research question, differences in the search behavior of users

are accounted by looking at characteristics in the query space, search sessions and

topic distribution of the log activity identified by using the children and teenager

queries. Concretely, we will look into query length, natural language usage in queries,

query intent (informational, navigational), query reformulation usage and session

length. We will motivate the analysis of each one of these features in the following

sections and we will contrast the results against previous findings of children (and

teenager when applicable) search behavior.

1http://www.dmoz.org/Kids and Teens/
2http://www.dmoz.org/guidelines/kguidelines/
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For the second research question, we will characterize the topics search by this

set of queries using a cue word analysis based on clustering methods. Additionally,

we map queries into the categories of the Yahoo! Directory 1 to identify differences

in the topic distribution of queries aiming at children, teenager and the average web

user queries.

It is important to mention that the two research questions posed in this chapter

will be revisited in the next chapter, in which we analyzed a large search log containing

queries with a high likelihood of been submitted by actual younger users. We will

contrast the results obtained by both search logs.

This chapter is organized as follows: In Section 2.2 is described the most relevant

related work on query log analysis and children search behavior. In Section 2.3 is

described the research methodology employed in this study. Section 2.4 describes the

data acquisition process. Section 2.5 describes the analysis and justifies our approach

to compute metrics from the search logs. Section 2.6 presents the results obtained at

a query level while Section 2.7 presents the results derived from the search sessions.

In Section 2.8 is compared the results obtained with the Dmoz Kids and Teens section

against the results of a different Dmoz category. We show that the results differ and

not all the users identified through Dmoz behave in the same way. Finally in Section

2.9 conclusions are drawn and directions for future work are stated.

2.2 Related work

In this section is summarized the most relevant literature on children search behavior

and query log analysis. For the latter we will make emphasis on analysis of search

engine usage studies. We will make references to the findings of these studies when

discussing our results from the AOL search logs.

2.2.1 Information seeking by children

The first studies attempting to characterize the search behavior of children have

been carried out using non-internet systems, such as electronic libraries, CD-ROMs

and OPACs (Online Public Access Catalogs). Solomon [1993] explored the search

success of elementary school children when using an OPACs. The authors found

that children were able to use the system effectively when engaging simple searches.

However, they found that complex searches were hampered by the lack of mechanical

skills of children. They pointed out that factors such as typing on the keyboard,

spelling, limited vocabulary and reading expertise are skills that are not developed

enough in children in order to use the OPAC system studied [Broch, 2000]. Borgman

1http://dir.yahoo.com
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et al. [1995] found a similar behavior with high school children and a different OPAC.

They also reported that these children had conceptual difficulties categorizing and

browsing for searches that are more complex. Similarly, Neuman [1995] found from

a survey including 25 digital library administrators, that the main problems children

encountered during the search on digital libraries are the generation of keywords to

construct the query, and the lack of effective search strategies.

Recent studies have explored the search behavior of children on the Internet with

search engines. Nahl and Harada [1996] carried out a study with 191 high school

students to determine their search effectiveness after they have received special train-

ing to search the Internet. Users were asked to solve specific information tasks on

the Internet. They were assessed based on the information they collected. Nahl and

Harada [1996] report that most of the students had difficulties understanding how

the search query is constructed with boolean and default operators. In this study

was also observed that the lack of adequate vocabulary and content knowledge led to

difficulties in the search process.

Bilal and Watson [1998] conducted a case study with children from a 7th grade

science class (children between 11 and 13 years old) to determine how this group

of users solve frequent school information tasks on the web directory Yahooligans!1.

This web service provides a directory structure in which users can browse from a

large collection of websites. A search box is also provided to let users formulate

search queries to find websites matching the query terms. Bilal and Watson [1998]

found that children tend to ignore the browsing categories and that they start their

search directly using the search box utility. In the search box the mechanical problems

identified in the previous research on digital libraries were also observed [Broch, 2000;

Nahl and Harada, 1996]. The search effectiveness was hampered by the misspelling

problem of the users, the lack of understanding in the use of logical operators and

the formulation of queries using natural language, which were not treated adequately

by the search services studied. It was also pointed out that certain queries lead only

to a small amount of appropriate content for the age of the users.

Bilal [2000, 2002] carried out a follow up study of search behavior and usage of

Yahooligans! with a sample of 17 users from 11 to 13 years old. Children were asked

to solve open and well-defined informational tasks under two scenarios: informational

task designed by the researchers and self informational tasks in which children were

allowed to freely conduct their searches. In general, children were found to have lim-

ited success with the tasks given their lack of developed search skills and mechanical

problems. Children also had trouble selecting the right categories in Yahooligans! In

terms of browsing behavior children rarely explored thoroughly the results returned,

they were found to have a search looping behavior in which previous seen results were

often accessed again, and the back button of the browser was frequently activated.

1Today known as Yahoo! Kids: http://kids.yahoo.com/
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The authors also observed a lack of engagement when carrying out well established

tasks, which also hampered their search experience. On overall, children lacked of

focus and seemed disoriented during the search process. The authors also pointed

out that the design of Yahooligans! is not well suited for children of the age stud-

ied. Children were found to perform better under the second scenario (self-assigned

tasks), in which they showed a higher tendency to engage a navigational approach,

instead of a keyword search approach. The authors argued that this occurred due to

the poor keyword search capabilities of the system and the greater engagement level

of children when they define their own search goals.

Bowler et al. [2001] studied the search process of a small group of children aged 11

to 12 to solve school informational tasks on the Internet. The authors reported that

the search engines employed (Excite, AltaVista and Yahoo!) contained information

for all audiences, which discourage the users since they took long time periods to find

useful pieces of information. The authors argued that the overwhelming volume of

information delivered for each query led users to dead ends and the visit of previously

accessed link. Additionally, children were observed to trust blindly in the results

returned by the search engine making more difficult for children to assess the quality

of the results.

Druin et al. [2009, 2010] characterized the search roles that children (aged 7 to

11 years old) adopt during the search process and studied how these roles depend

on the children’s environment and their motivation. They found that the computer

expertise and orientation to explore visual content varies not only between children

but also within the type of the information task. Kammerer and Bohnacker [2012]

found similar trends in a recent study with 21 children aged 8 to 10. In their study,

children were asked to engage informational tasks in the Google search engine. They

found that children only used few keywords, which often led to an ambiguous set of

web results mixing content that is suitable and non-suitable for children. They also

observed that the search performance improved when using queries that are more

specific.

Fidel et al. [1999] conducted a case study with eight teenage users (aged 16 to

18) in a high school library. Users were giving school assignments to be solved with

a search engine. No special training was provided for the task. No restrictions

were established for the search engine, and users were allowed to use their favorite

search tool. Most the students opted blindly for the search engine automatically

adopted by the Internet browser. The users in this age range also ignored the category

browsing functionality of some search engines and favored the submission of queries.

Nonetheless, these users were found to perform poorly when searching for information

and they were found to reuse keywords, to have poor spelling in the formulation of

queries and to revisit previous website,s even if they were off-topic for the search

task. In the same line, Gunn and Hepburn [2003] observed the search information
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strategies and general usage of search engines of twelfth grade students (users aged

17 to 18 years old). They found a mismatch between the self-perception of search

skills by these users and their actual performance in finding quality information. The

users reported themselves as good web searchers, however they were unaware of the

usage of boolean operators and other mechanism to refine the search. Surprisingly

most users were also unaware of search engines mechanism to narrow the search to

other media type such as images.

Jochmann-Mannak et al. [2010]; Jochmann-Mannak et al. [2012] evaluated the

preferences of children towards web pages with several layouts designed for children.

The authors also compared search engines designed for children against Google. The

case study was carried out with a group of 32 children between 8 to 12 years old.

Surprisingly, they found that children tended to prefer the Google like interface to

carry out their searches on the Internet. The authors found that browsing interfaces

designed around children metaphors were not of the like of these users and that in

rare cases these interfaces added value to a Google like service.

On overall, most of the previous studies discuss the search problems caused by the

mechanical and cognitive skills of children when searching on the Internet and the

mismatched between current search engines and children search capabilities. Even

systems and websites that are aimed at children were not satisfying when assigning

specific search tasks, as it was the case with Yahooligans! [Bilal, 2000, 2002]. Opposite

results have been shown in terms of the search approached preferred by children

between 8 to 12 years old. In Yahooligans! [Bilal, 2002] it was found that browsing

search was preferred over keyword search, however in most of the other studies the

opposite was reported [Jochmann-Mannak et al., 2010; Jochmann-Mannak et al.,

2012]. From the results of these studies, it seems that even though children tend to

prefer the keyword search environment, they performed better on the browsing style

search given that these systems mitigate the mechanical skills of children towards

spelling and query formulation.

It is important to mention that all the studies mentioned so far consider only a

small group of users and focus on a specific age range. Our work differs from theirs

in that we quantify the search characteristics and search difficulty of children based

on aggregated results of thousands of users across a broad age range, unobtrusively,

which makes our observations more representative on a web-scale. Additionally we

report topic interest trends over a population with diverse demographic character-

istics, which is not possible to observed with a limited number of users. Moreover,

no study mentioned so far contrasted the search behavior between age ranges, which

we address in this chapter using fine-grained age ranges of young users. Another

important research concern that is not addressed in any of the studies mentioned is

the understanding of the activities that children carry out on the Internet browser

outside the scope of a search engine, and how these activities motivate search in
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young users. We address this research gap through the analysis of the Yahoo! toolbar

logs in Chapter 4.

2.2.2 Related query log analysis

Several studies have been carried out to analysis large-scale query logs of commercial

search engines. Silverstein et al. [1999] analyzed a query log of the Altavista search

engine that contains approximately 1 billion entries. They presented an analysis of

individual queries, query duplication, query sessions and correlations between query

terms based on a set of descriptive measures such as query length, query frequency,

session length and term frequency. According to this study, users tend to utilize short

queries (mean of 2.3 words per query) and user sessions are short on average (2 queries

per session). They also reported that queries are not changed often by users and that

77.5% of the queries are unique, which suggests a wide variety of information needs

and several ways to express them. Similar results regarding query length and query

characteristics are reported in the analysis done by Spink et al. [2001] on a smaller

query log of the Excite search engine.

Pass et al. [2006] analyzed various aspects of an AOL query log such as query

formulation patterns, search engine efficiency, user demographics and user’s inter-

actions. They described the query space as vast, topically diverse and in constant

change. Interestingly, they also found that 20% of the users perform approximately

70% of the queries and that less than 1% of the web domains account for more

than 50% of the clicks of the users. Further analysis on this query log is carried

out by Brenes and Gayo-Avello [2009] by grouping the queries and sessions based

on the query popularity. They found different behaviors throughout the groups (i.e.

navigational coefficient, query length, temporal length) which suggested that more

fine-grained analysis are required to study query logs.

A crucial aspect to study query logs is the definition of the user session. A session

is a sequence of queries issued by the user to satisfy an information need. Boldi et al.

[2008]; He and Goker [2000]; Jones and Klinkner [2008] construct search sessions

using a time-out cut-off between queries, which establishes that two queries are in

the same session if the time difference in which they were issued is smaller than a

given threshold value. We will employ an analogous definition of search session in

this and the following chapters.

2.3 Research Method

Search log analysis is one of the main research methods in web search studies to

capture unobtrusively the interaction of a large number of users with a search engine

[Rieh and Xie, 2006]. These analyses have been used extensively to generate statistics
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of search engine usage, evaluate web site designs, and test theoretical hypotheses

about the effects of different search engine functionality based on user behavioral

data [Burton and Walther, 2001; Rieh and Xie, 2006].

We employed the method TLA (transaction log analysis) to conduct web search

transaction log analysis [Jansen, 2006]. This method was designed for studies aiming

at understanding the interactions between searchers, the system and the content

provided by these systems. The objective reached through the understanding of the

interaction of these three factors may involve improving the design of a search system,

improve its accessibility or identifying the user’s searching behavior [Jansen, 2006].

The interactions refer, within the scope of this method, to a “mechanical expression of

underlying information needs” [Jansen, 2006] and correspond to the communication

between the searcher and the system.

TLA is based on a grounded theory approach, in which a systematic discovery

of theory is carried out through sampling, comparing and analysis of data. The

resulting models are derived in an inductive manner since the results are grounded

in observations of the real world, instead of being generated by abstract constructs

[Jansen, 2006]. In TLA is explored the characteristics of the search sessions and

trends are identified from the queries submitted by the user, how the queries are

modified within the search sessions, how the result list is explored, and based on the

type of content that is explored (e.g. multimedia, plain text).

This method consists of three steps:

1. Collection: Registering and gathering log data within a predefined time window.

2. Preparation: The data cleaning process carried out to reduce noise in the data

and disregard irrelevant entries for the study.

3. Analysis: The process of extracting a set of metrics from the data prepared,

and analyzing the metrics in respect to a set of research questions.

In the following section is described the collection and preparation step.

2.4 Data Collection and Preparation

The AOL query log contains approximately 36 million entries and it was collected

during two months in 2006. Currently, this is the largest and most up-to-date freely

accessible query log on the web. Each entry contains an anonymous user ID, time of

submission, rank position and domain of the URL clicked. It is important to mention

that there is controversy about the usage of this query log in the research community

given the privacy issues that arose by the identification of actual users in the press

[M. Barbaro]. Nonetheless, all the results presented in this thesis are obtained from
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accumulated counts and no actual user identification is performed. The identification

of the queries employed to retrieve content for children was performed by matching

the entries listed in the Dmoz kids & teens directory, which contained 45.635 entries,

with the domains clicked in the entries of the query log. Given that the query

log does not include the entire URL visited, matches are restricted to the cases in

which only the domain is listed as a Dmoz entry. Three data sets of query log entries

were constructed by employing the matching procedure described above on the Dmoz

entries tagged for kids, teens and mature teens.

Sessions are constructed by grouping contiguous queries submitted with a time

difference smaller than tθ and that are from the same user. A formal definition of

session is shown in Equation 2.1.

S = 〈〈qi1 , ui1 , ti1〉 , ..., 〈qik , uik , tik〉〉 (2.1)

where ui1 = ... = uik , ti1 ≤ ... ≤ tik and tij+1
− tij ≤ tθ for all j = 1, 2..., k − 1 The

parameter tθ was set to 30 minutes because it is the most common value employed

in the literature [Boldi et al., 2008; He and Goker, 2000; Jones and Klinkner, 2008].

We consider that this time window is also suitable for sessions expressing children

information needs, since it has been shown that the average time that children spend

to fulfill an information need varies between 10 and 16 minutes [Bilal, 2002]. The

sessions used to satisfy children’s information needs are those that visit at least one

Dmoz domain.

In terms of data cleaning we removed those log entries satisfying any of the fol-

lowing criteria:

• Queries consisting only of the character ”-” or with a length greater than 20

tokens.

• Queries consisting of only non-alphanumerical characters.

• Log entries in which the click occurs beyond the 40th ranked position.

• Search sessions lasting more than 24 hours.

The restriction were applied to remove spam and abnormal search activity. In

regard to the first restriction, we observed that several queries consist only of the

hyphen character (”-”). This may be due to a preprocessing (perhaps anonymization

process) applied to the AOL log before it was released. We simply discarded these

entries.

Three sets were built using the search session definition explained above and the

cleaning criteria steps. Recall that each data set is constructed based on the age tag

of the urls: kids (users up to 10 years old), teens (users aged 13-15 years old) and
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Queries Uniq. Q. Sessions Goals

Kids 485.861 10.252 21.009 32.292
Teens 411.474 4.169 7.930 14.503
M.Teens 516.570 10.057 15.519 26.600
All log 36.389.577 10.154.747 10.769.830 8.005.597

Table 2.1: Size of the query sets.

mature teens (users aged 16 to 18 years old). The group of mature teens will be

referred as m.teens in the results reported. Table 2.1 summarizes the characteristics

of the sets collected.

2.5 Analysis

All the statistics report in this chapter are micro-averages. For instance, for the case

of query length we count the number of tokens in each query and then we average

within each query set (kids, teens, mteens and all set). Alternatively, these metrics

can be estimated using macro-averages. In this case, the average query length for

each user is estimated and then these values are averaged across all users to create

an overall estimate for each set.

In this chapter we opted to report micro-averages. We believe this approach is

more sound for the analysis of this chapter given that the log entries were chosen

based on a set of urls and not based on demographics of the users from the search

logs.

In the following chapters we will employ macro-averages instead of micro-averages

because we have a greater certainty that the users are actual children or teenagers,

moreover the data set is collected based on the age of the user (which is known for the

search logs used in the next chapter). Nonetheless, to ease the comparison between

the results obtained in this chapter and the next chapter, we also report in Appendix

A macro-averages for most of the results presented in this chapter.

In general terms, although we found slight differences for each metric between the

micro and macro-averaged values, we did not find differences in the trends observed

across the four age sets and consequently the conclusions and observations drawn from

the micro-averaged results also hold on the macro-averaged results. These results are

reported in Appendix A for completeness.

Statistical Test

In this chapter we address RQ-1.1 and RQ-1.2 by comparing averages across the four

data sets for each one of the metrics considered. The differences between the averages

are tested for statistical significant using the two-tailed t-test for the equality of means
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with unequal variance and sample size1. We consider a difference to be statistically

significant if the probability of the null hypothesis, i.e. the two means being equal,

is smaller than 0.1%. It is important to clarify that due to the large volume of data

involved in the analysis, most differences were found statistically significant at a 0.1%

level according to the two-tailed t-test. The p-values observed for most of the test

were smaller than 0.001 which, lead to the rejection of the null hypothesis of the

statistic under consideration. Nonetheless, we will state in each section the cases in

which a given statistic (e.g. average query length) was not statistical significant when

comparing groups.

2.6 Query level results

In this section is explored the characteristics of the query entries. We considered

the query length (which is measured by the number of words per query), the type of

queries (question queries, phrasal queries, query intent), cue words, the rank position

of the domains clicked, the query frequency distribution and the distribution of users

across the datasets.

2.6.1 Query Length Analysis

The formulation of a well-defined query is a crucial part of the search process in

IR systems [Downey et al., 2008]. The correlation between query length and IR

effectiveness has widely been explored before [Belkin et al., 2003; Jansen et al., 2000].

On TREC ad-hoc settings, it has been found that long queries (i.e. longer than

average) lead to better search performance and user satisfaction [Belkin et al., 2003].

Nonetheless, recent studies show that this result does not always hold on the web

scale [Downey et al., 2008].

Recently, a strong association between the length of the query and the specificity

of the user’s query intent [Phan et al., 2007; Roul and Sahay, 2012] has been found,

in which longer queries lead to a more specific and less ambiguous set of results.

Thus, the submission of longer queries to the search engine is a strong indicator of

the capacity of the user to construct queries that are more specific.

The average query length found for the kids, teens and mature teens datasets were

3.8, 3.4 and 3.2, respectively. These values differ from the mean of the entire query

log, which is 2.5 words per query. Figure 2.1 depicts the query length distribution

for each set. All pair comparisons were found statistical significant according the

test describe in Section 2.5. The average query length of the entire data is also in

line with the average length reported for other large scale query logs [Bendersky and

Croft, 2009; Silverstein et al., 1999].

1http://en.wikipedia.org/wiki/Student_t_test

http://en.wikipedia.org/wiki/Student_t_test
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Figure 2.1: Query length distribution.

This result may look surprising at first given that young users are expected to have

more difficulties formulating specific queries. Similarly young users have a smaller

vocabulary which is reflected in the vocabulary used in the queries, as it will be shown

in Section 2.6.5. However, this result may be due to the fact that young users have

been observed to user more natural language in their queries. Additionally, these

users can have more aid from their parents, which explains why the queries for the

kids and teens data sets are more elaborated (i.e. longer). In the next section we

will explore the usage of greater natural language in these queries and some cues

suggesting greater parental supervision.

Given that the queries analyzed were chosen through a set of urls, longer queries

in these type of queries also shows that focused queries are required to access high

quality content oriented for children and teenagers.

2.6.2 Natural Language Usage

In previous studies [Druin et al., 2009] children aged 8 to 12 years old have been

observed to have a tendency to write queries using natural language constructions

more often than adults, especially when the information need requires multiple phases

to be solved. It has also been found that children tend to express complex information

needs by directly typing the question they have [Bilal, 2002].

The following query types were created to quantify the usage of natural language

in the queries.

1. Question queries: Queries for which the first token is a question word (e.g. how,

where, what) or the last character of the query is a question mark (e.g. what is

the only immortal animal?)

2. Modal queries: Queries containing auxiliary verbs as will, won’t, don’t or modal

verbs as shall, should, can, etc. (e.g. I don’t want to go school)
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question modals know. quest. superlatives kids focus total N.L.
Kids 3.9% 4.8% 0.6% 0.3% 2.4% 9.6%

Teens 3.7% 2.7% 0.4% 0.3% 0.1% 7.1%
M.Teens 3.9% 4.1% 0.2% 0.3% 0.1% 8.6%

All 2.7% 1.7% 0.1% 0.3% 0.0% 4.8%

Table 2.2: Natural language usage. Frequencies of the natural language construct
defined are displayed for each data set. The kids focus group refers to the kids
targeted queries. Total N.L refers to the sum of all the types except for the kids focus
type.

3. Knowledge questions: Queries containing the words describe, about, explain,

define or interesting

4. Superlatives: Queries containing superlative adjectives (e.g. the fastest dog)

5. Kids targeted queries: Queries containing any of the following expressions: for

kids, for children, 4 kids or 4 children.

Knowledge queries attempt to measure the fraction of queries intended to fetch a

specific explanation about an issue or topic. We decided to explore the usage of

superlative queries because this types of construct is commonly employed by children

to satisfy their curiosity about certain topics, such as in the query“fastest animal”.

Note that queries with superlative constructs target in a more concise way a particular

aspect of the surrounding world (i.e. objects, situations, persons) compare to other

natural language constructs such as adjectives or comparative adjectives [Cecchin,

1987]. Superlative queries were detected by looking at tokens with the suffix est, and

filtering out those matched tokens that are not listed as adjectives in Wordnet1, or

that have a locational meaning (e.g. west).

The kids targeted queries were included to identify if children of different ages

were using this mechanism to focus the query on content that is suitable for them.

The frequency of these type of queries are shown in Table 2.2. In this table is shown

that question queries are more frequent in the children set (queries used to retrieve

information for children) than in the general purpose query set, which is in line

with Druin’s observations [Druin et al., 2009]. However, we did not find statistical

difference between the kids and mature teens query sets.

No particular trends were observed for the superlative type of queries (no sta-

tistical differences were found). We observed a slightly higher usage of knowledge

queries in the kids and teenagers data sets. However, no statistical significance were

found when comparing the teens, mature teens and all query sets. A greater usage of

modal constructs was also found in the kids and teens data sets. Particularly the kids

queries were observed to have the greatest percentage of this type of queries (4.8%

1http://wordnet.princeton.edu/

http://wordnet.princeton.edu/
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Figure 2.2: Ratio of natural language usage in queries for each set against the all
query set. This figure shows that users from the kids set submit twice as much queries
with natural language constructs than users from the all set.

against 1.7% for all type of queries). The teen queries also have a higher percentage

of this type of queries in respect to adults (2.7%).

We did observe a higher usage of the focus query type in the kids data set. This

result indicates that these users were aware that the content targeted was for a special

and specific public segment on the Internet. However, this result may just suggest

parental supervision, since adding the suffix for kids to the query is a reasonable

strategy for parents to follow when searching for information for their children.

On overall, we observed a greater usage of natural language in the kids, teens and

mature teens datasets. Figure 2.2 shows the ratio between the percentage of queries

with natural language for each set in respect to the adults queries (i.e. all query set).

The percentage of natural language is estimated by summing up all but the focus

query type. The kids queries contain up to twice as much natural language in respect

to all the queries in the data set. For the case of teenagers the ratio was around 1.5.

The differences found in this section are summarized as follows:

• Significant larger number of question queries in the kids and both teenagers

(teens and mteens) sets in respect to the average web user.

• Only marginal differences between the kids and teenagers query sets in the

proportion of question queries

• Focused queries clearly preferred in the kids query set.

• No clear trends found for the superlative query types.

• Modal queries preferred in the kids and mature teens query sets.

2.6.3 Query intent Analysis

Queries were also analyzed using the classification suggested by Broder [2002], which

captures three types of user intent: informational, navigational and transactional
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All Kids Teens M.Teens

Informational 51.7% 33.5% 51.05% 49%
Navigational 21.5% 13.0% 32.7% 33.2%
Transactional 26.7% 53.3% 16.2% 17.5%

Table 2.3: Query intent proportions.

queries. Informational queries are used to address an information need by locating

content relevant to the topic of interest (e.g. areas in africa giraffes live in). Naviga-

tional queries are used to locate a specific website, which can be the main Website

of an organization or a hub site (i.e. bobthebuilder.com). Transactional queries are

used to locate a Website with the aim of obtaining a product. The product may

refer to an item to be purchased, an application to be executed on-line (i.e. alphabet

coloring pages) or a multimedia resource to be downloaded.

The results summarized in Table 2.3 were obtained by manually classifying the

queries using the guidelines given by Jansen et al. Jansen et al. [2008] to classify query

intent (Broder’s categories are also used in this study). The queries were classified

by sampling randomly at 15% the unique queries of the kids, teens and mature teens

data set. For the whole data set, a random sample of 1400 queries was obtained.

This size is comparable to the size of the sample employed in a previous study on a

large query log [Broder, 2002].

We found that informational queries are preferred in the teens and mature teens

and all set over transactional and navigational queries. Previous studies have also

found this behavior on large query logs. For instance Broder [2002] reported on a

random sample of 1000 queries from the Altavista log that 48% of the queries were

informational, 30% transactional and 20% navigational, which are comparable to the

percentages obtained in our sample.

Interestingly, this trend was not observed for the kids queries, in which trans-

actional queries are preferred (increase of 20% in respect to the average web user).

We found that transactional queries are mainly used in the kids and teens queries to

interact with web applications (e.g. flash/java games, academic quizzes) or to obtain

free on-line resources (e.g. poems, songs lyrics, coloring pages).

Conclusions in the same line have recently been drawn in Ofcom [2010]. They

reported that gaming is the preferred Internet activity for children aged 5-7 and

second preferred for children aged 8-11. In particular 37% of the children aged 5-7

(52% for children aged 8-11) were found to use the Internet at least once per week for

gaming, while 19% use it for information purposes (46% for children aged 8-11). On

the other hand, for the case of users aged 12 -15, informational and social activities

are more popular than gaming. In this case 66% use the Internet at least once per

week for informational purposes and 48% for gaming.

The lower use of informational search in the kids queries compared to the other
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query sets can be caused by the current lack of specialized IR applications to sat-

isfy children’s information needs or to the unsuitability of most of the content on

the web for these users. Given that these users are more familiar with the interac-

tion of multimedia and on-line applications, the design of more interactive tools can

highly improved the motivation and success of users searching for children-friendly

information.

2.6.4 Cue words analysis

Cue words provide information about the characteristics of the content searched by

users and their identification have been proved useful to aid search through query

expansion techniques [Guo and Ramakrishnan, 2009]. The motivation of this section

is to identify the most common characteristics and content type of the information

searched in the query sets. The identification of cue words is based on a contextual

model [Wang and Zhai, 2008], which is defined in Equation 2.2.

P (a|w) =
cf(a, C(w))∑
i cf(i, C(w))

(2.2)

where C(w) is the context of w . This equation models the likelihood of a word a to

appear in the context of a given word w. In this thesis, we define the context of wi
as the set of words that occur at positions i−2, i−1, i+ 1, i+ 2. We are interested in

mining the context words (cue words) used in the query sets. For this purpose, the

words in the queries are clustered such that each cluster represents the set of content

words w that co-occur with a given context word. Thus, each cluster can be seen as

a group of information needs that make use of the same cue word.

The star algorithm is used to perform the clustering by representing the nucleus

of each cluster as the context word [Gil-Garćıa and Pons-Porrata, 2008], the satellites

as the content words co-occurring with the context word, and the similarity measure

between two vertices as the probability given by the model defined in Equation 2.2.

Table 2.4 shows the top 5 clusters ranked by size for the three query sets. We found

56, 67 and 69 clusters in the kids, teen and mature teens queries, respectively. Only

5% percent of the cue words of the kids query set appear as cue words in the teens

query set, and only 8% for the case of the teens and mature teens query sets. We

observed a clear relation between the clusters and the expected topics of interests

of the target users and progression in the topics. For instance social related topics

(e.g. life, myspace, boyfriend) are found in big clusters in the teens and mature

teens but they are not present in the children’s clusters. The differences observed are

summarized in the following manner:
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Figure 2.3: Query vocabulary of each data set.

• Different content genres are prominent in each data set. For instance coloring

pages, videos and news in the kids, teens and mature teens sets respectively.

• The game cluster was one of the largest for both the kids and teens data sets.

However, cue words in both clusters exposed different aspects associated to

these clusters. In the former online and educational games are searched while

in the latter commercial/console games are preferred.

• Similarly, the school cluster was found for all the query sets. For the kids

queries the focus of the keywords composing the cluster is on online help for

school tasks. For the teen queries the focus is on factual information, while for

the mature teens queries the focus is on preparation for the college years.

• Social information aspects are prominent for the teens and mature teens data

set.

2.6.5 Query vocabulary size analysis

The vocabulary size has been employed in the field of language acquisition as a predic-

tor for reading comprehension and communication [Hellman, 2011]. This metric has

also been employed to track language development from early childhood to adulthood

[Tonzar et al., 2009]. From the engineering point of view, the vocabulary size has a

deep impact in the design of systems for machine translations, speech recognition and

part of speech taggers [Church, 2011]. In terms of web search, we believe that the

vocabulary size can be interpreted as an estimator, in a broad sense, of the capability

of the users to understand the content of websites, and in the case of web queries,

as the capability to retrieve content from the Internet through web queries. Thus,

a bigger vocabulary size indicates a greater capability to find relevant information.

This interpretation is analogous to the capability of carrying out communication,

which is associated to the size of the vocabulary in the case of natural language.
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We estimated the vocabulary size by counting the number of distinct words em-

ployed in a sample of 10K queries. To make the comparison fair across age ranges we

employed a uniform random sample of the same size for each one of the age groups

studied.

Figure 2.3 shows the vocabulary size results. We observed a significantly smaller

size for the case of kids queries (3.7K) in respect to the teenagers (7.7K) and for

the sample obtained from the whole data set (11K). For the sample obtained from

the mature teen queries, we obtained a slightly lower vocabulary size than the one

obtained for the teens query set (6.7K). This may be due to the focus of the Dmoz

Kids and Teens directory on younger users. This result suggests that query expansion

functionality are highly beneficial for the case of queries targeting content for children

since the vocabulary is significantly smaller. This result also shows that these queries

are able to target a significantly smaller portion of the Web.

In the next cshapter we will contrast these results against the vocabulary obtained

from queries submitted by young users.

2.6.6 Topic Distribution analysis

A topic distribution was associated to each query set using the category hierarchy

of the Yahoo! Directory1 and a sample of 11 thousand queries from each set. Each

query in the sample was mapped to one of the categories in the Yahoo! Directory.

Previous to the sampling process, we removed navigational queries in the sets using

straight forward rules to detect this type of queries (i.e. removing queries containing

urls or domain names).

We carried out this analysis using the main categories of the directory and one

level of depth (i.e. subcategories) in the hierarchy. The mapping is carried out by

performing a Google site search using the Yahoo! Directory url and then applying

majority vote to select the category associated to the query.

Figure 2.4 shows the micro-averaged distribution of topics for each one of the

datasets. It is important to mention that we were not able to classify the 19%, 20%

and 14% of the queries in the sample of kids (and teens), mature teens and whole

query set. The proportions shown in Figure 2.4 were estimated by normalizing all the

topics retrieved to 1 (after discarding the non-classified queries). Only the most rep-

resentative topics in the distribution are shown to improve the figure readability. An

analogous macro-averaged plot can be found in Appendix A (Figure A.5). In general

terms the results in both figures are very similar and all the trends are preserved.

Expected trends were observed in Figure 2.4. For instance a clear decreasing trend

of queries aiming for recreational/games were found. The 29% of the kids queries

target this type of content against 2.8% for the queries sampled from the entire query

1http://dir.yahoo.com/
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Figure 2.4: Topic distribution of each data set (Yahoo! Directory categories).

set. The art topic also has the largest proportion for the case of the kids queries

and it decreases through the other query samples. For the case of teenagers a large

fraction of entertainment, science and games were observed. In regard to the sample

derived from the whole data set, we observed that topics such as finances and travel

gain importance. It is important to mention that the distribution found for the entire

data set is more disperse than the distribution found for the kids and teens query sets,

that is, a larger number of topics was observed and lower percentages for the most

prominent topics. For the kids and teen queries was found high value proportions

focused on a smaller number of topics.

On overall, these results show that the queries extracted through the Dmoz urls

are a fair representation of the topic interests of the users targeted (i.e. young users).

In the next chapter we will come back to this analysis. We will measure the

correlation between the distributions obtained in this chapter and the distribution of

topics associated to the queries submitted by young users using search logs from the

Yahoo! search engine.

2.6.7 Click analysis

The click information of the datasets was analyzed to compare the retrieval perfor-

mance between children, teenagers and general purpose content queries. For this

analysis we collected the rank distribution, the mean reciprocal rank (MRR) and the

click frequency of the queries in the datasets. Queries leading to clicks on high ranked

positions indicates that the information needs can be satisfied efficiently by the IR

system. The MRR of a set of queries Q is defined by Equation 2.3. Lower MRR

values occur when lower ranked documents are frequently clicked by the user, which
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Figure 2.5: Rank Distribution. Figure 2.6: Query frequency distribution.

indicates poorer retrieval performance.

MRR =
1

| Q |

|Q|∑
i=1

1

rank(Qi)
(2.3)

Figure 2.5 shows the rank frequency distribution of the data sets. This figure demon-

strates that the retrieval performance of the queries to retrieve children information

is poorer than the queries used to retrieve non-children oriented content, since clicks

on lower ranked results are more frequent in the kids and teens query set. The MRR

values found for the kids, teens, mature teens and whole data set were 0.57, 0.59,

0.58 and 0.73, respectively, which lead to the same conclusions since the MRR value

for the whole data set is greater than in the other sets.

This result also shows that high quality content designed for children and teenagers

are less accessible than general purpose content. Particularly, it also shows that a

bigger effort is required from the user to access this type of information, since they

have to click on lower ranked results. Note that this result is consistent with the

longer average query length found in the kids and teenagers data sets since the usage

of longer queries suggests the need of more elaborated queries to find content suitable

for this niche of users. All results were found statistical significant between the four

data sets.

2.6.8 Query frequency analysis

Figure 2.6 shows the cumulative frequency of the queries in our data. We observed a

similar behavior in all the data sets since queries that appear up to three times in the

query log account for 80% of the total number of queries. However, a greater number

of unique queries with low frequency are found in the children and teenager query

sets. This may be due to the fact that users finding information for young users have

more problems finding appropriate content, which causes the formulations of more
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Kids Teens M Teens
nickjr.com the n.com prom hairstyles
elmo nasa american idol
nick jr hairstyles cheats
coloring pages kingdom hearts 2 cheat codes
postopia claires prom dresses
candystand celebrity hairstyles pussycat dolls
the wiggles christina aguilera ea sports
starfall.com degrassi bladder infection
dora the explorer gurl.com scholarships
primary games homestarrunner game cheats

Table 2.5: Most frequent queries.

Kids Teens M Teens
Kids 100.0% 6.0% 9.2%
Teens 13.8% 100.0% 20.3%
M Teens 10.7% 10.3% 100.0%

Table 2.6: Proportion of users across the datasets.

queries as attempts to fulfil the information needs.

Table 2.5 shows the 10 most frequent queries in the data1. As it is expected, these

queries reflected typical interests of the user target groups. For instance, elmo and

dora the explorer are very popular characters among children. The teens and mature

teens queries show a greater interests in video games (ea sports), social events (prom)

and educational matters (scholarships), which indicates differences in the information

needs between children and older users.

2.6.9 User analysis

We analyzed the proportion of users that submit queries in more than one of the

data sets. The results are summarized in Table 2.6. This table shows that users that

retrieve information for children rarely submit queries to extract information from

the teens and mature teens data sets. Analogous results were found for the other

query sets.

2.7 Session level results

Sessions allow us to understand the way users accomplish information needs and

how they interact with the search engines. We collected three types of metrics to

1Variations of the same domain were removed from this list (e.g nickjr and nickjr.com).
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Figure 2.7: Sessions length distribution. Figure 2.8: Session duration distribution.

All Kids Teens M Teens
S. length (mean) 3.3 8.7 10.1 9.8
S. length (median) 2.0 5.0 5.0 6.0
S. duration (mean) 11.7 20.4 23.1 21.5
S. duration (median) 5.1 12.5 14.6 12.7

Table 2.7: Summary of sessions characteristics.

compare the session characteristics of our datasets: session length, duration and

query reformulation metrics. Session length is the number of entries issued in the

session. Entries can refer to new queries issued by the user or to results clicked

using the same query. This metric is an indicator of search efficiency since a greater

amount of entries suggests that more changes to the queries and document visits are

needed to fulfill the search task. Session duration is defined as the time in minutes

between the last and first query issued in the session. This metric is an indicator of

the complexity of the underlying information need. Query reformulation metrics can

be used to understand the way users change their queries to reach their information

needs. Table 2.7 summarizes the metrics obtained for our data sets. All the results

obtained were found statistically significant.

2.7.1 Sessions length

Figure 2.7 shows that sessions from the average web user are mostly short given that

80% of the sessions contain less than 5 query entries. On the other hand, the length

of the sessions used to retrieve information for young users tend to be longer and

its distribution is more dispersed. The average length found for the average web

user sessions are in line with previous studies, in which the estimated average session

length was 2.8 [Jansen et al., 2008; Silverstein et al., 1999]. The longer average length

found for the other sessions (see Table 2.7) suggests that these users weren’t certain

of the relevance of the information found, since they had to submit more queries and
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explored more results.

This result can also indicate that the documents retrieved by the search engine

are not sufficient to satisfy the user’s information needs. This result is consistent with

previous findings [Bilal, 2002], in which children showed non-linear navigation style

when solving research tasks. This search style is characterized by the exploration of

several choices before a final relevance judgment is made [Bilal, 2002].

2.7.2 Sessions duration

The duration in minutes of the four types of sessions is shown in Figure 2.8. This

figure shows that users required more time to explore and complete information needs

associated to content for young users, than to content for general-purpose content.

Statistically significant differences were found between the kids/teenagers/mature

teenagers and general-purpose sessions. No significant differences were found among

the types of young user sessions. The longer duration of sessions to retrieve informa-

tion for young users suggests more difficulty to solve the information tasks associated

to these sessions and the greater difficulty to access high quality content for this type

of users. This result is consistent with the greater amount of pages visited and queries

issued found in the session length analysis. The trend of clicking on higher ranked

pages observed in the previous section for the kids and teens data sets is also in-line

with the results show in this section.

We estimated the session success rate by considering as successful searches those

sessions in which the last event is a click, as it is suggested by Brenes and Gayo-Avello

[2009]. We found that the success rate for the kids, teens, mature teens and whole

data set were 82.5%, 79%, 79.8%, 52.2%, respectively. These values would indicate

that users of the young query sessions are more successful in their information seeking

tasks. However, we consider that this metric can also be indicator of the trust that

young users have on web results, in which more clicks indicate more trust. In [Ofcom,

2010] is reported that only 49% of the children (aged 12-15) make some critical

judgment about the truthfulness of the results.

2.7.3 Query reformulation analysis

Users constantly modify their queries in an attempt to get better results from the

search engine. The analysis of these query refinements allow us to have a better un-

derstanding of the way user’s interact with the search engine and the search strategies

employed to satisfy their information needs. In this chapter we analyze the following

types of query reformulations:

• Words added to the query (w.a): The previous query is a strict suffix of the

target query. For instance, {dora}i−1→
w.a
{dora the explorer}i
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All Kids Teens M Teens
n.q. 48.1% 25.9% 26.5% 24.5%
w.a. 1.5% 1.4% 1.8% 1.8%
w.r. 0.1% 0.2% 0.2% 0.2%
w.c. 6.3% 7.8% 8.0% 8.5%
m.r. 38.8% 59.6% 57.6% 59.0%
p.q. 3.0% 3.3% 3.7% 3.5%
s.c. 1.8% 1.5% 2.1% 2.1%

Table 2.8: Frequency of query reformulations.

• Words removed from the query (w.r): Target query is a strict suffix of the

previous query. For instance, {barbie coloring pages}i−1→
w.r
{barbie}i

• Change of words in the query (w.c): Target query contains at least one word

in common with the previous query. Word order is ignored. For instance, {all

about spiders}i−1→
w.c
{all about cobras}i

• Spelling correction (s.c): The Levenshtein distance between the target and

previous query is ≤ 2. For instance, {candysand}i−1→
s.c
{candystand}i

• New query (n.q): Target query does not share keywords with the previous

query and the Levenshtein distance is greater than 2. For instance, {sesame

street}i−1→
n.q
{elmo}i

• More results from the same query (m.r): Target query is identical to the previ-

ous query and it is used to access a different website.

• Return to previous query (p.q): The target query was submitted during the

same session.

Similar query reformulations types have been used in previous query log analysis

[Huang and Efthimiadis, 2009; Pass et al., 2006]. Although m.r is not a formal query

reformulation (since no change is performed on the previous query), we included it

because this action is commonly used in the search process. Table 2.8 shows the

percentages of the query reformulation types found in our data. These percentages

were calculated on sessions containing more than one query, which correspond to the

83%, 87%, 90% and 55% of the kids, teens, mature teens and whole data sessions,

respectively. A salient difference is the average drop of 22.5% of new queries issued

in the kids and teenager sessions compare to the general-purpose sessions.

Most of this drop is reflected in the greater usage of the same queries to explore

further results, which accounts on average for 90% of the new query reformulation

type drop. Small gains in all the other query reformulation types were also found in
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the teens and mature teens sessions. Nonetheless, kids sessions only showed increase

in the word removing, word changing and reusing of previous queries. Although, it

has been shown that children commit spelling mistakes more frequently than older

users, we didn’t find an increase of the spelling correction reformulation type in the

kids sessions. The rank data between query pairs and the click patterns suggested

in [Huang and Efthimiadis, 2009] were employed to evaluate the effectiveness of the

query reformulations. These click patterns are established between a query and its

reformulation and can be described as follows:

1. A domain was accessed in the previous query and in the reformulation query

(click click)

2. A domain was not accessed in the previous query and in the reformulation query

(skip click)

3. A domain was accessed in the previous query but not in the reformulation query

(click skip)

4. A domain was accessed in the reformulation query but not in the previous query

frequency (skip skip)

Table 2.9 summarizes the click patterns found for each one of the reformulations types

defined above. Patterns (1) and (4) indicate that the reformulation was successful,

on the other hand, patterns (2) and (3) indicate that the query reformulation was

not effective. The ratio between these patterns also provide important information

about the use of the query reformulations and their effectiveness. Low values of the

ratio (1)+(3)
(2)+(4)

shows that the user is not satisfied with the initial query and the query

reformulation is employed as an attempt to obtain better results. On the other hand,

high values of this ratio indicates that users are refining or specializing their queries

since a result has already been accessed. The query reformulation types w.c, w.r and

m.r had the highest ratio considering all the sessions of the datasets. This result

shows that users tend to use these types of reformulations to refine their queries,

since previous pages were accessed using similar queries.

The high ratio value found for m.r is logical given that users often keep the

same query when previous results have been useful, as it is suggested by the high

percentage found in the click-click pattern. Low rate values were found for w.a, p.q

and s.c. Thus, these reformulation types are mostly used when users are not satisfied

with their current queries. Similar conclusions were drawn by Huang and Efthimiadis

[2009] on this query log by using a more extended set of query reformulations.
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The same reformulation types were found to have the lowest ratio values in the

young query sessions, which shows that these reformulation types are also preferred

when users are not satisfied with their current queries. Nonetheless, a different be-

havior was found in the young query sessions since all the ratio values are higher

than in the general purpose sessions. Thus, in the former sessions, the query refor-

mulations are more frequently used to retrieve follow-up results. It is important to

mention that the difference in the ratios are mostly caused by the significant higher

usage of the pattern click − click in the queries targeting content for young users.

This finding is aligned with Bilal [2001] studies on children search behavior. They

observed that children need to explore further options before making a final relevance

decision. This result also indicates that it is harder for users to find appropriate

content for young users since it is necessary the exploration of more results

The ratio (3)+(4)
(1)+(2)

is an indicator of the effectiveness of the query reformulations.

The most effective query reformulations were w.r, w.c and m.r and the least effective

were wa, pq and sc in the children and general-purpose sessions. However the ratio

values in the young user sessions were always higher given the greater number of

clicks reported in these sessions.

The higher rate value of the p.q query reformulation in the sessions targeting

content for childrne are consistent with previous observations on children search be-

havior [Bilal, 2000]. in which children tended to repeat the same search even if the

search did not return new results. This behavior is also in-line with their tendency to

loop searches and links when solving complex information needs, as it was reported

by Bilal [2001].

The mean rank change represents the rank position difference of the clicked do-

mains in the reformulated and original query. For this analysis, higher rank values

correspond to the results located in the bottom of the result list and lower values to

the results on the top of the list. Thus, higher mean rank change indicates that the

query reformulation is less successful since users click on results below the original

queries. We found that all the query reformulations are successful in children and

general-purpose sessions, except for m.r and p.q. This result is logical since these

actions do not involve query changes and users generally click on top ranked results

first. It is interesting to note that although query reformulations are significantly

less used in the sessions targeting content for young users (given the high used of the

action m.r), these can be highly helpful given that the low values observed for the

mean rank change.

The mean time change measures the average time in seconds that users wait to

perform a query reformulation. It is measured by calculating the time difference in

seconds between the sreformulated and original query. The wait time to perform

query reformulations is longer for most types in the kids and teenager sessions. This

result was expected since children’s physical and cognitive skills are less developed
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All Kids F.Services
Query level

Query length 2.5% 3.8% 3%
Average rank 3.5% 5.7% 4.3%
Phrasal queries 56% 65.9% 42.3%
Question queries 2.7% 3.9% 2.1%

Session level
Session length 2.8% 8.6% 3.5%
Session duration 11.7% 20.2% 16.3%

Query reformulation
n.q. 48.1% 25.9% 49.2%
w.a. 1.5% 1.3% 1.6%
w.r. 0.1% 0.2% 0.2%
w.c. 6.4% 7.8% 7.1%
m.r. 38.8% 59.6% 36.9%
p.q. 3.0% 3.3% 3.1%
s.c. 1.8% 1.5% 1.6%

Table 2.10: Comparison of the data sets with the Finance Services directory.

than in grown ups. (e.g. type speed and reading skills), moreover children need more

time to concrete their information needs and they are less focus during the search

Bilal [2002]. Surprisingly the only reformulation type that doesn’t follow this trend

is the m.r type, which is the most frequently used in the children sessions.

2.8 Dmoz bias validation

It may be argued that the results presented above are biased since Dmoz users may

have similar search behavior across the Dmoz categories. We show that this is not

the case by replicating the analysis on an alternative Dmoz section. Particularly we

employed the Financial services category since it targets a markedly different user

group and its size is in the same order than the Dmoz Kids category. This category

contains 14.181 Dmoz entries which lead to 261.605 query entries (38.593 unique) and

209.975 sessions using the extraction method described in this Chapter. Table 2.10

summarizes the results collected. From this table can be observed that although the

query length and average click rank of the Financial Services data is greater than

in the whole dataset, the values are still lower than in the users dataset targeting

content for young users. On the other hand the percentages of phrasal and question

queries are lower in the Financial Services data than the whole and young users

datasets. Differences were also observed for the length and duration of the sessions.

Additionally, a very similar behavior in the use of query reformulation types was
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observed in the Financial services data and in the whole data set, although both

differ from the young user sessions.

In general these results expose different search behavior in the users associated

to the entire query log, young users and financial datasets, which indicates that the

characteristics of the queries and sessions extracted using Dmoz differ according the

domain of the information retrieved. This result is also consistent with White et al.

[2009] studies in which it is shown that the search behavior varies according the

domain of expertise of the users.

2.9 Conclusions

In regard to research question RQ-1.1, we found several differences with statistical

significance in the queries and sessions employed to retrieve information for children,

teenagers and general-purpose content. Thus, clear differences were observed in the

search behavior of users targeting these types of content. To summarize, we found

that the query structure and length of the queries in the four datasets varied. Longer

queries were found in the queries targeting content for children and teenagers in

respect to content for the average web user. Similarly, greater usage of natural

language was found for the former query sets. The submission of longer queries

shows the need of constructing specific and focused queries to access quality content

for children and teenagers in state of the art search engines. At the session level we

observed significantly longer sessions targeting content for young users. Similarly, we

observed a higher number of clicks and result exploration, which did not imply the

usage of more query reformulation in this type of sessions. The higher amount of

clicks on these sessions was also reflected in a more disperse rank distribution and

higher likelihood of clicking on lower ranked results in the sessions with young content

clicks.

Some of our findings are in-line with previous studies of children’s information-

seeking behavior [Bilal, 2000, 2001, 2002; Druin et al., 2009]. The higher usage of

natural language and in particular question queries is consistent with case-studies

reporting children submitting question as queries for the case of complex information

needs. Similarly, higher exploration of results and re-submission of the same query

within the session are consistent results with the loopy search behavior observed in

case studies with children under 12 years old.

Nonetheless, it is important to mention that the findings presented in this chapter

address the search behavior of users searching for content for children and teenagers,

and it is still not possible to confirm that the search behavior observed through this

data is the actual behavior of young users on the web. For instance, we also observed

evidence of parental supervision when analyzing the query types (e.g. larger usage of

the focus query type). Understanding the search behavior of children requires further



2.9. Conclusions 43

research and a user centric approach with log data augmented with age-demographic

information. This issue represents a limitation of this chapter that will be addressed

in the following two chapters by using large-scale search and toolbar logs from users

with reported age. However, the results presented in this chapter are valuable because

they expose the difficulty that users have to find high quality content for young users.

This was clearly reflected in most of the query log metrics employed in this study (e.g.

longer queries, lower ranked clicks, longer sessions, loopy behavior). Moreover, the

metrics explored in this chapter can be used to evaluate how state-of-the art search

engines deliver high quality content for young users by providing an appropriate set

of urls focused on this public. In this regard, it is worth to mention that we verified

that the results presented in this chapter are not biased in the sense that all users

may behave similarly across the Dmoz categories. We showed that the behavior of

users searching for information related to finances behave differently from those users

searching content for children, teenagers, and in general from the average web user.

In respect to R.Q-1.2 we characterized that the intent of the queries collected

is consistent with the intent reported in other studies for young users Ofcom [2010].

We also observed lower vocabulary sizes in the queries submitted by children and

teenagers in respect to the average web user. From the cue word analysis carried out

in Section 2.6.4, it was observed, from a qualitative point of view, that the information

aspects (i.e. query senses) associated to the queries collected are representative of the

targeted audience. In the next chapter we will compare from a quantitative point of

view the topic distribution associated to the queries identified in this chapter (using

the distribution derived from the topics of the Yahoo! directory) against the topics

associated to queries submitted by young users.

In the following paragraphs we will provide recommendations and directions for

future work.

2.9.1 Lessons learned and Recommendations

The better understanding of users retrieving information for children on a large-

scale achieved in this chapter allow us to discuss several ways to improve the search

experience of users searching for this type of content. We discuss improvements on

two IR dimensions: query assistance and aggregated search.

Query assistance

The use of longer queries to retrieve children-friendly content shows that query ex-

pansion techniques can be highly beneficial to access this type of content, since these

techniques allow the user to focus the search on specific information aspects. We

observed in this chapter that query reformulations consisting of adding and chang-

ing tokens in the query lead to significant improvement in the ranking of the clicked
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results. We believe, based on this evidence, that careful recommendation of queries

for young users can make quality content for these users more accessible. In Chapter

5 we will explore query recommendation techniques for children and teenagers.

In this respect, cue words are also a valuable resource to rewrite queries by using

the cues terms associated to the contexts words or to the entities that occur with the

query. This method can ease the exploration of information by providing different

content types and dimensions of the topic being searched. The study of further query

rewriting techniques as the one presented in Zhang et al. [2007] can also be beneficial

to reduce the cognitive load of reformulating queries.

Difficulty of finding high quality content for children

The low percentage of information queries found in queries targeting content for

children suggests that although these users are familiar with interactive applications,

they are not fully harvesting the information content available on the web.

We believe that there is an urgent need for more efficient ways to gather and

present information to young users. Aggregated search is an adequate paradigm to

address these difficulties. Aggregated search refers to the selection of results from

diverse sources and content types, and the integration of this information to aid the

user to reach their information need more efficiently Murdock and Lalmas [2008].

The identification and clustering of cue words shown in this chapter is a resource

that be employed to assist the selection of relevant verticals for the information needs

of young users. Although current IR systems for children such as Yahoo Kids! or Ask

Kids already offer categories associated to some of the cue words that were identified

in the clusters (e.g. games, coloring pages, poems, jokes, homework help, etc.), the

dynamic selection of verticals is still limited. The detection of cue words from the

query can be used as resource to complement vertical selection classifiers as the one

presented in Arguello et al. [2009] by designing methods to match these cue words to

the available verticals.

Additionally, state-of-the-art information retrieval systems only provide simple

methods to aggregate results from the verticals. Further research is required to de-

termine which verticals are relevant given the query of a young user, and to determine

the best strategy to aggregate and simplify the content retrieved from the verticals.

In chapter 6 will be explore the creation of a test collection to study the problem

of vertical selection for children. Vertical selection is a key step in the process of

providing aggregated interfaces for children and teenagers. We will explore the usage

of tags from social media as a source of information for the vertical selection problem.



Chapter 3

Analysis of Search Behavior of

Young Users on the Web

This chapter is based on Duarte Torres and Weber [2011].

3.1 Introduction

In the previous chapter was analyzed the characteristics of the queries and search

sessions of a set of queries targeting content for young users using the AOL search

logs. The main limitations of the previous study are: (1) it is not possible to ensure

that the queries were submitted by young users. (2) The queries and clicks analyzed

represent the behavior of users accessing adequate content for young users, however

this behavior can differ from the actual average behavior of young users.

In this chapter we address these limitations by exploring a large scale sample

using Yahoo! Search logs with reported user age. Our focus is not only on charac-

terizing their search behavior but on identifying the main difficulties that these users

encounter when searching for information in the Internet.

The following two search sessions derived from this query log sample exemplified

some of these difficulties:

(1) A 10 years old girl submits the query what is love, the search engine triggers

advertisements related to dating and casual encounters. Thinking that this ad is

a result to the query, the girl clicks on it, after spending few seconds trying to

understand what is happening, the user goes back and then clicks on the first web

result, which explains the chemical processes involved when people feel love. The

content of this website goes beyond her reading skills and the user quits the search

session, most likely dissatisfied; (2) When a 9 years old boy submits the query hun, the

search engine suggests queries such as hun school (Princeton college), hun sen (primer

minister of Cambodia) and hun empire (former empire ruled by Attila). Although

45
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this user is probably targeting the last topic suggested by the search engine, the

user does not seem to notice any of the query suggestions and simply continues with

the initial query. Then, the user clicks on the first web result, which happens to

be a web directory of links with adult content. Hun is also a popular term used to

refer to a specific type of adult content. The user who is probably confused by the

content, decides to go back, then the user clicks on the second web result, which is the

Wikipedia article of the Hun empire. As it was the case with our previous example,

the article is dense and its language is too advanced for the reading capabilities of

this user, who after few seconds aborts the search session. In these two examples, we

observed that young users have a tendency to click on higher ranked results, spend

short times on each url, and in general have shorter sessions than those observed in

older users.

We hypothesize that young users struggle in their way to find information on the

Web (as it was the case with the two previous examples), and that these difficulties are

quantifiable from their interactions with the search engine. Identifying the problems

young users face when searching information on the Web, along their topics of interest

is key in the development of search and web services tailored at children and teenagers.

The first aim of this chapter is to identify and quantify the search difficulties of

young users using search engines and characterize the topics they are interested in,

by using a large query log sample. We are also interested in contrasting the search

difficulties and topic interests of young and adult users. At the best of our knowledge,

little research has been carry out in this respect using search engines on a large scale.

Even though several valuable case studies with child users have been reported [Bilal,

2000, 2001, 2002; Druin et al., 2009], these studies are highly obtrusive and include

a limited number of users and a small number, which are assigned a limited number

of artificial information tasks. These research studies are also unable to capture a

representative overview of the broad spectrum of topics that motivate web search

in the young population. In the same lime, we are interested in exploring signs of

development stages through the usage of a search engine. For instance, to trace the

evolution in terms of the readability of the content clicked and the sentiment reflected

in the queries.

3.1.1 Research questions

The following research questions address the research aims expressed previously:

• R.Q-2.1: Do young users struggle to find information with a large scale search

engine, and how is this struggle reflected in their search behavior from a query

log perspective?

• R.Q-2.2: Does the search behavior and search difficulties of children, teenagers
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and adults differ in a large scale search engine (Yahoo! Search)?

• R.Q-2.3: Can we retrace stages of children and teenagers development, in

terms of the topics they are interested in, through their queries and the char-

acteristics of these queries?

We tackle RQ-2.1 to RQ-2.3 by using a large query log sample from the Yahoo!

search engine. The search logs registered queries and search activity of users from 7

to 70 years old. The logs were taken from the US market in a time window of 4 months

in 2010. The methods employed in this study consist of using well established query

log metrics and novel metrics targeted at understanding the search behavior and

quantifying the search problems that children encounter during the search process.

In respect to RQ-2.1 we hypothesize that young users (and particularly users up

to 12 years old) have greater difficulties than adults to search for information on

the web, and that this behavior is manifested in the way young users construct their

queries and explore the result list. Particularly, we believe young users have problems

specifying their information needs with keywords, and that young users make more

use of natural language in their queries. In terms of result exploration, we expect

young users to quit their search sessions sooner, and to have shorter clicks on results

than adult as a consequence of their search frustration. We also expect to observe

greater use of the same queries and visited results previously clicked within the search

session, as it was reported by Bilal [2000, 2002]. Lower usage of query suggestion is

expected since current search engines suggest terms for all user ages, thus most query

suggestions are likely to be unsuitable for children.

We collect evidence to address these hypotheses through the following query log

metrics: At a query level, we include average query length (measure of query speci-

ficity), query structure and natural language usage in queries. At a click level, we

considered the click position and click duration distribution to analyze the way young

users explore results. At the session level we explored session duration, session length,

query re-finding, click re-finding, query suggestion and query correction usage. Fur-

ther clarifications on how these metrics provide evidence of search difficulty will be

given when reporting each result.

It is important to mention that after manually inspecting a small sample of search

sessions, clicks on adult content and on advertisement at very young ages were ob-

served. Motivated by this observation, we formally estimated the likelihood of acci-

dentally click on adult content, and the likelihood of clicking on advertisement for

young and adult users. These query log metrics are novel and oriented to collect

evidence of the problems children encounter on the Web, since both type of con-

tent (adult content and ads) are clearly not targeted at children. High volumes of

these clicks suggest search disorientation and difficulties to access appropriate infor-

mation. We hypothesize that young children click on adult content by mistake more
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often than adults, and that they have a comparable proportion of clicks on ads in

respect to other age groups given their difficulty to identify this type of content as

advertisement.

RQ-2.3 is addressed by pointing out differences in the topic distribution of the

queries submitted by users of different ages. The topic distribution is extracted by

classifying the queries submitted to the Yahoo! search engine using the Yahoo! Di-

rectory categories. We also employed a fine-grained topic classification using the cat-

egories of the Yahoo! Answers system, which allows to have a more detailed overview

of the topics associated to the questions and concerns expressed in the children and

teenagers queries. It is important to clarify that we are not analyzing the queries

submitted to the Yahoo! Directory and Yahoo! Answers service, we solely used the

category hierarchy provided by these two services to map the queries submitted to

the Yahoo! search engine to topics.

We also show that the development stages are reflected in the search logs through

the reading level of the pages clicked. As an aside, we employ other demographics

factors such as the average income of the user’s location to show its influence in the

reading level.

The vocabulary size is another important feature of children development. Specifi-

cally, we measure the vocabulary size by counting the average number of unique words

in the queries. We carry out an analogous procedure to find the web resource vo-

cabulary of the users ,which is defined as the number of distinct urls and domains

accessed by users in a given age range. As a last metric, the sentiment expressed in

the queries is quantified. We expect greater usage of sentiment at younger ages.

We expect to find clear differences in terms of the topic distribution of children,

teenagers and adults, and in general we expect to see a correlation between age and

topic distribution. Similarly, we expect a higher proportion of clicks on basic language

content and a smaller vocabulary size at younger ages given that children have less

developed vocabulary and language capabilities. All the query metrics mentioned

so far are also employed to address RQ-2.2. This is carried out by contrasting the

results across age groups. For instance, we can characterize the way users submit

queries by comparing the characteristics (e.g. query length, natural language usage)

between users from 7 to 12 (children), 13 to 18 (teenagers) and over 18 (adults).

3.1.2 Chapter Organization

The chapter is organized as follows: in Section 3.2 we present the most relevant

related work of previous studies on query logs and children search behavior. We also

provide the most related literature of toolbar logs mining. In Section 3.3 is described

the research method that is followed in this research.In Section 3.4 is presented the

results and discussion of children’s search difficult (although few of items shown in this
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section also support RQ-2.3. Concretely we report results regarding query structure,

click distribution, click duration, session characteristics and query assistance usage.

Section 3.5 discusses our findings on retracing child development stages using query

logs. These include topic distribution description, vocabulary size, query sentiment

analysis and readability of the content clicked. Section 3.6 presents a comparison

between the results obtained in the previous chapter using the AOL search logs and

the findings collected in this chapter. Finally, section 3.7 concludes ths chapter with

a discussion of our main findings and how they could be applied to state of the art

search engines. We also provide recommendations for future work.

3.1.3 Limitations of this study

In this study, we focus on understanding the search and browse behavior of young

users (children and teenagers). The findings are contrasted against the search behav-

ior of adult users.

However, the analysis of the difference within adult users of different ages (e.g.

young adults and seniors) is out of the scope of this study. Little research has been

dedicated to understand the search behavior and difficulties that senior users en-

counter on the Internet. We believe an exclusive line of research is required to

address this. The results presented in this study are derived from log data from

the U.S. market in which the predominant language is English. Further research

is needed to address cultural differences in search behavior and in pinpointing the

search difficulties of users from different cultural origins and different languages.

The evidence collected throughout this study focus on search and browsing metrics

captured by means of log data. Other aspects of the content explored by the users,

such as the layout characteristics of the Websites, font types, sizes and other features

that are not reflected in the query logs are not addressed and are out of the scope of

this study. Further research is needed to relate aesthetic and functional features of

websites with the search behavior of users.

3.2 Related work on query log analysis

Weber and Castillo [2010] presented a query logs study on how search differs on users

with different demographics. They used demographic information derived from the

US-census and user profile information to describe search patterns and behaviors for

population segments with different demographic characteristics. In this chapter, we

employed an analogous methodology to show that the reading level of the urls clicked

by children also varies across demographic features.

Weber and Jaimes [2011] studied the relations between the dimensions “who

searches”, “what they search”, and the “how they search” interact. Related to our
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work, they also gave details about topical distributions as function of the user’s age.

Even though they provided detailed topic results for adult users, the young user topic

characteristics are very broad since they aggregated the logs of users from 7 to 25

years old into a single group.

In our study we apply similar methodological techniques, such as analyzing session

characteristic, however the main difference is one of breadth against depth, in which

our focus is on a particular demographic group, namely young users (children and

teenagers). In this way we provide more detailed results regarding the search behavior

and difficulties that young users face when searching for information online.

Beheshti et al. [2010] performed an analysis of transaction logs from the portal

History trek, which contains Canadian historic educational content for children. The

logs analyzed contain up to 92K transactions and it was registered from 2007 to

2009. The authors found that the hierarchy of categories and subjects provided in

the interface of the portal accounted for 83% of the searches, which indicates a clear

preference for browsing over keyword based search. Beheshti et al. [2010] pointed out

that this behavior is potentially due to the greater cognitive load associated to the

formulation of search queries in respect to the browsing of predefined categories. Even

though this result seems contradictory to some of the findings of Bilal [2000, 2002]

and Fidel et al. [1999], it is important to recall that Beheshti et al. [2010] employed

a carefully designed interface aimed at children, contrary to the first studies which

were carried out on general purpose search engines.

More recent query log analysis have been carried out to understand the behavior

of children when using search engines that have been adapted for them, in terms of

search interface and content. Gossen et al. [2011] showed preliminary results from a

query log analysis of three German search engines providing only content suitable for

children. They found that children tend to submit shorter queries than adults (which

is also found in our study) and that, as it is expected, children commit a greater

number of spelling mistakes.

3.3 Method

We utilized the TLA method described in the previous chapter in Section 2.3 to

analyze the sample extracted from the Yahoo! Search logs. The application of the

collection, preparation and analysis steps are described in the following paragraphs.

3.3.1 Search logs data collection and Preparation

The data set employed in this study was extracted from a large sample of the Yahoo!

Search logs from May to August of 2010. Only logs from the US market were included.

The search interface that users employed correspond to the English Yahoo! US search
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portal (http://us.yahoo.com), which is meant for all kind of audiences. No cultural

differences were considered. In the data collection process, we only included log data

from users for whom we could obtain (self-provided) age, gender and US ZIP code. We

used the ZIP code in combination with the US census information1 from the year 2000

in order to annotate users with demographic estimates about their education level

(the fraction of the population in a certain age range holding a bachelor’s degree or

higher). This technique has been previously used in the context of query log analysis

by Weber and Castillo [2010]; Weber and Jaimes [2011].

The search logs available to the authors consist of rows of event entries, each one

associated to a time-stamp. Each event can refer to a user query submission or a

click on a web result. In the latter case, the logs also provided the rank position

of the clicked result. Each one of these entries was associated to the user profile

information, which allows us to group log data from users within the same age group.

The age groups are defined in Section 3.3.1.

The data was cleaned by first selecting log entries from users with a valid Ya-

hoo! account. Thus, log entries of users with unspecified birth year, gender and zip

code in the Yahoo! profiles were ignored. Log data from users with ill-defined fields

were also excluded (e.g. invalid ZIP codes). This filtering step is compulsory in order

to be able to identify the age of the user. The resulting data was cleaned further by

applying the following criteria:

• Queries containing only a single token and that contain exclusively non al-

phanumerical characters

• Queries that were issued by only a single user within a given age group

• Queries containing personally identifiable information, such as credit card num-

bers or full street addresses

The first criteria was carried out by using a rule-based approach. For instance,

regular expressions were designed to detect non-alphanumerical characters in the

query string. For the second cleaning criteria we relied on the support of each query,

which is obtained by counting the number of users that submit the query within a

specific age range.

Only completely anonymous data was used in our study. All the user information

that could lead to personal identification in the profiles were inaccessible. Addition-

ally, all references to personal identifiable information (such as credit card numbers,

street addresses, persona names) found in the queries were previously removed by

Yahoo! and replaced with generic tokens. In this chapter, log entries with any type

1http://factfinder.census.gov/

http://us.yahoo.com
http://factfinder.census.gov/
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of such generic tokens (from the data anonymization process) were disregarded, which

refers to the third cleaning criteria.

The dataset obtained after applying these cleaning steps for users under 10 years

old had a search volume in the order of hundreds of thousands of queries from tens of

thousands of users. For users aged 10 or more years old we gathered search volumes

in the order of millions of queries from hundreds of thousands of users1. As certain

aspects of this data set are considered business sensitive, for various metrics we report

relative differences between age groups, as opposed to absolute differences (i.e. actual

click-through-rates on ads).

It is important to mention that a very large fraction of search volume originates

from logged in users. Thus, the data analyzed is representative of the population

targeted by the search engine used.

Data age segmentation

The motivation of this study is to characterize the search activity of young web

searchers and identify crucial differences between the search behavior across children

of different ages and adults. For this purpose, we aggregated entries from the log

data according to the user’s birth year. Concretely, we estimated the age of the users

by setting the date of birth as the 31 of December of the birth year provided in the

user profiles and considering that the search was carried out in 2010. The following

age ranges were created:

• early elementary: 6-7 years old

• readers: 8-9 years old

• older children: 10-12 years old

• teenagers: 13-15 years old

• older teenagers: 16-18 years old

• young adults: 19-25 years old

• adults (i): 25-30 years old

• adults (ii): 30-40 years old

• adults (iii) : over 40 years old

1Exact statistics about the sizes of the datasets are not reported since they are considered
business sensitive information
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Our selection of the age groups follows the development changes present in these

stages of life. Children from 6 to 7 years old refine their motor skills and start to be

involved in social games. Children from 8 to 9 years old start to expand their vision

of the world beyond their immediate surroundings. Children from 8 to 12 years old

acquire the ability to represent the entities of the world in terms of concepts and

abstract representations. Teenagers on the other hand become more interested in

social interactions [Kail, 2009]. As we will show in this chapter, theses stages also

have an impact on what children search on the Web, and on the way they interact

with the search engine.

Arguably, the user information provided in the Yahoo! profiles is not trustworthy

since people can lie about their age, gender or geographical location. Nonetheless,

since at last, as early as 2007, Yahoo! has required the consent of a parent or legal

responsible for users under 13 years old to create an account1. Currently Yahoo!

charges a symbolic amount of $.50 to confirm that a guardian is responsible for the

child creating the account. Apart from the (small) financial cost, the corresponding

time and effort increases the chances of having veridical information for these age

groups. Note that even if a small fraction of supposed child users lied about their true

age, this is less problematic for general trends, though the actual absolute numbers

will be affected. It is also interesting to notice that in social networks, children tend

to lie to make themselves appear older, and this practice is often backed by parents

[Richtel and Helft, 2011].

Note that the first three group of users map to the kids group defined in the

previous chapter. The users aged 13-15 and 15-16 years old map to the teenager and

mature teenager sets defined in the AOL search logs.

3.3.2 Search logs data analysis

In all of our work, we take a user-centric approach, as we want to provide insights

into how young users search online. This means that all of our statistics are macro-

averages, where metrics are averaged with each user contributing equally, as opposed

to micro-averages, where metrics are averaged over all query instances and heavy

users will have a bigger importance.

For various parts of the analysis presented in this chapter we employed the search

session definition introduced in Section 2.4.

For the queries and clicked documents were computed various metrics, which

will be explained in the sections where they are analyzed. However, the distinction

between navigational and non-navigational queries [Broder, 2002] is used in several

sections. We describe in this section how this distinction was computed. We com-

bined two different approaches. First, we used the click entropy [Weber and Jaimes,

1http://info.yahoo.com/privacy/us/yahoo/family/details.html

http://info.yahoo.com/privacy/us/yahoo/family/details.html
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2011] to get estimates about how diverse were the clicked results in response to a par-

ticular query. Queries that had a sufficient support, a minimum of two occurrences,

were judged as navigational if the click entropy was no larger 1.0. This approach

works well for head queries (e.g. detects the query “utube” as a navigational query).

Additionally, we used a simple heuristic given (query, click) pairs. Note that this

heuristic does not label the query as such as navigational, but rather individual

(query, click) pairs. Therefore, facebook could be non-navigational if the user clicks

http://en.wikipedia.org/wiki/Facebook. Our heuristics works as follows: First

query and url are tokenized (by whitespaces and dot characters respectively), then

tokens are sorted and plurals are stemmed. We label the pair as navigational if the

query contains a domain extension (e.g., www, .com, .org), the domain of the url is

contained in the query (or viceversa), or the edit distance between the query and the

domain of the url is smaller that a threshold value. In the results reported we used

two as threshold for queries containing more than four characters). For instance,

this method is able to detect the navigational intent of the pair (kids abercrombi,

www.abercrombiekids.com/).

Statistical Tests

In our arguments, comparisons between (macro-) averages computed for different

groups, for instance session lengths of children between 6 and 7 and adults between

40 and 70, are core elements. Thus, we were careful to test the various differences

for statistical significance. As it was done in the previous chapter, we employed

the two-tailed t-test and we consider a difference to be statistically significant if the

probability of the null hypothesis is smaller than 0.1%.

Most differences were also found statistically significant at a 0.1% level given

the large volume of the data analyzed. For the non-statistical significant cases we

will report p-values to provide a clear picture of the results reported. However, for

simplicity we will omit reporting p-values that fall under 0.001.

3.4 Identifying and measuring search difficulty

Query, click and session characteristics were collected to identify differences in the

search process between users of different ages and gender. In the following paragraph

we analyze each one of these types of metrics. The focus is on finding metrics that give

insight into the search difficulty that children face. In particular, we are interested

in metrics related to confusion. These metrics addressed research questions RQ-2.1

and RQ-2.2.

http://en.wikipedia.org/wiki/Facebook
www.abercrombiekids.com/
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Global Non-Navigational Navigational
Age # tokens #chars. # tokens #chars #tokens #chars

6 to 7 2.55 16.49 2.80 17.40 2.14 15.16
8 to 9 2.56 16.59 2.77 17.27 2.24 15.91
10 to 12 2.56 16.62 2.81 17.54 2.17 15.49
13 to 15 2.60 16.82 2.84 17.67 2.18 15.67
16 to 18 2.64 17.08 2.86 17.92 2.19 15.68
19 to 25 2.71 17.34 3.03 18.72 2.22 15.16
26 to 30 2.68 17.34 3.02 18.83 2.25 15.32
31 to 40 2.65 17.43 3.00 18.88 2.26 15.76
> 40 2.80 19.05 3.12 20.09 2.43 17.73

Table 3.1: Query length averages by query intent.

3.4.1 Query length

Two query length metrics were considered: token and character length. Token length

is measured as the number of tokens separated by white spaces, and character length

is simply the number of characters (including white-spaces) in the query. Table 3.1

summarizes the results obtained by age range and query intent. A clear increasing

trend was observed from younger to older ages. This result suggests that young users

tend to formulate simpler information’s goals compare to adult users. Given that the

difference margin is larger for non-navigational queries, this result also indicates that

young users have difficulties finding the right keywords to formulate more elaborated

information needs. This result shows that for ambiguous topics is less likely that

young users will retrieve the specific aspects that they are targeting, since the search

engine provides content for all type of users, and the volume of information available

for adults is significantly larger than the volume offered for young users, particularly

children.

With respect to statistical significance, all the macro-averaged statistics were

significant using the paired t-test (with p-values < 0.001 ), except for the following

pair: token average for users aged 8 to 9 and users aged 10-12 (p-value= 0.064)

3.4.2 Natural language usage in queries

The aim of analyzing the usage of natural language in the queries is twofold: (1)

As a mean to retrace children development. Children typically have a greater sense

of curiosity [Cecchin, 1987], which we hypothesized is reflected in the searches they

performed. For instance we expect a greater amount of question queries for users

under 10 years old and greater usage of superlative constructs; (2) Children have

been observed to pose queries in natural language given their lack of familiarity with

the keyword approach of search engines. Greater usage of this type of queries provides
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Age quest. modals knowl. quest. superl. for kids

6 to 7 2.07% 0.41% 0.16% 0.91% 2.36%
8 to 9 2.56% 0.29% 0.08% 1.48% 1.74%
10 to 12 3.53% 0.58% 0.11% 1.46% 0.97%
13 to 15 3.84% 0.71% 0.16% 1.33% 0.43%
16 to 18 3.33% 0.69% 0.20% 1.15% 0.34%
19 to 25 2.80% 0.49% 0.20% 1.23% 0.32%
26 to 30 2.54% 0.44% 0.16% 1.16% 0.54%
31 to 40 2.19% 0.33% 0.14% 1.09% 0.68%
>40 1.69% 0.24% 0.11% 1.07% 0.31%

Table 3.2: Fraction of query types.

evidence of greater difficulty to express complex information needs through keywords,

which are better suited for modern search engines.

We employed the same query types defined in Section 2.6.2 to quantify these

phenomena.

Table 3.2 summarizes the results obtained by age for the set of non-navigational

queries. On overall, we found that different construct types were preferred at different

age ranges. For the case of question queries, we observed that the age ranges 10 to

12, 13 to 15 and 16 to 18 had the highest fraction of question queries, the 6 to 7 and

8 to 9 groups did not have a noticeably higher fraction than, for example, the 31 to

40 years age range. This result is surprising since in previous studies users under 10

years old have been observed to be more likely to submit this type of queries [Druin

et al., 2009].

The “for kids” construct was prominent at the youngest group of users. This

result may be an indication that there is self-awareness from this age group of the

need of focused content for children. Another interpretation of this result is that this

age group had greater supervision and aid from parents which are likely to add the

for kids suffix to the queries. We believe this is an interesting result that requires

further research to discern which interpretation is more accurate.

Lack of clear trends were observed for the other categories. Nonetheless, the

fraction of superlative queries peaked for children in the 8 to 12 age range. This

result was expected since this construct is one of the ways in which children of these

ages express their curiosity about the objects that surround them.

We also aggregated the proportion of query types 1 to 4 into a single category for

each age group. The ratio between this aggregate and the aggregate found for users

over 40 years old was calculated. Figure 3.1 depicts the results. We observed that

the greatest usage of natural language is found for teenagers aged 13 to 15, which

are 2 times more likely to submit to a search engine this type of queries. High ratios

were also observed for users aged 10 to 12 and 16 to 18. We expected to find this
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Figure 3.1: Relative frequency of natural language query types (1 to 4) of each age
range against the group of users aged >40

behavior mostly on users up to 12 years old, which are the user segment that has been

observed to use this type of construct the most [Bilal and Watson, 1998; Nahl and

Harada, 1996]. Nonetheless, this behavior is also an indication of human development

through the search queries. Teenagers are more prone than other user segments to

make use of question answering systems such as Yahoo! Answers, in which a large

number of adolescence topics are discussed by the participants (e.g. body changes

during adolescence). We will elaborate on this finding in Section 3.5.1, in which we

will address the topic interests for each age range.

When applying the paired t-test we found that the pairs 16-18 / 19-25 (knowledge

question) and 16-18 / 19-25 (for kids) were the only cases in which the results were

not statistical significant. The p-values obtained were 0.062 and 0.044 respectively.

3.4.3 Click position bias

We collect the macro-averaged distribution of the clicked result ranks. The macro

rank distribution is computed by estimating the probability of each user to click at

each rank position, only taking into account query instances with click, and then

averaging the distributions across users belonging to the same age range. We set as

cut-off 40 in the estimation of the distributions. That is, we accounted for all the click

positions above the 40th ranked position. The motivation for this decision is to avoid

spam. Figure 3.2 presents the distribution of clicks for the first 10 results. All click-

through-rates are relative to those of users over 40 years old, that is the ratio between

the proportion of clicks for the target rank position against the same proportion found

for users over 40 years old. A rank of “0” refers to any kind of “special result” which

includes links to current news, shopping results or any other high quality content,

which is typically only shown for high volume queries. We allowed ourselves to exclude

from this plot the relative click-through-rates of users between 19 to 40 years old to

make the results displayed from young users (children and teenagers) more readable.

On overall, we found that users over 18 years old behaved similarly in terms of click-
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Figure 3.2: Relative rank frequency distribution across age ranges. The relative ranks
(ratios) are estimated against the age group > 40.

through rates. On the other hand, the click distribution of teenagers (13 to 15, 16 to

18 ) and children (6-7, 8-9, 10-12) differed considerably.

Not surprisingly, we found that child users (6 to 12 years old) tended to click on

higher ranked results, clicking twice as often as adults on the special rank 0 results.

Interestingly, this behavior was even more pronounce for teenagers (13 to 18 years

old), for which the ratio was around 2.50. It is important to mention that bias

on top ranked results have already been observed in adult users. Höchstötter and

Lewandowski [2009] reported that users prefer to click on links that are placed in the

first position of the web result list. Craswell et al. [2008] proposed a framework to

reduce this bias with log data.

Similarly, for positions 1 and 2 the ratios for children were between 1.10 and

1.30 times as likely as adults to click, while for teenagers the ratios were 1.10 and

1.15 respectively. For lower positions this behavior is reversed, that is, children and

teenagers are less likely than adults to click below the third ranked position. On

overall, we observed that children are less likely to click below the third rank position

than teenagers.

These observations are consistent with previous studies reporting that children

have a tendency to explore top ranked results and to avoid exploring thoroughly the

list of results when they search for information. Fidel et al. [1999]; Schacter et al.

[1998] reported this behavior and found that children felt frustrated and overwhelmed

by the large amount of data returned by the search systems, and particularly by the

lack of appropriate content. Our results support these observations, interestingly the

same behavior accounted for teenagers. We will show that the frustration is also

manifested in other search logs metrics such as click length and session duration.

The statistical tests were carried out based on the macro-average at each rank
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Figure 3.3: Distribution of click length across the age groups.

position. The following pairs were not found statistical significant: 6-7 / 8-9 (at rank

2 with p-value 0.364), 10-12/13-15, 13-15 / 16-19 (at rank 5 with p-value 0.103 and

0.091 respectively) and 8-9 /10-12 (at rank 7 with p-value 0.062). We did not carry

out significance tests beyond rank 10.

3.4.4 Click duration

Previous work showed that a strong signal to detect search success occurs in the

form of long clicks. Long clicks are defined as those clicks that last 100 seconds of

more before another event is registered within the search session. Clicks at the end

of a session are ignored from this analysis since they have unknown click duration.

We broke down non-final clicks into the three classes suggested by Hassan et al.

[2010b]: short (0-10 seconds), medium (11-99 seconds) and long (≥ 100 second).

Figure 3.3 shows that the fraction of long clicks is comparatively low for children

of all ages, before it suddenly jumps to a higher level for users in the 19 to 25 age

range. This result indicates search frustration in young users, since they tended to

abort the clicked pages sooner than adults. For the short click macro averages, we

found that all pair comparisons were statistical significant (p-values < 0.001). The

following pairs were not statistical significant: 6-7 / 8-9 for medium and long clicks

with p-values 0.142 and 0.287 respectively.

3.4.5 Click on ads

We employed the macro-fraction of ad-clicks to quantify how likely it is for a user of

a given age range to click on an ad. Since not all the queries trigger advertisements,

the estimation was performed only for clicks on results that were generated by queries

that had triggered at least one click on an ad. Table 3.3 reports the fraction ratios of

ad-clicks in respect to the group of adult users between 30 and 40 years old. Values
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Age Click ratio

6 to 7 1.28
8 to 9 1.14
10 to 12 1.04
13 to 15 0.89
16 to 18 0.90
19 to 25 0.84
26 to 30 0.80
31 to 40 1.00
>40 1.20

Table 3.3: Relative ad click through rates.

greater than 1 means that users were more likely to click on ads than the age range

of adults between 30 and 40 years old.

Surprisingly, we observed higher ratios of ad-clicks for users at very young ages (6

to 12), which suggests disorientation during the search process for these users, since

ads are, generally, not targeted at this demographic segment. This observation is in

line with previous research that showed that in the context of online games children

are also more likely to click on ads, as they fail to recognize them as such [An and

Stern, 2011; Richtel, 2011]. It also reconfirms the findings concerning the position

click bias from Section 3.4.3, given that we only consider ads that are displayed in

the top area of the Website. Other advertisements slots are displayed in the bottom

and side of the Websites. However, we did not find clear trends in terms on clicks for

these two locations. All age group comparisons were statistical significant (p-values

< 0.001).

3.4.6 Query assistance usage

Druin et al. [2009] reported in a detailed case study with 12 participants, that children

aged 7 to 12 often ignore the auto-completion and query suggestion facilities provided

by search engines. This behavior occurs because of their longer attention on the

typing instead of the screen, which make children ignore the queries suggested by

the search engine. Figure 3.4 shows the fraction of queries that were submitted to

the search engine as a product of a query suggestion or query correction. Query

suggestions are triggered by the search engine when the user is typing the query (e.g.

query auto-completion) or as the form of related searches right after the user has

submitted the query. The automatic query correction functionality is triggered by

spelling mistakes and are commonly displayed by the search engine by informing the

user. For instance: We have included “britney spears” results - Show only “brittnay

spears”.

Figure 3.4 shows that children were more prone to use query corrections and
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Figure 3.4: Query suggestions and correction usage.

that they were not more likely to make use of query suggestions. This result can

be explained by the fact that query corrections are carried out by the search engine

automatically, while query suggestions are only displayed and the user need to chose

an appropriate query expansion, procedure that has a higher cognitive load. This

behavior is inline with Druin et al. [2009] observations in regard to the the lack of

focus experience when children are typing. However, the fact that query suggestions

are even less used by teenage users (13 to 18), which have not been observed to

have the same focus problems when typing, indicates that the suggestions provided

by the search engine are simply not of interest for these users and consequently are

not used. This is also the case for users about 40 years old. We also observed that

the younger the users are, the more likely they are to undo query suggestions, or

in other words, to insist on the incorrect spelling. For instance, by clicking on the

option “Show only ‘brittnay spears”’. The fraction of users aged 6 to 7 to click on

such an in-correction was a factor of 1.62 higher than adult users. We believe that

this behavior is a consequence of the lack of attention to the screen of young users

when they are typing and the click bias. Recall that we found that urls located at

the top are more frequently clicked by these users. To undo a query correction is

necessary to click on the undo link, which is located at the top of the screen. The

higher fraction of in-correction observed in young users explains partially why users

aged 19 to 25 have a higher usage of this type of query assistance. However, more

research is needed in this respect to understand why this particular age group makes

more use of query corrections.

3.4.7 Accidental clicks on explicit content for adults

Children are potentially exposed to adult and explicit material on the Web given

its large volume and the lack of parental supervision. Although, we observed lower

volume of queries accessing adult explicit content for users under 13 years old (as it
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Figure 3.5: Relative likelihoods of accidental clicks on adult content websites. The all
series refer to the relative frequency of clicking on adult content in respect to users
over 40 years old.

will be depicted in Section 3.5.1) it is important to quantify how often this content

is accessed accidentally.

We hypothesized that users clicking by accident on a website with adult content

would immediately go back and click on a different web result. Thus, we estimate the

likelihood of having a click on a website without adult content after a short click on

a website with adult content, in the case when these events are registered during the

same search session. Note that this process may occur more that once during the same

search session. The last event of the sessions were ignored in the calculations since

their click duration are unknown. Adult content was detected using a proprietary

classifier based on the Yahoo! Directory1. Details about this topic classifier will be

given in Section 3.5.1.

Figure 3.5 shows the relative frequencies for the event of an accidental short

and immediately reverted click on adult content. This figure also shows the relative

frequency of clicking on adult content in respect to users over 40 years old. On overall,

the click on this content increases from the youngest group of users and picks at users

from 16 to 19 years old. Note that even though children in the 6 to 9 years age range

have a comparatively high probability of immediately reverting to a different result,

after a (supposedly accidental) click on adult content, their absolute probability of

clicking on this type of result or of issuing a related query is very low.

The fact that the probability of these accidents-with-immediate correction are

higher for children aged 6 to 7 than for children aged 8 to 9 can potentially be

explained by the fact that the youngest children might take longer to read an entry

page explaining that the site contains adult material and that the visitor needs to be

of legal age (typically 18) to view the content. All the age group pairs were statistical

1http://dir.yahoo.com/

http://dir.yahoo.com/
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Age S.duration S. length Query ref. Click ref.

6 to 7 3.79 3.76 0.24 0.17
8 to 9 3.51 3.71 0.24 0.15
10 to 12 3.63 3.71 0.23 0.14
13 to 15 3.91 3.76 0.26 0.14
16 to 18 4.04 3.82 0.26 0.13
19 to 25 8.20 5.45 0.32 0.22
26 to 30 8.45 5.43 0.30 0.20
31 to 40 8.39 5.28 0.29 0.20
>40 8.42 5.25 0.34 0.24

Table 3.4: Session characteristics.

significant and all the paired t-test p-values were very small (< 0.001).

3.4.8 Session characteristics

A sign of search confusion occurs when a user goes back to a query issued earlier in

the same session after temporarily exploring different queries. As our sessions were

quite short, with an average of 3.51 minutes for users between 8 and 9 years old,

it is unlikely that the second occurrence of a query indicates renewal of the earlier

information need. More likely, it indicates that the user has not yet fulfilled the earlier

information need. We call those queries that are repeated within a session “query

refindings”, and their fraction is computed as follows. For each user we estimated

the fraction of refinding queries inside a session (in respect to the total number of

queries inside the session). Then, we averaged these fractions for all the sessions

of the same user to generate a per user estimate of query refinding usage. As with

all the other metrics reported in this chapter, we reported the macro-average across

users. Similarly, a user clicking the same url repeatedly (which can be interspersed

with other events) can be seen as an indication that the user is struggling and trying

to make up their mind about the most relevant result.

Table 3.4 shows the fraction of refinding queries and clicks. This table also shows

two simple measures for the average session length: the length measured in minutes

and number of events (queries, clicks and next result page) in a session. It is important

to clarify that these estimations excluded sessions containing only one entry (i.e.

sessions in which a query was submitted and no clicks were registered).

Table 3.4 shows that the search sessions of children are considerably shorter that

the sessions of adults. Surprisingly, this also includes the 16 to 19 age range and

the jump to “adulthood” occurs suddenly in the group of 20 to 25 years old. This

result suggests a greater level of frustration of young users since they tended to quit

the search session earlier. This observation is supported by the fact that young users

(under 19 years old) had a significant higher proportion of short clicks, as it was



64 Chapter 3. Analysis of Search Behavior of Young Users on the Web

pointed out in Section3.4.4.

The fraction of query refinding and, in particular, click refinding is lower for chil-

dren. However, rather than to be taken as an indication of a lower level of confusion,

this observation is more likely to be due to the fact that children have (considerably)

shorter sessions, thus there is simply less opportunity to issue the same query or click.

Non-statistical results (at 0.01%) were found for the following cases:

• Macro average query refinding: 6-7 / 8-9 (p-value 0.231), 13-15 /16-18 (p-values

0.016)

• Macro average click refinding: 10-12 / 13-15 (p-value 0.061)

• Macro average session length: 8-9 / 10-12 (p-value 0.053)

3.5 Tracing children development stages

Previous work showed that, given enough search user history, attributes such as

gender, age and location can be estimated Jones et al. [2007]. In this chapter, we

looked at a related but different problem: can we find hints in the query logs that

give indications about a child’s development stage? (R.Q-2.3 )

We hypothesize that human development can be traced through the topics and

entities targeted by the queries, the gender topic difference, the sentiment expressed

in their queries, the reading level of the content clicked and the query vocabulary. In

the following sections we explore this hypothesis in detail.

3.5.1 Topic distribution

We investigated what children search for and how the searches evolve along two

dimensions: topics and entities. For the first, we employed a high level classification

of topics based on the Yahoo! search directory and a novel fine-grained classification

of topics based on the Yahoo! Answers service. For the second, we explored the

concrete entities they search and the characteristics of these entities.

High level topic distribution

We used a proprietary classifier to map web pages to entries of the Yahoo! Directory1.

We used a weighted majority voting scheme on the top 10 organic results returned by

the Yahoo! search engine to obtain a classification for queries, instead of pages. Weber

and Jaimes [2011] provides details of this classification method. In total, there were

95 topics. Figure 3.6 presents the average topic fractions for the 11 most frequent

1http://dir.yahoo.com/

http://dir.yahoo.com/
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Figure 3.6: Topic progression through the ages.

topics searched by users in each age range. Note that we are using queries submitted

to the Yahoo! search engine. The Yahoo! Directory is only used to map these queries

to categories.

The behavior of Figure 3.6 is intuitive. Children up to 12 years old had a much

higher fraction of queries falling into recreation/games than adults and the same

holds, at a lower extent, for recreation/toys. The interest in music is mostly expressed

in the teenager age ranges (13 to 18). The fraction of business/finance increases

steadily for older users. We also observed a higher diversity of topics for users over

19 years old. In other words, few topics represent a large volume of queries for users

under 19 years old, while the queries of older users are more evenly distributed in a

larger number of topics.

Even though, we are most interested in understanding age-related differences,

there are also important gender-related differences, even in children [Eccles et al.,

1993, 1990]. We were interested in how gender differences evolve as children grow up.

We were wondering if gender differences more pronounced in, for example, teenagers

than in adults. To answer this question we quantified gender differences by look-

ing at the topical distribution for particular age groups. Each one of such topical

distribution corresponds to a probability distribution, summing to 100%. We used

the 1-norm to quantify the differences between the probability distributions of males

and females for each age group. The 1-norm is estimated by summing up the topic

proportion values within the topic distribution of each age group1.

The blue line in Figure 3.7 shows that the gender differences for children are

significantly smaller than for adults. However, many of these gender differences are

due to a gender bias introduced by adult content topic. The red line shows the

1http://mathworld.wolfram.com/L1-Norm.html
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Figure 3.7: Average topic difference between genders through the ages as measured
by the ||1||-norm.

gender differences when this topic has been removed and the remaining topics have

been renormalized. As can be seen in the plot, this modification removes a large part

of the age-related difference between the genders.

The largest differences between genders were observed in the categories business

and economy, computers and Internet and society - culture/sexuality. Nonetheless,

these differences were significantly higher for males and females over 16 years old,

which is the trend that was observed in Figure 3.7.

Statistical significance was tested by comparing each topic percentage across age

ranges (using the paired t-test at 0.1% level of significance). All results were statistical

significant with very small p-values (< 0.001).

Fine-grained level topic distribution

In this section, we employed the category structure of the Yahoo! Answers service1 to

have a more detailed classification of the topics targeted by the queries. Concretely,

the classification is carried out by submitting the query to the Yahoo! Answers sys-

tem and the majority vote scheme is used on the categories associated to the top 10

answers for the query. As it was the case with our previous analysis, the Yahoo! An-

swers system is only employed to classify the queries using the topic hierarchy, recall

that the queries studied were originally submitted to the Yahoo! Search engine.

For our analysis, we employed the main categories (e.g. games & recreation)

and subcategories at depth 1 (e.g. games & recreation, video & online games). This

classification gives us a better overview of the most important topics associated to

the concerns and queries that arise in users of different ages. Pinpointing the most

frequent topics associated to this type of queries can help designers of search engines

for young audiences to focus on certain topic that are critical for these users. For in-

1http://answers.yahoo.com/
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(a) Global (b) Computers

(c) Yahoo! products (d) Education

(e) Entertainment (f) Games

Figure 3.8: Distribution of topics for informational queries
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stance, the distribution of topics can be employed to select the most relevant verticals

in a search engine according the age of the user.

Concretely, the set of informational queries and a large sample of how-to queries

were employed in our analysis. How-to queries provide a cleaner picture of the con-

cerns that arise in young users. These queries were identified by matching informa-

tional queries with the prefix how-to. Although more sophisticated mechanisms to

identify how-to queries have been addressed in previous research [Weber et al., 2012],

we believe that this approach provides results with high precision. Given the rapid

development of children, we expected to see a rapid change of the topic distribu-

tion of the how-to queries given that their interests and development stages evolve

constantly.

Figure 3.8(a) depicts the distribution of topics for all informational queries using

the global categories. In total, up to 24 general categories and 140 subcategories were

identified by mapping the query set to the Yahoo! Answer categories. We observed a

strong long tail effect in the topic distribution of queries of adult users. For instance,

non-frequent topics (topics that account for less than 5% of the total volume of

queries) sum up to 20% of the volume for each one of the groups of users under 12

years old, up to 25% for users up to 19 years old and 38% for users over 19 years

old. These observations indicate that the queries of young users are concentrated of

a fewer number of topics, while queries submitted by adults are more diverse. This

is also reflected in the vocabulary size of young and adult users, as we will show in

the next section.

We found that the dominant topics (in increasing order) for users up to 12 years

old were: games & recreation, computers & internet, entertainment & products, and

sports. For teenagers, we observed the same set of dominant topics and computers

& internet, entertainment & products, which had a greater volume of queries than

games & recreation. This was also the case for users over 19 years old, although the

categories business & finance and travel also gained importance for these users.

We broke down these topics into further detail using the subcategories of the

Yahoo! Answers directory. Figures 3.8(b) to 3.8(f) depict the results obtained for

the subcategories with the highest volume, and the subcategories for which there are

significant differences between ages. For entertainment & products we found that

although the query volume of this topic is large for all the age ranges, the specific

entertainment subcategory that is searched varies greatly according the age of the

user. For instance comics and animations is searched 6.5 times more by users aged 6

to 7 than by adults, and up to 2.5 more than teenagers. Music is searched 1.9 more

by teenagers in respect to children and 1.5 times more in respect to adults. On the

other hand, celebrities are searched evenly by all the age groups. Figure 3.8(e) shows

the entertainment subtopics distribution for all the age ranges.

For the yahoo products category we observed that most of the search volume fall
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under email and yahoo answers. In particular, we observed that users up to 12

years old and over 40 years old target 1.5 more frequently queries to access email

services than the others age groups. We also observed that queries from users up

to 12 years old fall under Yahoo! Answers twice as often as adults while teenagers

had the greatest percentage of queries for this category (2.6 times the amount of

queries than adults submit under this category). These observations indicate that

the Yahoo! Answers service is a highly valuable resource for young users, particularly

teenagers.

For Computers & Internet most of the volume was found under internet, software

and internet security for the case of adult users. Internet is an umbrella for topics

related to search engine usage, social networking websites and popular encyclopaedia

services as Wikipedia. Software is related to the installation, usage, and general

support of all kind of computer software. For the exception of security, for which

the volume of queries for adult users is twice the volume of the other groups, we did

not observe clear dissimilarities in the distribution of these subtopics between the

age groups. For the case of the games’ categories most of the queries were related to

video games for all the age ranges, as it is illustrated in Figure 3.8(f).

The results described so far show clear differences and changes in the topic inter-

ests of users of different ages. We also quantified objectively the difference between

the topic distributions and the difference for each topic between children and adults.

The differences between topic distributions were measured using the correlation be-

tween the topic distribution of a given age range and the topic distribution of users

over 40 years old. The Pearson’s correlation coefficient was employed for this pur-

pose. In our context, a positive correlation means that users for the target age range

tend to submit queries with the same topics queried by users over 40 years old. On

the other hand, lower correlation values mean that the users of the target age range

submit queries with different topics that the ones queried by users over 40 years old,

which means that is harder to differentiate between both group of users based, solely,

on their query topic distribution.

The difference within topics was measured using the Pearson’s correlation of each

topic and the age of the user. Specifically we estimate the Pearson’s correlation for

each topic using as variables the lower age in each age group (e.g. 6 for the age group

of 6 to 7) and the proportion of the target topic in the given age group. In this

case a negative correlation means that the topic is more prone to be used by younger

users. A positive correlation means that the topic is more frequently queried by older

users. A similar approach has been employed to measure the trendiness of words in

scientific publications [Hiemstra et al., 2007].

Figure 3.9 presents the correlation between the topic distributions for the set of

informational and how-to queries. This figure shows a marked trend, in which higher

correlation values are obtained the older the user is. These observations indicate a
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Figure 3.9: Pearson’s correlation of the topic distribution of each age against the
topic distribution of users over 40 years old.

Topic P. Correlation

yahoo! products -0.80
games -0.78

arts -0.53
pets -0.40

science & math. -0.40
computers -0.15
entertain. 0.09

education & ref. 0.34
beauty & style 0.44

consumer electronics 0.56
sports 0.70
health 0.84

family & rel. 0.86
travel 0.93

business & finance 0.95
news & events 0.96

Table 3.5: Pearson’s correlation of informational query topics and the age of the user.

clear distinction between the topics queried by young users and adults. Interestingly,

we observed that the correlation gap between young and adult age groups is bigger

for the how-to queries.

Table 3.5 presents the correlation within topics and the age of the user for the set

of informational queries. We found that the topics Yahoo! products, games, arts and

science & mathematics are highly correlated with young ages. On the other hand,

topics such as news, business & finance and travel are highly correlated with older

ages. Categories such as computers & internet or entertainment did not have a clear

correlation with young or old users.
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(a) Global (b) Health

(c) Art (d) Family

(e) Beauty & Fashion (f) Computers

Figure 3.10: Distribution of topics for how to queries
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Specific topics children target with how-to queries

Figure 3.10(a) presents the topic distribution obtained with the set of how-to queries.

As it was the case with the set of informational queries, we found that yahoo products,

games and computers represent a large percentage of the volume of queries of young

users, with 22%, 14% and 10% of the query volume for users up to 12 years old. The

percentages for users between 13 and 18 years old were 18.31% 8.01%, and 11.60%

respectively. We also observed a large volume of other topics such as art & humanities

(10% for users under 10 years old and 9.6% for users between 12 and 18) and family

& relationships (5.7% for users up to 12 years old and 8% for users between 12 and 18

years old). Health and Beauty were also prominent for teenagers (10.6% and 7.61%

respectively). For adults, the categories food & drinks and home gardening (12% and

6.7% respectively) had greater importance than for young users.

We also observed the long tail effect difference observed in the previous section

between the young and adult group of users. Specifically non-frequent topics sum up

to 30% of the query volume for users up to 12 years old and around 36% for users

over 12 years old. A particular case was the age range of 6 to 7 years old, in which

only 8% of the query was associated to non-frequent topics.

As we did in the previous section, we explored the subcategories associated to

the how-to queries. For the subcategories of family & relationships we found that

most of the queries targeted topics related to singles & dating. Surprisingly this was

also the case for the youngest group of users (90%, 80% and 78% for users up to 12,

13-18 and over 18 years old respectively). The queries of the youngest group of users

classified under this subcategory were manually explored. It was observed that these

queries were often regarding early curiosity on dating. Some exemplary queries of

this subcategory are: how to kiss a girl first time, how to know what she wants from

me? how to find out he likes me?

Marriage & Divorce was particularly prominent for users over 40 years old (9%).

Interestingly, this was also observed for users aged 8 to 9 years old (10%), which are

old enough to understand this concept and at the same time being affected by it. For

the children group we found that queries falling under this subcategory often reflected

concerns regarding parents’ relationships (e.g. how to know if mom work things out

with dad). The subcategory family also had a high volume of queries for the case of

users over 18 years old (12%).

For the topics related to art & humanities, we did not observe a clear dominant

subcategory within age groups. In fact, the volume of queries under this category

is distributed among most of the subcategories. The distribution of subcategories

is shown in Figure 3.10(c). Nonetheless, we observed large differences among the

subcategories across age groups. For instance, queries targeting topics related to the

subcategories books & authors and dancing were up to 3 times more frequent for users
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Topic P. Correlation

yahoo! products -0.82
family & rel. -0.77

games -0.75
arts -0.65

entertain. -0.52
computers -0.44

society & culture -0.21
sports -0.03

beauty & style -0.01
consumer electronics 0.00

pets 0.04
health 0.36

food & drink 0.67
business & finance 0.85

home & garden 0.92

Table 3.6: Pearson’s correlation of how-to query topics and the age of the user.

up to 12 years old than for adults. The gap between these two sets of users was even

greater for the subcategories performing arts and surprisingly for philosophy (up to

8 times more frequent than adults). Examples of queries under philosophy are: how

to take back words? how do you define good and evil. History was more prominent

for adults, accounting for 53% of the query volume under this category (4 times more

than in the children and teenager ages)

For the category beauty & fashion we found that fashion and accessories was

the dominant topic for users up to 12 years old, accounting on average for 53% of

the search volume, which is 3 times the volume found for adults. The dominant

subcategory for teenagers and adults was hair with 55% of the search volume (3

times higher that the volume accounted by users up to 12 years old). It was also

observed that makeup and skin and body were prominent for users between 12 and 19

years old (10 times higher the number of searches in respect to adult users). Further

details are shown in Figure 3.10(e).

Finally, for the categories yahoo! products and computers were found similar

trends as the ones reported for the set of non-navigational queries. The results for

the computers category are depicted in Figure 3.10(f).

As it was the case with the set of non-navigational queries, we measured the

correlation with the topics extracted with the how-to queries and the age of the

users. Table 3.6 depicts the results obtained. We found that the topics yahoo!

products, games, arts correlate negatively with age. On the other hand, the topics

business & finance, health have a positive correlation with age. This was also the

case with the set of non-navigational queries. Interestingly, we found that how-to
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Query Entity

facebook, facebook login en.wikipedia.org/wiki/Facebook

disney cars games, 2011 cars, cars 2 2011 en.wikipedia.org/wiki/Cars_2

what to do with hummus, ideal protein en.wikipedia.org/wiki/Hummus

youtuyoutube, youtui, youtuyoutube en.wikipedia.org/wiki/Youtube

Table 3.7: Examples of queries and their mapped entities.

queries categories such as family & relationships or entertainment have a negative

correlation with age. This result shows that the characteristics of the query (e.g.

how-to queries) can influence the topics that correlate best with young users.

3.5.2 Entity targeted by the users’ queries

As the topics we used were fairly broad, such as “music” or “finance & investment”,

we were also interested in obtaining more fine-grained information by looking at the

(main) Wikipedia entity that a query refers to. To map queries to Wikipedia articles

we used the following simple, yet effective, approach: we sent the queries to the

Yahoo! search engine and limited the results to results from http://en.wikipedia.

org/wiki/. The first result was used as the entity representation for the query. Note

that the queries sent to Wikipedia were run fairly recently, though the original queries

were submitted about one year earlier. This ensured that even for recent events

almost always a Wikipedia page could be found. Table 3.7 shows some examples of

this mapping.

An overview of the entities searched by young and adults users is presented by

the tag clouds in Figure 3.11 and 3.12 respectively. These entities correspond only to

non-navigational queries. Entities related to adult content were manually removed.

One of the advantages of mapping queries to Wikipedia pages is that Wikipedia

pages come with a categorical classification and that this classification is both more

fine-grained, and in a certain sense orthogonal to our own topic classification (see

Section 3.5.1). For example, pages about current celebrities almost always belong to

the “Living People” category. Similarly, there are many child-related categories such

as “Early childhood education”. We used a simple pattern match for the prefixes

“child” and “kid” to identify these pages.

In Table 3.8 we present the fraction of entities associated to children content in

Wikipedia and the fraction of famous people found in the queries for the age groups.

Given that the celebrities entities often refer to trendy artists, which are more

known by teenagers, we expected children and teenagers to have a large fraction of

celebrity entities. However, that did not turn out to be the case and the highest

fraction of such queries was observed for older user, particularly users in the range

en.wikipedia.org/wiki/Facebook
en.wikipedia.org/wiki/Cars_2
en.wikipedia.org/wiki/Hummus
en.wikipedia.org/wiki/Youtube
http://en.wikipedia.org/wiki/
http://en.wikipedia.org/wiki/
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Figure 3.11: Entity tag cloud: 10 to 12 years old.

Figure 3.12: Entity tag cloud: over 40 years old.

Age Children and Kids Living people

6 to 7 5.81% 8.11%
8 to 9 5.49% 6.97%
10 to 12 3.38% 7.59%
13 to 15 1.46% 9.47%
16 to 18 0.95% 10.86%
19 to 25 0.62% 11.96%
26 to 30 0.63% 11.54%
31 to 40 0.89% 11.09%
>40 0.62% 10.88%

Table 3.8: Entity fractions for Child related content and Living People according to
the Wikipedia categories.
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Age Positive Negative Diff

6 to 7 1.233 -1.211 0.0216
8 to 9 1.253 -1.237 0.0161
10 to 12 1.257 -1.248 0.009
13 to 15 1.284 -1.274 0.0101
16 to 18 1.274 -1.258 0.0165
19 to 25 1.300 -1.283 0.023
26 to 30 1.302 -1.275 0.026
31 to 40 1.322 -1.297 0.0248
> 40 1.400 -1.376 0.0279

Table 3.9: Mean query sentiment values scores.

19 to 25 years old. The trend for child-related categories behaved as expected given

that the fractions are more pronounced the younger the user is.

All proportions shown in Table 3.8 were statistical significant using the paired

t-test between pairs age range proportions (all the p-values found were < 0.001).

3.5.3 Sentiment expressed in queries

Kuhlthau [1991b, 1999] found that uncertainty during the search process, unfamiliar-

ity with technologies, and lack of ownership of the search task (e.g. when children are

asked to search a topic by their teacher) can lead to anxiety and frustration, which

we hypothesize is manifested in the sentiment expressed in the users’ queries. Ad-

ditionally, children aged 9 to 12 years old have been observed to experience extreme

changes of mood [Smith et al., 2011], which we hypothesize may also be reflected

in the formulation of queries. Chelaru et al. [2012] also attempted to measure the

sentiment of queries by employing a set of queries targeting controversial topics.

To assign numerical scores to the sentiment expressed in the queries, we used the

SentiStrength1 tool developed by Thelwall et al. [2010]. This tool simultaneously

assigns both a positive and a negative score to fragments of English text, since users

can express both types of sentiments at the same time, such as in “I love you but I also

hate you”. Positive sentiment strength scores range from +1 (somewhat positive) to

+5 (extremely positive). Similarly, negative sentiment strength scores range from −1

to −5. The tool works by assigning scores to tokens in a dictionary, which includes

common emoticons. For example, “love” is mapped to +3/−1 and “stink” is mapped

to +1/−3. Modifier words or symbols can boost the score such that “really love” is

mapped to +4/−1 (the same for “love!!” or “looove”). The final positive sentiment

strength for a bit of text is then computed by taking the maximum score among all

individual positive scores. The negative sentiment strength is similarly calculated.

1http://sentistrength.wlv.ac.uk/

http://sentistrength.wlv.ac.uk/
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As can be seen form Table 3.9, the sentiment analysis applied to individual queries

did not reveal the expected trend. It did however reveal that the tendency to use

both more positive and negative words in a query increases as users get older. This

phenomenon is at least partly explained by the fact that they issue longer queries (see

Table 3.1) and hence the probability of positive/negative sentiment words appearing

is higher. We observed the same behavior when measuring the sentiment of the set

of non-navigational queries.

Further research is required to explore our hypothesis in respect to the expression

of sentiment through the queries. Current tools to measure text sentiment are not

designed for very short pieces of text, which is the case of search queries. The

development of more suitable tools to measure sentiment in short texts would be

beneficial for this research along the quantification of the sentiment in the content

clicked by the users.

3.5.4 Reading level of the clicked results

One of the most noticeable factors in children development and its relation to the

web search behavior is an improvement in reading skills. As children improve their

reading proficiency they will be able to (i) make sense of a wider range of web results,

and (ii) potentially understand better the various elements of a web search engine,

such as query suggestions or advertisements.

Collins-Thompson et al. [2011] described a method to personalize web search

results based on the readability of the content. They also analyzed the readability

of pages accessed by queries targeting content for children, and pages accessed by

all type of queries. They found that the former set of queries clearly lead to pages

with lower readability complexity. They also found that the higher the readability

complexity of the snippets of a web results, the higher is the likelihood of the user to

abandon the Website quickly.

To retrace and quantify the improvement in reading level in our data set, we

mapped clicked result pages to a 3-scale reading level using Google’s “annotate results

with reading levels” option.1 Here, we simply issued the url of the page of interest

as a query to Google. In cases where the full url did not return any results, or at

least no results with an annotated reading level, we used backtracking by iteratively

chopping of parts from the end of the url, hopefully finding a shorter url for which

information could be obtained.

Table 3.10 gives a few examples for each of the three reading levels. Note that

a single host such as http://en.wikipedia.org can host pages of all three reading

levels. We calculated averages across all web pages irrespective of the corresponding

query volume: 51.6% of the urls were classified as “basic”, 35.8% as “intermediate”

1http://www.google.com/support/websearch/bin/answer.py?hl=en&answer=1095407

http://en.wikipedia.org
http://www.google.com/support/websearch/bin/answer.py?hl=en&answer=1095407
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reading level example urls

basic www.funbrain.com, en.wikipedia.org/wiki/Toy_Story
intermediate en.wikipedia.org/wiki/John_Wooden, www.sprint.com/

advanced www.answers.com/topic/mathematics, www.merriam-webster.com

Table 3.10: Examples of websites for each of the three reading levels.

Figure 3.13: Reading level across age and average educational level.

and 2.9% as advanced. For 10.2% we could not obtain a reading level with the current

approach.

We observed a general and strong trend for the fraction of clicks on “basic” reading

level pages, which declines for older users. At the same time, we observed a weak

increase for the “advance” level and a strong increase for the “intermediate” level.

We also broke down users according to the education level in their self-reported

ZIP code, in order to understand which other factors, apart from age, influence the

preferred reading level of users. Concretely, we used the census feature “percentage of

population of the age of 25 or higher holding a bachelor degree or higher”. We sorted

users according to this feature and investigated the lowest 20%-tile, and the highest

20%-tile. Figure 3.13 shows for the fraction of basic reading level pages that children

from well educated areas had about 3 years of advantage over children from poorly

educated areas. For example, a child from the age range 16 to 18 has a fraction of

basic result clicks of 65%. This is slightly lower than the fraction for children in the

age range 13 to 15 from well-educated areas, which is 66%, and much higher than

the fraction of 60% for other children in the 16 to 18 age range also coming from

well-educated areas.

Statistical significance was tested for each proportion (in terms of reading level

and educational level) and the proportions were tested in pairs between the ages

ranges. All values were statistical significant with p-values < 0.001.

www.funbrain.com
en.wikipedia.org/wiki/Toy_Story
en.wikipedia.org/wiki/John_Wooden
www.sprint.com/
www.answers.com/topic/mathematics
www.merriam-webster.com
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3.5.5 Query and Click vocabulary

We estimated the vocabulary size by counting the number of distinct words employed

in a sample of 10K queries. To make the comparison fair across age ranges we em-

ployed a uniform random sample of the same size for each one of the age groups

studied. An analogous procedure was carried out to quantify the web resource vo-

cabulary. The web resource vocabulary is the average number of distinct urls (or

domains) that users of a certain age range access. Larger domain and url vocabular-

ies indicate more diversity of topical interests and greater capabilities for browsing

the Internet. A larger number of domains accessed means that a user has explored a

bigger portion of the Internet.

The results obtained for both, query and web resource vocabulary size, are dis-

played in Figure 3.14. We found a clear increasing trend in the vocabulary size of

users aged 7 to 25 years old. After this age , the vocabulary stops increasing and nor-

malized. Nonetheless, the ratio difference between young children and young adults

is less marked than the vocabulary gap reported in natural language. For instance

Moore and Bosch [2009] reported that the average number of words known by a 6

years old person is 14K while for 16 years old is 40K. However, this might be explained

by the fact that we are measuring the vocabulary of web queries, which are signifi-

cantly smaller than standard documents. Documents are traditionally employed to

estimate vocabulary sizes in natural language.

This result also provides evidence that young users have more difficulties than

adults to explore the web given that, on average, they accessed a smaller number

of web sites. Note that this is hardly due to a shorter exposure to the Internet

since children have been reported to access the Internet from home and even from

smartphones. Similarly, the time they spent online has increased dramatically during

the last years1.

This is consistent with our previous findings regarding the high click bias of young

users. Recall that we found that young users tend to click more often than adults on

top ranked results, which reduce the potential number of websites they explore. The

trends found for the vocabulary sizes can also be explained by the fact that young

users are interested in a smaller number of topics, as it was shown in the previous

sections (Section 3.5.1).

From these results, we can conclude that the portion of the internet that young

users explore is significantly smaller than the portion that adult users explore. We

believe search engine designers should provide search assistance mechanisms to re-

duce the query vocabulary gap. Mechanisms to help children find new urls are also

needed since they are clicking on a smaller set of urls. For instance, web resource

1http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/

main.pdf

http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/main.pdf
http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/main.pdf
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Figure 3.14: Vocabulary size across age groups.

recommendation for young users could potentially aid them to explore more content,

and especially it can help them to go beyond the simple web result list, which may

not be the best approach to deliver web content for young audiences.

We tested for statistical significance differences between the proportions for all

the age ranges pairs. We did not find non-statistical results using the paired t-test

(all the p-values were < 0.001). We repeated the process for the query, urls and

domains vocabulary size, all with similar results.

3.6 Comparison with AOL search log analysis

In Chapter 2 was carried out an analysis of queries and sessions derived from the AOL

search logs and the Dmoz Kids and Teens section. Recall that in the previous chap-

ter we reported micro-averages and macro-averages (in Appendix A), both showing

equivalent trends, which allows us to compare the results with the macro-averages

reported in this chapter.

When comparing the results from both chapters, it is important to keep in mind

that the averages estimated in the previous chapter are representative of users search-

ing for content for children, and particularly of users that clicked on content that is

known to be suitable for children, using as gateway the urls of the Dmoz Kids and

Teens section. On the other hand, in this chapter the results represent average search

behavior of users in a specific age-range. Thus, differences in the trends found for

some of the analysis presented in both chapters do not imply that the queries pre-

sented in the previous chapter were not submitted by children.

We found different trends for the analysis of query length, click distribution and

session length. For the case of query length, we observed in this chapter (Section

3.4.1) that queries are shorter for the case of young users (both children and teenagers)

while in the previous chapter (Section 2.6) we observed longer query length averages
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for the case of the queries identified through the kids and teens Dmoz urls. These

results indicate that longer queries (in respect to the average web user) are required

to find moderated results for young users while on average young users submit shorter

queries, as it was shown in this chapter. This result provides evidence that young

users have difficulties accessing the right content to satisfy their information needs.

Similar observations can be applied to the differences found in the click distribu-

tion. In Section 2.6.7 we observed a higher amount of clicks on lower ranked results

from users searching for content focused on young users, while in Section 3.4.3 we ob-

served the opposite trend, greater proportion of higher ranked clicks on young users.

This result also points to the difficulty of finding appropriate content for young users

since high quality content for this audience was often located at lower ranked posi-

tions. This situation is also reflected in the session length results found in Section

2.7.1 and 3.4.8, in which we observed that longer sessions (greater amount of clicks)

are required to find and consume high quality content for young users while these

users have shorter search sessions than the average web user, which also points to

search frustration.

On the other hand, we found similar trends in terms of vocabulary size, natural

language usage and topic distribution. In sections 2.6.2 and 3.4.2 was observed that

the vocabulary size of users aged 8-9 and 10-12 were 3.9K and 3.2K respectively,

while the vocabulary size observed in the previous chapter was 3.7K for the kids

queries. The trends were consistent in both analysis in the sense that the vocabulary

size of teenagers and adults were larger than children. Nonetheless, we found bigger

vocabulary sizes for teenagers and adults through the AOL logs: 7.7K against 4.5K

for the case of teenagers, and 11K against 5K for the case of adults (or average web

user). In sections 2.6.2 and 3.4.2 were found larger proportions of question queries

in the set identified through the Dmoz urls (and in the queries submitted by young

users), than in the queries submitted the average web user. Similarly, the usage of

natural language in the queries was larger for the former groups of users.

3.6.1 Topic distribution comparison

In this section we quantify the correlation between the topic distribution of the queries

identified in the previous chapter and the queries of users submitted by users of the

Yahoo! logs. The motivation of this analysis is to determine if the queries identified

through the Dmoz urls are representative, from a topical point of view, of the queries

submitted by children and teenagers. Recall that the vocabulary size trends observed

in both datasets (AOL and Yahoo! Search logs) were consistent, which provides

evidence to this claim.

We followed an approach analogous to the one presented in Section 3.5.1. We

estimated the Pearson’s correlation coefficient between the topic distribution obtained
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Figure 3.15: Pearson’s correlation between the topic distribution of the queries iden-
tified through Dmoz and the topic distribution of the queries of users of different
ages.

with the queries identified in the previous chapter and the topic distribution of the

queries submitted by each one of the ages ranges. Recall that both distributions are

obtained by mapping each query to one of the categories of the Yahoo! Directory,

thus the topics in the distributions are consistent. Figure 3.15 presents the results

obtained. For the case of the queries identified with the kids urls we found, in

general, that the younger the user, the higher the correlation coefficient. The topics

represented by these queries correlate the best with users aged 6-7, 8-9 and 10-12 for

which we obtained substantial agreement. The highest correlation is obtained with

the queries submitted by users aged 8-9 years old (0.65). We observed that the topics

of these queries correlate moderately with the queries submitted by teenagers and

have low correlation with queries submitted by users over 19 years old.

A clear trend was also observed for the case of the distribution obtained from a

sample of all the queries in the AOL, which represent the topic of the average web

user. In this case the older the user the higher the correlation. Substantial agreement

is obtained for users over 26 years old. The highest correlation is obtained for users

over 40 years old (0.64).

For the case of the teenager queries the trend was not clear. Even though the

queries identified through this type of urls had the highest correlation with the queries

submitted by teenagers aged 13-15 and 16-18, we also observed strong correlation with

the queries submitted by users under 15 years old. The correlation decreases for users

over 26 years old. Lower correlation values were observed for the topics mapped from

the queries obtained with the Mature Teens urls of Dmoz.

On overall, we found that the highest correlated data sets are aligned with the

desired age range. That is, the kids queries fit better the topic of the queries of users

aged 6-7, 8-9 and 10-12. Similarly the teenager queries correlate better with the
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queries of users aged 13-15 and 16-18. The exception to this trend was the queries

obtained with the Mature teens urls. This result may be due to the fact that the

Dmoz section focus on the youngest population segment (i.e. children).

This result provides evidence of the adequacy of using the queries identified

through the Dmoz urls to represent the topics targeted by topics of young users.

The similar trends observed in natural language usage and query size vocabulary

also support this statement. Note, that the queries extracted from the AOL log are

also representative of successful queries. We will extract query reformulations from

both datasets (AOL and Yahoo! Search logs) to address the problem of query rec-

ommendation in the next chapter. We will show consistent results when using both

datasets.

3.7 Conclusions and future work

3.7.1 Findings summary

In respect to research question RQ-2.1, it was observed clear evidence of search

difficulty in young users. The shorter average query length observed along with the

greater usage of natural language shows that these users have difficulties formulating

specific queries with keywords, which are the main mechanism to query in state-of-

the-art search engines. The larger proportion of short clicks also indicates search

difficulty, since it shows that pages are abandoned quickly. In terms of click behavior

the position click bias for children is worth pointing out.

This bias also leads to a higher fraction of ad clicks and to a higher fraction of

cases where (useful and correct) spelling corrections are undone by the user when

clicking on, say, “Show only ’brittnay spears ’ ”. This result shows that young users

have a tendency to “click whatever is presented at a prominent position” which has

implications for the design of appropriate search interfaces. This behavior, along with

the trust young users have on the veracity and quality on the content published on

the Internet, contributes to the clicks on content that is not suitable for young users.

At it as observed with the greater proportion of accidental clicks on adult content,

and the greater large amount of clicks on advertisement, which potentially lead to

more search frustration.

In respect to RQ-2.2, we found notable difference between children and adults

in terms of search and browsing behavior. However, it was surprising to find small

differences between children and teenagers. For instance, users between 16 and 18

behaved more like children between 8 to 9 than young adults in the 19 to 25 age range.

This “sudden jump to adulthood”, although not for all features, could potentially be

explained by children leaving home and starting college or a job. Some features

in which children and teenagers differ by a large margin were: topic distribution,
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query vocabulary size and the proportion of question queries (with natural language)

submitted to the search engine.

For RQ-2.3 we observed that several aspects of children and teenager development

were reflected in the search logs. For instance, we found a direct correlation between

the topic distribution and age. Interestingly, we observed a wide variety of topics in

the distribution of adults. On the other hand, for the case of children and teenagers

the queries concentrated on a small set of topics. Stereotypical topics such as gaming

and entertainment were observed in children and teenagers respectively. However, we

observed an unexpected higher interest in emailing and other Yahoo! products such

as Yahoo! Answers for the case of children. The latter was also prominent for the

teenager segment of users.

The development of children was also reflected in clear differences in the query

vocabulary size and the readability level of the content accessed. Features that we

hypothesized could reflect human development, such as the sentiment express in

queries, were not conclusive and more research is required in this regard and other

effectual aspects of search.

3.7.2 Recommendation for the development of IR technol-

ogy for children

A call for better query assistance functionality has been pointed out in previous

research [Bilal, 2002; Druin et al., 2009]. In our work, we also found evidence of the

need of this functionality. From our observations, young users (particularly under

12 years old) would greatly benefit for query expansion and query recommendation

mechanisms, since their average query length is the smallest from all the age groups.

They also had the smallest query vocabulary size. Query suggestions with information

aspects (i.e. query senses) tailored with topics of interest for children would greatly

help children to narrow down their searches, and it would improve their chances

to find information that is on topic. These tools would also improve the chances

of returning results that are better suited for them. We expect that high quality

suggestions would greatly increase the usage of these tools by children.

For the case of teenagers we found interesting the large usage of question queries,

which suggests the need of providing robust mechanism to parse this type of queries

in order to understand in deep their information needs. Alternatively, resource selec-

tion mechanisms to identify when it is appropriate to return results from specialized

question answering systems based on the topic of the query are also relevant, es-

pecially since we observed that children and teenagers make extensive use of these

services (e.g. Yahoo! Answers).

The main topics identified in the topic distribution for each age range are valuable

for the design of aggregated search interfaces, since the more prominent topics can
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be associated to specific verticals (e.g. games, school, entertainment). In this regard,

resource selection methods and novel aggregation paradigms for young users are worth

to be explored.

3.7.3 Recommendations for future research

Even though we collected clear evidence to address the research questions posed in

this chapter, several open questions still require further research. We characterize the

search behavior of users based on their age, however it is unclear how this behavior

varies based on the topic that is searched and the specific type of information need

(e.g. open and close informational needs). A natural follow up of this work would

include a search analysis conditioned not only on age but also on topic.

We explored the proportion of clicks on content of different reading difficulty by

considering the age and the average educational level in which the user is located, by

combining the search logs and the U.S census data from 2000. The exploration of the

search difficulties and search behavior differences of users within other demographic

features is a highly relevant research line that can provide clues on how to improve

the search experience of specific niche of users. For instance, knowing the specific

search difficulties of users per educational level, region and income would lead to the

possibility of displaying, if the user wants to, specialized results that address specific

search difficulties. Note that we are not suggesting to blindly show users specific

results according their demographics, instead we suggest to provide the option to

retrieve these specialized results to all the public.

Demographic features such as race and language proficiency require special atten-

tion to provide adequate tools aimed at improving the content readability. Cultural

differences in terms of search behavior, and particularly cultural topic preferences

represent another important, yet not well-studied, area in information retrieval.

The impact of aesthetic characteristics of the websites visited by young users is

yet to be explored, particularly on the large scale and its relation to the problems that

arises during the search process of young users. For instance, page layout, amount of

multimedia content, number of images, font types, font sizes, text and background

color are all features that need to be explored in future studies. Measuring the impact

of these design parameters would lead to a better understanding in how to design

content that is more engaging for children.

More research is also needed to understand the affective factors that arise during

the search process for the case of very young users. We quantify the amount of

sentiment in the queries, however no trends were found. Quantifying the sentiment

in the content accessed by children and exploring its correlation to the click duration

can provide a better understanding in this respect.

As it was pointed out in the previous section, research towards mechanisms to
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automatically select search services relevant to the topic based on the query and age of

the user would be highly beneficial. New paradigms to aggregate content from these

services are also needed to simplify the exploration of results and the engagement

during the search process.



Chapter 4

Browsing behavior of Young Users:

Search triggers

This chapter is based on Duarte Torres et al. [2014a].

4.1 Introduction

In this chapter (as a follow up to the previous chapter) is characterized the type of

activities that young users carried out online in the Internet when a search engine is

not being used. We also analyze which of these activities are more likely to motivate

search. The understanding of the online activities engaged by young users and how

they relate to their search queries lead to an integral picture of search engine usage.

At the best of our knowledge no research has been carried out in this regard that is

both: on a large scale and unobtrusive. It is important to mention that recent research

[Cheng et al., 2010; Kumar and Tomkins, 2010] has addressed the characterizing of

the browsing activities engaged by the average web user, however these studies are

not oriented towards the young population and in general the focus is not on the age

demographic dimension of the users.

4.1.1 Research questions

The contribution of this chapter can be summarized by the following research ques-

tions, which address the research aims expressed previously:

• R.Q-3.1: What activities are carried out by young users on the web browser

besides web searches?, How prominent is browsing for each age range? At what

ages are multimedia searches preferred?

• R.Q-3.2: Which types of search and browsing activities are more likely to

trigger searching the web and multimedia search engines in the case of young

87
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users? Do these triggers differ from those observed in adults users?

As it was the case with research questions RQ-2.1 to RQ-2.3, research questions

RQ-3.1 and RQ-3.2 are addressed by analysing a set of carefully chosen log metrics

estimated on a per-user basis. However, these two research questions are addressed

using a large sample from the Yahoo! Toolbar logs instead of the Yahoo! Search logs.

The toolbar logs contain records of the urls accessed in a browser, which may include

search activity and browsing activity (e.g. emailing, social networking websites). All

the toolbar data is captured only after the user has explicitly opt-in to have their

browsing activity registered. All the data employed in our studies has been previously

anonymized. This data allow us to analyze the online activity of users of different

ages outside the search engine, including activity before engaging web search. The

log data employed correspond to the same market and time window of the query logs

used to address RQ-2.1 to RQ-2.3.

In this thesis, we refer to browsing activity as all the action that is not carried

out within the scope of the search engine. Thus, with browsing we refer to website

visits such as email portals, social networking sites (e.g. Facebook), news portals (e.g.

BBC), head-listing websites (e.g. Ebay) and in general any website that is accessed

directly by typing the url in the browser or through a bookmark. Note that this

differs from the search by browsing definition addressed in previous case-studies of

children search behavior [Druin et al., 2009], in which children are tested to engage

informational tasks under two settings: keyword search (i.e. search engines) and by

browsing a hierarchy of categories. For us browsing activity refers to browsing the

Internet in general and not necessarily to search information through a hierarchy of

categories.

To address RQ-3.1 we estimate the volume of search and browsing activity for

all the age ranges. We analyze the ratio between search and browsing activity to

contrast how users of different ages spend their time in the Internet. A more detailed

understanding of the browsing activities is obtained by estimating the likelihood of

a user to submit a query in a search engine given that their previous activity was a

browsing activity. Particularly we analyze web search and multimedia search sepa-

rately. An important feature of the toolbar logs is that the interaction on multimedia

verticals such as Yahoo! Images and Yahoo! Videos are also registered. We hypothe-

size that young users carried out a greater amount of browsing activities than older

users, since the latter have a greater expertise with search engines.We also hypoth-

esize that multimedia search is preferred by young audiences since the rich content

found in these web services is more engaging.

RQ-3.2 is addressed by analysing the likelihood of web and multimedia search to

trigger other searches. A more detailed analysis of the likelihood of carrying out search

after a browsing event is carried out to address this research question. Concretely,

we brake down the cases in which the search query is explicitly mentioned in the
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browsing website, the cases in which it is mentioned in its domain, and the cases in

which it is not mentioned at all. This analysis provides direct evidence of the specific

types of browsing activity that lead to query submissions in a search engine.

We hypothesize that search in each age range is motivated by specific type of

browsing events. For instance, we expect knowledge intense websites (e.g. Wikipedia)

to be more likely to trigger searches of young users (e.g. children) than of adult users.

Similarly, we expect social networking page views to trigger search more frequently

in teenagers.

4.1.2 Chapter Organization

Related work is presented in Section 4.2. Section 4.3 describes the Yahoo! toolbar

sample employed in this study and the data cleaning steps. A description of the

method to extract and analyze measures from this data is also addressed. Particularly,

we define the type of events that are considered for this part of the study. Section

4.4 presents the discussion regarding the session characteristics found in the toolbar

logs. These characteristics are contrasted along the age demographic dimension (this

refers to RQ-3.1 ). Section 4.5 discusses the likelihoods of different browsing page-

view and the search activity that lead to web and multimedia search. In Section 4.6,

we expand the analysis carried out in Section 4.5 by quantifying the cases in which

the query is mentioned in the url and domain previously browsed. Sections 4.5 and

4.6 addressed RQ-3.1 and RQ-3.2. Finally, Section 4.7 concludes this chapter with

a discussion of our main findings and how they could be applied to state of the art

search engines. We also provide recommendations for future work.

4.1.3 Limitations of this study

Analogous to the limitations pointed out in the previous chapter, detailed compar-

isons of browsing behavior within adult age groups were left out since the focus of

this thesis is on the young user segment. As it was the case with the search logs, the

results presented in this study are derived from log data from the U.S. market, in

which the predominant language is English.

4.2 Related work

Kumar and Tomkins [2010] carried out a large-scale user behavior study on search and

toolbar data using logs from the Yahoo! system. They studied search sessions of adult

users, in general the age dimension was not addressed in their study. They proposed

a classification of browsing page views based on content (e.g. news games, portals),

communication (e.g. email, social networking) and search (e.g. web, multimedia).
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They found that around half of the page views belong to the content categories and

a third to the communication category. The chain of referrals (i.e. the chain of pages

visited in the Internet browser) was analyzed to characterize the way users navigate

through the page views. They showed that mail, news and social bookmarking page

views occur in isolation and that on overall 35% did not have any referral. In this

chapter, we employed a similar classification of browsing page views. Our work differs

from Kumar and Tomkins [2010] in that we analyze the browsing behavior of users

not only based on page view content classification but also according the age of the

user.

Cheng et al. [2010] presented a method to predict the search intent of users by con-

sidering their browsing behavior. They first carried out a user study to characterize

the main types of page views that lead to web searches by using toolbar data. Then,

they employed a machine learning approach to rank queries according the previous

browsing activities of the user. In this chapter we are interested in understanding

which type of browsing activities lead to web and multimedia search and how these

activities differ with the age of the user.

Goel et al. [2012] carried out a large scale study of browsing behavior of users

of different demographic characteristics by employing web panel data and user-level

demographics such as age, sex, race, education and income. In terms of age their

study included users from 7 years old to 80 years old. They found that all demographic

groups spend the majority of their time online on the same type of activities: social

media and emailing. In this regard, they observed that teenagers aged 15 use the

most social media and its usage decreases consistently after this age. On the other

hand, they observed that emailing usage correlates positively with age. They also

found pronounced differences regarding the frequency in which different demographic

groups (in terms of salary income and education) access websites with news, health

and reference (encyclopedia) content. They also explored the digital divide in terms

of Internet usage for research and informational queries, its relation to the educational

background of the users and other demographic features such as salary income, race

and gender. Our work differs from theirs in that we focus on identifying the browsing

activities of very young users and how they differ from adults. We also emphasize

our analysis in the browsing activities that motive search.

On overall, the previous research on browsing behavior in the Internet has fo-

cused on providing a framework to classify the possible page views, and to provide

automatic methods to predict a page view type given the previous pages accessed

by the user [Cheng et al., 2010; Kumar and Tomkins, 2010]. A characterization of

the frequency of each type of page view has also been explored for the case of adult

users [Cheng et al., 2010; Kumar and Tomkins, 2010]. Nonetheless, none of these

studies focus on young users, leaving several research questions open for comparing

the browsing behavior of children, teenagers and adults.
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4.3 Method

In this section is described the Yahoo! toolbar data employed to address research

questions RQ-3.1 and RQ-3.2. To address these research questions we followed the

TLA (Transaction Log Analysis) framework, as it was the case with the Yahoo!

Search logs. Recall that this framework is based on the collection, preparation and

analysis of log data. Each one of the items is described in the following paragraphs.

4.3.1 Toolbar data collection and preparation

We employed logs from the Yahoo! toolbar. The toolbar is a browser application to

aid users search and browse the Internet without accessing directly a search engine.

The main advantage of analysing the search behavior using logs from the toolbar is

that the activity outside the search engine is captured. Traditional search logs only

capture the queries and clicks registered during search sessions, on the contrary, the

toolbar logs captures searches across different search engines (not exclusively a search

engine product) and additional browsing activity carried out before, during and after

the search activity.

We collected Yahoo! toolbar log entries for each age range over a time window of

four months during 2010. Note that we employed the same time window employed

for the Yahoo! Search logs and the same age ranges specified in Section 3.3.1 of

the previous chapter. We collected in the order of tens of thousands of entries for

users up to 12 years old, and hundreds of thousands of entries for users over 13

years old. It is important to mention that exact numbers are not reported since they

are considered business sensitive information. For the preparation of the data we

only employed log entries from users that agreed explicitly to be logged according

the usage conditions of the toolbar application1, and only from users that have a

valid Yahoo! account. We employed the definition of valid account described in

the previous chapter (Section 3.3.1). Similarly, queries that could reveal personal

information (such as non-frequent names, credit card numbers, telephone numbers)

were anonymized prior to the analysis and discarded. It is important to mention that

very large volumes of data originates in the Yahoo! Toolbar from logged in users,

thus the results presented in this chapter are still representative of the underlying

population.

Each entry in the toolbar logs has the following structure: {user ID, timestamp,

url, referrer url}. The user ID and timestamp were employed to sessionize the data as

we did with the search logs. The referrer url is the previously web resource accessed

by the user and the resource from which the current url was found in the entry log.

The referrer url is used to track consecutive stream of events in the toolbar logs.

1http://info.yahoo.com/legal/us/yahoo/toolbar/tbeula/tbeula-282.html
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Contrary to the standard search logs, tracing a linear set of events is not trivial on

the toolbar logs since the user can have several browsing tabs open, and may carry

unrelated search activity on each one, which are registered in the logs as interleaved

events [Huang et al., 2012].

4.3.2 Yahoo toolbar log analysis

For all the analysis, we created user sessions using a time window of 30 minutes

between two consecutive log events. The same strategy has been employed in previous

browsing web behavior studies [Cheng et al., 2010; Kumar and Tomkins, 2010]. All

results presented from the toolbar logs are based on aggregated statistics to preserve

the anonymity of the users.

In respect to R.Q-3.1 we hypothesize that the session characteristics in the toolbar

differ by age. Particularly that the amount of search engine usage and Internet

browsing changes according the age range of the user. For this purpose, we analyze

the sessions of users in the toolbar logs and their characteristics. Specifically, we

looked at the length and duration of the sessions and at the proportion of search and

browsing activity that is carried out within sessions.

For R.Q-3.2 we analyze the toolbar sessions in two dimensions: by type of brows-

ing activity and by type of search activity. For the former we employed the taxonomy

suggested by Kumar and Tomkins [2010] to classify the possible browsing events that

can occur before search activity. For the latter we make the distinction between web

and multimedia search. The latter refers to queries submitted to the Yahoo! Videos or

Yahoo! Images search services. Switch patterns of browsing activity to search activity

were quantified using these classifications. These patterns tell us which activities are

more likely to occur before search events.

In the following sections we describe in detail the methodology and results ob-

tained for each one of the analysis mentioned above. We will refer throughout these

sections to the following definitions:

Definition 1. Event: A event refers to a user entering an url in the browser, clicking

on a link or entering a query into a search engine. Concretely is represented as a

tuple {user ID, timestamp, url, referrer url}, which is also the representation of an

entry in the toolbar log. It is important to mention that redirect links and other log

artefacts are not considered events (these entries were properly removed from the data

collected).

Definition 2. (Search) query event/ (Search) Portal event: A search event

occurs when the url matches any of the major search engines (google, yahoo, bing,

aol, ask) and contains a search query (e.g. www.google.com/search?q=elmo). A search

portal event occurs when the url match any of the major search engines but no search

query is detected in the url (e.g. www.google.com)
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Age Events Search e. Browsing e. Portal e.

Volume Perc. Volume Perc. Volume Perc.
6-7 31.24 4.67 14.95% 23.55 75.38% 3.02 9.67%
8-9 38.64 4.82 12.48% 30.07 77.82% 3.75 9.70%

10-12 39.36 4.42 11.23% 31.35 79.64% 3.59 9.12%
13-15 55.19 5.29 9.58% 45.78 82.94% 4.12 7.47%
16-19 59.51 5.38 9.04% 50.09 84.18% 4.03 6.78%
19-25 60.16 8.73 14.52% 47.09 78.28% 4.33 7.20%
26-30 56.50 8.28 14.66% 44.35 78.49% 3.87 6.85%
31-40 49.38 7.73 15.65% 37.53 76.01% 4.12 8.34%
>40 41.89 7.29 17.41% 29.89 71.36% 4.71 11.24%

Table 4.1: Toolbar session and avg. number of search, browsing and portal events
per user session and their percentages in respect to the total number of entries.

Definition 3. (Search) result event: A search result event corresponds to any url

clicked from the list of web results obtained for some search query. We detected these

events using the referrer url. In other words we classify the event as a search result

event if there exists at least one chain of events connecting the target url to a search

query event.

Definition 4. Browsing event: A browsing event is any url that is not a search

query, search Portal, or search result event. We also disregard urls containing queries

even if the urls do not match any of the major search engines (e.g. www.facebook.com,

www.bbc.com).

It is important to mention that the results presented in this section were proven

to be statistical significant when comparing each one of the children and teenager age

ranges against the group of adults using the two-tailed t-test at a 0.1% level. As it

was the case with the search log analysis, we report p-values in each section for values

that were not proven statistical significant. However, given the size of the data most

of the results were statistical significant with very small p-values (< 0.001)

4.4 Session usage and characteristics

The macro-averaged duration in minutes of the sessions and their sizes in terms of

number of events were estimated to provide an overview of the browsing behavior of

young users in the internet. We also estimate the proportion of search events against

browsing events across the age ranges.

Table 4.1 presents the results. We found that the sessions are longer for older users,

particularly for users between 19 and 25 years old. On average the sessions of users
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Figure 4.1: Ratio of browsing activity against search events in terms of number of
events and duration in minutes.

from 7 to 9 years old contain half the number of events than the average session length

of users from 19 to 25 years old. The size of the teenagers’ sessions were comparable

to the session size of adult users.

The larger sessions of adults is reflected in both greater search and browsing

activity. However, we observed that adults have a bigger proportion of search events

in respect to browsing events. For instance, for the case of the sessions of users aged

10 to 12, 11% of the events are search events and 80% are browsing events, while for

users over 40 years old the proportion of search events is around 17.5% and 71% of

browsing events.

Interestingly we also observed a bigger proportion of search activity for the case

of users between 8 to 9 and 10 to 12. For teenagers (users between 13 to 15 and 16

to 18), the gap between search and browsing activity is higher: 9% of search events

against 84% of browsing events. For the youngest group of users we did not observe

large differences in the proportion of search and non-search activity in respect to the

sessions of adult users.

Kumar and Tomkins [2010] also explored the proportion of browsing and search

activity. Similarly, they reported significant larger amounts of browsing activity in

respect to search and portal activity, as we found for most of the age ranges. They

reported that on average 9% of the page views correspond to search activity and

21.4% of the page views are derived from search events directly (query submission)

or indirectly (browsing a web result). Averages with absolute number of events are

not reported. In our findings, the average proportion of search events for users aged

10 to 12, 13 to 15 and over 40 years old were 11.2%, 9.5% and 17.4% respectively.

In general we observed that teenagers are the group of users with the smallest

proportion of search, while children and adults had the biggest proportion of search in

their sessions. This result is interesting because we were expecting a higher percentage

of search activity for the case of teenagers, since these users have greater search

capabilities than children.
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The lower proportion of search activity found in the children and teenager sessions

can be explained by the fact that these users have a strong interest in a few number of

topics, as it was shown in the previous chapter in Section 3.5.1. For instance, gaming

is a predominant topic for users under 12 years old. We believe that specialize websites

dedicated to this topic can be accessed directly by typing the url in the browser or

by bookmarking the website. Recurrent gaming websites such as Club Penguin,

PopTropica and Nick Jr. are frequently accessed websites by children 1 and it is

reasonable to expect that children access these websites directly without searching

for them in a search engine.

From the topic preferences observed for teenagers, we believe that a strong bias

towards social networking sites (e.g. Facebook, MySpace) lead to the highest propor-

tion of browsing activity, since these web services are easily accessible without the

aid of a search engine.

Figure 4.1 depicts the ratio of browsing activity against search activity in terms of

session duration in minutes and session length (number of events). We observed that

users from 10 to 12, 13 to 15 and 16 to 18 years old carried out 8 times more browsing

activities than search activities. For the case of grown ups, it was found that users

spent 6 times more browsing than searching. For users under 10 years old the ratio

was around 5. Interestingly, the session duration ratios were more accentuated than

the ratios of the session lengths, which shows that children spent more time exploring

the urls.

We also explored differences in the search activity of users by looking at the

average proportion of web results and queries submitted within the sessions. We

found that a larger number of web results are explored by adults, which is consistent

with the findings reported in the previous chapter. For instance, the average number

of unique queries per session found for users aged 10 to 12 was 0.8, while the number

of unique search results (unrepeated search results independently of the query) was

1.5. For users over 19 years old the average found were 1.1 and 3.4, respectively. Note

that some values can be lower than 1 because we are accounting for unique queries

submitted within the search session and some sessions can contain only instances of

the same query or no queries at all. As it was mentioned before, this result indicates

that young users explore less the list of web results. This result can also indicates less

satisfactory searches for the case of young users since less search results are clicked,

given that a similar number of unique queries is submitted within the sessions across

all the age ranges.

We tested for statistical significance all the macro-averages reported in Table 4.1

(number of search events, browsing events and portal events). All the paired tests

were found statistical significance with very small p-values (< 0.001). This was also

the case for the average duration in minutes, depicted in ratios in Figure 4.1. The

1http://www.ebizmba.com/articles/kids-websites

http://www.ebizmba.com/articles/kids-websites
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only value that was not found statistical significant was the average duration for the

pair 13-15 and 16-18 (p-value of 0.064)

4.5 Event to search query switch patterns

We extracted from the toolbar sessions all the pairs event → search query in order

to understand the events that are likely to occur before search events. Event may

refer to a query event, browsing event or the start of the session.

For the query events we make the distinction between queries submitted to the

standard web search vertical, and queries submitted to the image and video verticals.

We will refer to the queries submitted to these two verticals as multimedia queries.

The motivation for making this distinction is that children have been shown to prefer

visual search for certain search tasks [Druin et al., 2010]. We hypothesize that this

phenomenon is also reflected in the usage of verticals with visual content.

Cheng et al. [2010] proposed an automatic method to predict search intent based

on user browsing activity. They found from the Yahoo! toolbar logs that on average

(no age differences were accounted) 19% of the toolbar sessions contained browsing to

query search patterns, while 24.3% contains search activity and 75.7% of the sessions

contained only browsing activity. We will show that these values are consistent with

our findings for the case of adult users, although we observed smaller percentages for

the case of young users.

We extended the switch patterns defined by Cheng et al. [2010] to include the

usage of multimedia search queries. The definitions are described as follows:

Definition 5. Start of the session → (web/multimedia) query: This pattern occurs

when the search query is the first event of the session.

Definition 6. Web/multimedia query → (web/multimedia) query: This pattern oc-

curs when the event before the search query is a search query. For the analysis, we

only consider the cases in which the previous query is different to the current search

query.

Definition 7. Web result event → (web/multimedia) query: This pattern occurs

when a search result event leads to a new search query event. Note that the query

of the new search event needs to be different that the query utilized to retrieve the

current web result event. We include this pattern because it is reasonable to expect a

significant amount of cases in which web results trigger new web searches.

Definition 8. Browsing event → (web/multimedia) query: This pattern occurs when

a browsing event lead to a query search event.
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Figure 4.2: Proportion of search patterns for all the age ranges.

We followed the taxonomy of page views employed in [Kumar and Tomkins, 2010]

to distinguish between the most relevant types of browsing events. Concretely we

defined the following browsing event types:

1. Head listings: events in which the url domain is either Amazon, Ebay or

Craiglist.

2. Mailing: events in which the url match any of the major email service providers.

3. Social: View on websites on any of the major social networking websites. We

created this list manually by choosing the social networking websites with the

greatest traffic volume1.

4. Knowledge pages: Websites matching the domain Wikipedia.

5. Multimedia: Websites from Youtube, Hulu, Flicker, Phototobucket,

6. Other: Websites that could not be classified in any of the previous categories.

4.5.1 Web search triggers

Figure 4.2 shows the proportion of the patterns defined in Section 4.5 for the queries

submitted to the web vertical. The proportions reported are normalized over the

total number of pairs event → web query for each age group. We found that a large

percentage of browsing activity lead to search events in all the age groups, although

this proportion is higher for adults (30% for users under 19, and 34% for users over

25). We also observed that a large proportion of search queries were submitted right

at the beginning of the sessions (18.7% for users under 12, and 14% for users over

1http://en.wikipedia.org/wiki/List_of_social_networking_websites

http://en.wikipedia.org/wiki/List_of_social_networking_websites
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25). Interestingly, the percentage is higher for children, which suggests that these

users start more frequently exploring the internet by using a search engine instead

of browsing other resources. This may be due to the fact that the web search engine

portal is the default website for most of the commercial browsers. This result also

shows that search engines play a bigger role for very young users, since online activities

start from the search engine more often than for adult users. We also observed that

around 10% of the query events were triggered by exploring web results and 15% of

the query events were submitted right after the submission of a different query (e.g.

query reformulations).

The following patterns from Figure 4.2 were not found statistical significant (at

0.1%) when using the paired t-test between age groups: none-query between 6-7/8-9

(p-value 0.537) and 6-7/10-12 (p-value 0.488); browsing-query between 10-12/13-15

(p-value 0.191) and query-query between 10-12/13-15 (p-value 0.033); web result-

query (same query) between 6-7/8-9 (p-value 0.412), 10-12/13-15 (p-value 0.288) and

13-15/16-19 (p-value 0.165). All other result pairs were statistical significant at 0.1%

with the paired t-test.

Figure 4.3 presents the likelihood of having a web query event given each one of

the non-browsing event types. Values reported in Figure 4.3 were estimated using

the fraction between the number of pair events e → web search query over the total

number of events e found in the sessions for each age range. For instance, the like-

lihood of having a web query event given a browsing event is estimated by dividing

the number of pairs browsing event → web search query over the total number of

browsing events. Consistent with the results reported in Figure 4.2, children had a

higher likelihood than adults of starting a session with web search. The likelihood for

children under 12 years old was around 0.55. For teenagers the likelihood was 0.45

and for adults 0.42 (this result was obtained by normalizing over the total number of

sessions per user). The probability of web search being spanned by a click on a web

result is around 0.04 for users over 25 and around 0.06 for users between 10 to 19

years old. These values indicate that older children and teenage users need to refine

their searches more frequently than older users since the clicks on web results lead to

new searches.

Figure 4.4 depicts the likelihood found for the browsing patterns. We found

that for most of the types of browsing events, the probability of leading to a web

search was relatively low for all the age groups. For instance, the probability of

having a search event after a page view on a browsing mail event was around 0.08

for children and adults, while for teenagers the likelihood was around 0.05. For

the social and multimedia browsing events the probability was 0.02 for children and

adults, and 0.03 for teenagers. Interestingly, this was not the case for the knowledge

category, which had a significantly higher chance to occur prior to a web search event.

The likelihood was around 0.11 for most of the age groups. For the age group 6-7



4.5. Event to search query switch patterns 99

Figure 4.3: Search patterns likelihoods (Web search).

the likelihood was 0.16. This result reflects that very young users are keener to

carry out web searches after exploring educational content (e.g. Wikipedia) to satisfy

their information needs. Even though this result came as a surprise, other studies

have reported that Wikipedia is on the top 12 websites more frequently accessed

by children aged 5 to 61. These values may also indicate that this group of users

requires more explanations or background information to understand the content

available in educational resources. In terms of statistical significance, for Figure 4.3

we found that the pairs 6-7/8-9 and 10-12/13-15 were not statistical significant for

the pattern search query-search query (p-values 0.143, 0.053) and 10-12/13-15 for the

search pattern web result-same search query (p-value 0.070).

For the browsing patterns displayed in Figure 4.4, we found that the pairs 8-

9/10-12 were not statistical significant for the knowledge-search query pattern (p-

value 0.266) and the patterns involving multimedia and other browsing for the pairs

13-15/16-19 (p-values 0.113 and 0.094).

On overall, these findings suggest that providing media and content related to the

topics of the knowledge websites category can be highly beneficial for very young user,

particularly for improving the readability of educational content. We believe that this

aid can be provided in three ways: (i) providing definitions to complex words as it has

been suggested in domain specific IR [Azzopardi et al., 2012a]; (ii) text simplification

as it is suggested by Vettori and Mich [2011], and (iii) providing related results from

different resources to ease the interpretation of the information displayed by using,

for instance, results from different genres that may be more familiar and engaging

for children (e.g. images, sounds, games).

1http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/

Annex_3.pdf

http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/Annex_3.pdf
http://stakeholders.ofcom.org.uk/binaries/research/media-literacy/oct2012/Annex_3.pdf
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Figure 4.4: Browsing pairs likelihoods (Web search).

Figure 4.5: Search patterns likelihoods (Multimedia search).

4.5.2 Multimedia search triggers

Figure 4.5 presents the likelihood of having a search event on a multimedia vertical

given the non-browsing event types.

On overall, we observed that users between 10 and 19 were 2.4 times more likely

to submit queries on a multimedia vertical than adults after most of the non-browsing

events. We also observed that the fraction of sessions in which users aged 10 to 19

started the session with a multimedia query was 3% against 0.7% for adults. Even

though these percentages are small, the differences in the proportions between age

groups are still meaningful, since we are estimating these values from all type of

search sessions, in which web (contrary to multimedia) search is predominant.

We observed that the likelihood of performing a multimedia search for users up to

10 years old is comparable to the likelihood found for adults. We expected a larger
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Figure 4.6: Browsing pairs likelihoods (Multimedia search).

usage of multimedia verticals for the youngest group of users given that the content

available on these verticals are generally easier to parse than the websites returned

from the standard web search. The low usage found for these users may also be due

to the fact that users in these age ranges have been reported to have difficulties to

identify the tabs and hyper-links to the non-web verticals [Druin et al., 2010].

We found that web search events (from the same query) had the greatest likelihood

of leading to a multimedia search query. The fraction of web query events that led to

multimedia search was 6.9% for users between 10 and 19 and 3.7% for the other age

groups. On the other hand, the fraction of web result events (from the same query)

that led to multimedia search was around 1.0% for users between 10 to 19 and 0.3% for

the other groups. The higher proportion obtained for the former type of events (web

queries) can be explained by the fact that several users access multimedia verticals

by simply clicking of the tab of image or video search, procedure that automatically

send the same query to the multimedia vertical. Nonetheless, as it was mentioned

before, these values suggest that children under 10 years old do not use this strategy.

The proportion of web search results that led to multimedia search (with a dif-

ferent query) was also significantly higher on users from 10 to 19 years old. The pro-

portion observed for these users was of 4.5% against 1.3% for the other age groups.

This result is interesting because it shows that providing rich media from different

genre verticals (e.g. images) can improve the web experience of children in these age

ranges (e.g. through aggregated or faceted interfaces).

We observed that the fraction of each one of the browsing events that lead to

multimedia search was under 1% for all the age groups, except for the multimedia

browsing events which classify page views under similar services (e.g. youtube.com,

flicker.com) as browsing activities and account for 1.5% for the young group of users.

Nonetheless, we observed that young users were more likely to perform multimedia
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search after carrying out browsing activities than adults, as it was the case with

the search events. Figure 4.6 depicts the likelihoods of submitting a query to a

multimedia search service after a page view on each one of the browsing types. These

results indicate that young users employed more often multimedia search than adults.

We consider that improving the accessibility of video and image verticals to young

users can highly improve their search experience given that standard web search is

one of the main triggers of this type of search. Aggregated search interfaces seem to

be an ideal solution to provide results for these users since it eliminates the burden

associated to finding the links to the verticals or to locating the vertical results.

All the statistical tests for the proportions reported in Figure 4.5 and 4.6 were

proven statistical significant with p-values < 1E − 5. The following patterns in

Figure 4.6 were not found statistical significant: multimedia-search query for the pair

6-7/8-9 (p-value 0.601); headlisting-search query for the pair 6-7/8-9 (p-value 0.548)

and mailing-search query for the pair 10-12/13-15 (p-value 0.319).

4.6 Search trigger classification

In the previous section we explored the likelihood of a user to carry out web and

multimedia search given that the previous event was a browsing or a search event.

However, it is not clear that the browsing or search event triggers the new search.

Consider the following two examples to illustrate the cases when a browsing event

does and does not trigger a search event: (i) a user starts the session by going to a

social networking website. The user checks the inbox for new messages. Right after

the user decides to perform a web search to start collecting information for one of their

university duties. In this example, the browsing activity (social browsing) does not

trigger the search event, and the search respond to a change of mood of the user. Now

consider the following example: (ii) a 9 years old user starts the session by checking

the news. The user browses to an article in the science and environment section that

discusses new methods to halt rabies. The user does not what rabies is, thus the user

decides to copy and paste the word into the search engine box. After understanding

that rabies is an illness, the user comes back to the article. In the article the user

discovers that rabies is a major issue in certain jungles in South America. The user

is intrigued by this place and decides to switch to the search engine once again.

This time the user types the query: animals in south america. In this example, the

two queries submitted are triggered by the information need generated during the

browsing activity. In the first case, the query is a highly frequent keyword in the text

(i.e. rabies). In the second case the query is an information request related to the

content of the webpage and it is not explicitly found as a keyword in the page.

We attempt to quantify the proportion of browsing activity that triggers search

by classifying the pairs event → (search) web query into the following categories:



4.6. Search trigger classification 103

Figure 4.7: Proportion of trigger 1 for the browsing event pairs.

1. The query is explicitly mentioned in the browsing page.

2. The query is not mentioned in the browsing page but it is found in the domain

of the browsing page.

3. The query is not found in either the browsing page or its domain.

The first category captures the cases in which the query submitted after the browsing

event is explicitly mentioned on the webpage, and it has a high frequency. In the

previous example, the submission of the query rabies falls under this category since

the query is stated in the article several times. The second category captures the

cases in which the query submitted target information that is related to the content

of the browsing page explored but it not explicitly mentioned on the webpage, which

was the case in the previous example for the query animals in south america. The

third trigger occurs when the user wants to visit a well known resource but the user

does not recall the exact url (e.g. facebook, google).

These categories were proposed by Cheng et al. [2010] after manually inspecting

a sample of 200 sessions containing distinct browsing-to-search patterns. A set of

technologies were built to detect each case automatically. For the first category,

the query keywords are matched with the browsing website and a threshold is set to

classify only high frequent keywords. For the second category an analogous procedure

is carried out in the domain of the Website.

Figure 4.7 and Figure 4.8 depict the proportion of browsing event pairs trig-

gered by the first category (keyword) for the set of non-navigational and navigational

queries, respectively. The results reported were obtained by normalizing over the

set of event pairs of each browsing type. The proportions were estimated on the set

of browsing events that we were able to classify automatically. On overall for each

one of the age groups we classified around 40% of the event pairs.
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Figure 4.8: Proportion of triggers 1 and 2 for the browsing event pairs.

Particularly, we found a high proportion of the keyword trigger category for the

knowledge browsing event throughout all the age ranges, except for users aged 6 to 7

years old. The proportion for users between 8 to 19 years old was around 0.32, and

for older users was 0.23 approximately. The trend observed is consistent with the

findings described in the previous section. Recall that the probability of a knowledge

page view leading to search activity was higher for young users. This finding indicates

that a high proportion of these pairs indeed correspond to search triggers and not

necessarily to a change of mood or a change of topical interest. However, this trend

was not observed for the youngest group. For these users the proportion of search

query events triggered by keywords mentioned in the knowledge page was only 5%.

This result suggest that these users do not take the same effort shown by older users

to carry out follow-up searches related to the content they are browsing.

Interestingly, in Figure 4.7 is also observed that the proportion of search triggered

by knowledge search events decays for users over 25 years old. This may indicate that

these users do not need to carry out follow up searches as often as young users given

their greater language and topical capabilities. As it was shown in Chapter 3 in

sections 3.5.1 and 3.5.5, adult users have significantly larger query term vocabulary

and greater diversity in the topics searched. This result may also be due to the greater

search expertise of adults and due to the more developed criteria to self regulate their

searches and identify when the information collected so far is sufficient or not.

In respect to the mail and multimedia browsing activities, we did not observe a

clear differences between the age groups. For all the age ranges, the proportion of

keyword search category was around 15% and 18% respectively.

As it was expected, the social browsing event triggered a higher proportion of

search activity for the case of teenagers (13 to 19 years old), and the proportion

decayed for children up to 12 years old and users over 19 years old. Headlisting also

triggered a significant proportion of search activity for all age ranges, particularly
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for teenagers. This result was expected given that users often carry out follow up

searches to find information about items they are planning to purchase (e.g. review,

specs pages) or they have interest in.

In terms of statistical significance, all the proportions and pairs in Figure 4.7

and 4.8 were statistical significant (once again with very small p-values (< 1E − 5),

except for the following pairs for Figure 4.7: multimedia for 8-9/10-12 (p-value 0.362),

10-12/13-15 (p-value 0.201) and 8-9/13-15 (p-value 0.045).

For Figure 4.8: knowledge for 13-15/16-18 (p-value 0.062); social for 13-15/16-

18 (p-value 0.304); multimedia for 10-12/13-15 (p-value 0.421); kids for 10-12/13-15

(p-value 0.415), 13-15/16-18 (p-value 0.203) and 10-12/16-18 (p-value 0.354).

4.7 Conclusions and future work

4.7.1 Findings summary

In regard to RQ-3.1, a larger proportion of browsing activity (in respect to search

activity) was observed for all the age groups, however we found that young users had

a greater proportion of browsing events. 85%, 80% and 81% of the toolbar session

entries were browsing activities for children, teenager and adults respectively. We be-

lieve this result is due to the topic bias towards gaming and social services of children

and teenagers, services that are easily accessible without a search engine. This result

also indicates that current search engines need to address the search difficulties that

children and teenagers face in the Internet to attract more this segment of users.

For RQ-3.2 we found that most of the users engaged search from the beginning

of the session, although this behavior was more pronounced in the youngest group

of users. This was also the case for teenagers in the case of multimedia search. We

found that knowledge intense websites (e.g Wikipedia) had the highest likelihood of

triggering search for all the age ranges among all the browsing activities. Interestingly,

teenagers were found to be twice as likely to submit queries on multimedia services

than other age groups. Web search was the most likely activity to trigger multimedia

search. For the browsing activities knowledge and headlisting were the two type of

pageviews with the largest likelihood of triggering multimedia search.

4.7.2 Recommendation for the development of IR technol-

ogy for children

Aggregated interfaces are a promising alternative to present results from multime-

dia verticals related to the web results. We believe that this type of interfaces can

greatly benefit the search experience of children and teenagers. Recall that we ob-

served a large likelihood of query submission to these services after carrying out
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browsing activities. Tools to find complementary material for educational content

(e.g. Wikipedia, Simple Wikipedia) can also support the information collected by

young users. These tools may involve finding related audio-visual material and tools

for language simplification.

From our findings, methods to improve the access to knowledge search services

(with content readable by children) and multimedia content are urgently required by

the youngest group of users.



Chapter 5

Query Recommendation for Young

Users

This chapter is based on Duarte Torres et al. [2012, 2014b].

5.1 Introduction

In this chapter we explore query recommendation methods to help young users con-

struct queries with query senses targeting content suitable for them. Query rec-

ommendation functionality is commonly triggered by state-of-the art search engines

when a query is submitted. It consists of providing related queries to help users refine

their search and improve their chances to find what they are looking for.

The queries recommended can be composed of different words or can expand the

original query by means of keywords. The former type of query recommendations are

commonly elicited from search logs [Baeza-Yates and Tiberi, 2007; Wang and Davison,

2008]. The latter approach is also known in the literature as query suggestion and it

is suited to help users focus the search and alleviate the problem of finding the right

keywords for the query, which is particularly challenging for children [Druin et al.,

2009].

In this work we focus on providing query recommendation by suggesting keywords

or phrases that can be added to the user’s query. We opted for this option because

it is a natural way to help young users to expand their queries to focus the search.

As we observed in Chapter 3, young users’ queries are on average shorter and they

have a significantly smaller vocabulary in respect to adult users. We believe that

a careful selection of this type of query recommendation can provide a high impact

in the search experience of young users. The methods proposed in this chapter also

intend to mitigate the problem of finding irrelevant and unsuitable information, since

our suggestions boost search aspects that are related to young users search intents.

107
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Extensive research has been carried out on general-purpose query recommenda-

tion. Our work deviates from previous studies in that (1) the suggestions are aimed

at children’s and teenagers’ search intents and (2) the suggestions are constructed in

the absence of query logs.

We explore the construction of queries based on tags (from social media) that are

associated to the query web results and to previously known web resources for young

users. Tags from the bookmarking system Delicious are employed. We consider tags

a reasonable source of terms for query expansion given the high overlap of tags and

query terms found in large query logs [Yanbe et al., 2007]. Tags are a valuable resource

in the IR domain for children and teenagers since we can exploit the collaborative

information provided by users sharing web resources for this segment of users.

A novel method is proposed to boost tags that are frequently used to describe re-

sources for young users through a biased random walk based on information metrics.

The assumption of our method is that tags frequently associated to urls focused on

young users topics are better candidates to construct query suggestions for this pub-

lic. For instance consider the query cars. According to Google’s query suggestions,

common aspects of this query are car rentals, cars for sale, used cars, new cars, dis-

ney cars and car pictures. On the other hand, aspects oriented to satisfy young users

information needs should rather include car movies, car games, car toys, car coloring

pages, car pictures, car crafts. Our system ranks higher the latter tags, providing

more focused suggestions on content for young users (children in this case). This

method is compared against state of the art query suggestions and against other

biased random walks to prove its effectiveness. This can be stated as a research

question in the following way:

R.Q-5.1: To what extent does a random walk, biased by using information gain

metrics, improve the effectiveness of the query recommendations for young users

over traditional biased and unbiased random walks?

In the second part of the chapter is explored the usage of a learning to rank

approach to improve the ranking of the query suggestions. We employ the random

walk score along language models and topic features based on the category structure

of the Dmoz kids and teens section, in this way we emphasize further the suitability

of the suggestions for these users and the system is informed about the relevant topics

associated to the query. We explore the benefits and limitation on this approach:

R.Q-5.2: Can we improve the quality of the ranking of query recommendations by

combining the random walk score with features based on language models and

topical knowledge?

The quality of the results is evaluated using a large anonymized log sample of

queries and query reformulations from users aged 8 to 18 years old extracted from
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the Yahoo! Search engine. Additionally, we also employ a selected set of query refor-

mulations used to retrieve content aimed at children from the AOL query log. The

motivation of using the two test sets is to explore at what extend is possible to use

queries targeting content for young users, but not necessarily submitted by them, for

the evaluation of query recommendation methods in a large scale. This is a ques-

tion worth to be explored given the difficulty to access a large-scale set of queries

submitted by very young users:

R.Q-5.3: Can we substitute successful query reformulations submitted by young

users by using query reformulations targeting content for this user segment in the

evaluation of query recommendation?

The chapter is organized in the following manner: Section 5.2 discusses the rele-

vant related work to this chapter. Section 5.3 describes our random walk method and

the query representation employed. Section 5.4 describes in detailed how three well

established biased random walk can be mapped to our problem settings. Section 5.5

describes the data acquisition process. Section 5.6 presents the results obtained by

our random walk method by using the two test sets (Yahoo! Search and AOL logs).

We contrast our results against the selected biased random walks and state-of-the art

search engine query suggestions. Section 5.7 presents the features utilized to improve

further the ranking of results and the experimental results. In the last section is

summarized the findings in respect to the research questions and directions for future

work are discussed.

5.2 Related work

This work is related to the areas of query suggestion, query expansion, tag ranking

and biased random walks.

5.2.1 Query Recommendation

Extensive research has been carried out on query recommendation based on click-

through data from query logs [Baeza-Yates and Tiberi, 2007; Gao et al., 2010]. In

these methods the association between query and documents in the search graph is

mined to infer related queries. More recently, random walk frameworks have been

proposed to rank documents and queries using hitting time [Mei et al., 2008] and

based on the query-document frequency in the graph [Boldi et al., 2009; Craswell

and Szummer, 2007].

The method we propose utilizes the framework proposed by Craswell and Szum-

mer [2007]. However, our work deviates from theirs in the definition of the transition



110 Chapter 5. Query Recommendation for Young Users

probabilities and the normalization of these probabilities. Our motivation is to bias

the walk towards suggestions more appropriate for a specific niche of users (i.e. chil-

dren) which is not addressed by their work.

Recently, two random walk frameworks have been proposed to leverage query log

and social media annotation within the same graph. The first exploits the latent topic

space of the graph [Bing et al., 2011] and the second utilizes the graph hitting time

[Mei et al., 2008]. Their focus is to refine queries by exploiting the tag vocabulary of

social media and to provide exploratory and search query suggestions within the same

framework. Our work also exploits the annotations of social media for the generation

of query suggestions. However, our work differs in that the query suggestions are

generated in the absence of query logs, that is solely based on social media. Their

work also does not address the generation of suggestions for a specific group of users,

which we address by introducing a novel bias into the random walk. Finally, our

work differs in that we integrate the scores of the random walk in a learning to rank

approach to emphasize further the suitability of the suggestions for children.

5.2.2 IR for Children

Gyllstrom and Moens [2010] presented a variation of Page Rank to rank web pages

that are more suitable for children. They utilized label propagation to score doc-

uments. Our work deviates in the characteristics of the graph utilized (we employ

social media while they employ web documents) and in that we boost query sug-

gestions associated with content for children through information metrics between

a foreground model of tags used to describe content for children and a background

model. Moreover we improve over the results of our random walk using a learning to

rank framework by introducing features that are not trivial to add in a graph based

model. Gyllstrom and Moens [2011] presented a method to detect queries that repre-

sent controversial topics and topics for children. Their method filter topics by relying

on the query suggestions of a commercial search engine. In our work we provide

query suggestions in the absence of search engine’s query suggestion functionality.

Eickhoff et al. [2010] proposed a machine learning approach to filter content unsuit-

able for children. Although both problems are different (they addressed a binary

classification problem), some of the features we use are similar to the ones used in

their research. Nonetheless, the main feature in our approach is the random walk

proposed.

It is also worth to mention other efforts from the PuppyIR European project1 in

which some the content filtering, query suggestion, and topic detection mentioned

has been applied and presented as showcases [Azzopardi et al., 2012a,b,c; van der

Sluis et al., 2011].

1http://puppyir.eu

http://puppyir.eu
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5.2.3 Tag Ranking

Tag ranking has recently received attention given the proliferation of social media

sharing sites. Liu et al. [2009] proposed a method to estimate the relevance score of

a tag to an image based on probability density estimation. The estimation is further

refined using a random walk over a tag similarity graph. Several tag ranking methods

have been proposed in the domain of image tagging [Feng et al., 2012; Li et al., 2012,

2008; Zhu et al., 2010; Zhuang and Hoi, 2011]. On overall, these methods exploit

the similarity between tags based on the neighboring tags in the graph. Additional

evidence such as visual and semantic features and are also employed to reduce noise

and disambiguate the meaning of the tags.

Our work deviates in the structure of the graph and the bias introduced into the

random walk. In the previous works mentioned the graph consists only of tags and in

our problem it consists of tags and web resources. This graph structure is important

since we exploit the characteristics of web resources aimed at young users to bias the

random walk. Moreover, they do not consider the age dimension of the users.

5.2.4 Biased random walks

Biased random walks have been proposed before in different problem domains. Haveli-

wala [2002, 2003] proposed the Topical Page Rank. This is a variation of PageRank

in which the topic of the query and the urls are taken into account. The PageRank

score is refined by calculating multiple scores for each page, each score representing

the importance of the page in respect to a topic. These scores are then combined ac-

cording the importance of each query for the topic. The performance of this method

is further explored by Kohlschütter et al. [2007]. They found that the performance of

this method varies according the specificity of the topics considered, and that more

specific topics tend to lead to better results. Qiu and Cho build on the Topical Page

Rank and includes the user clicking story to enhance the ranking. Abou-Assaleh

et al. [2007] presents a similar method in which the search is focused on specific

topics. They obtained comparable results with less computational overhead.

Wu and Chellapilla [2007] proposed a biased random walk to extract link spam

communities when at least one of the members of this community is known. Their

method is referred as Spam Rank. The bias is introduced by employing decay prob-

abilities, in which nodes having a greater distance from the seed set are penalized.

Zhang et al. [2009] expanded Wu and Chellapilla [2007]’s work by proposing a method

to automatically enlarge the seed set. Gyöngyi et al. [2004] addressed the problem

of ranking pages avoiding spam. They used a seed set of trusted resources to avoid

spam instead of having a seed set to detect spam communities.

Fuxman et al. [2008] presented a random walk with absorbing states for the gen-

eration of keywords in the domain of sponsored search. The random walk is defined
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Figure 5.1: Query Suggestions Framework using the query cars as an example.

on a bipartite graph of queries and urls constructed from query logs. A set of seed

queries or urls are set as absorbing states to bias the random walk towards these

states and the relationship between queries and urls in the graph are exploited to

generate keyword suggestions. Their approach relates to our problem in that we are

interested in biased the random walk from a seed set of urls and tags. The generation

of keywords in this domain has been explored further [Hui et al., 2013; Ravi et al.,

2010].

In section 5.4 we present a more detailed description of the three methods: Topical

Page Rank, Spam Rank and the generation of keywords proposed by Fuxman et al.

[2008]. We describe details of how these methods can be mapped to the scenario

addressed in this chapter.

5.3 Method

We envisage a search service which uses state-of-the art search engines to deliver

content aimed at children [Duarte Torres, 2011]. In this system, the query submitted

by the user is sent to several search engines to retrieve keywords from the snippets and

titles of the web results. These keywords represent the possible topics associated to

the user’s query. Our task is to generate these keywords and rank them to construct

query suggestions. The ranking is carried out by first generating a ranked list of

candidate suggestions using the random walk. Secondly, the candidates’ ranking is

refined with a learning to rank approach, in which the random walk score is combined

with topic features and language model features. Figure 5.1 depicts the framework

employed to rank query suggestions. Note that under this scenario we do not have

access to search engine query logs which are widely used for query recommendation

[Boldi et al., 2009; Ma et al., 2011]. Although in our architecture it would be possible
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to register log activity, we would still face the cold start problems of not having data

to generate the query suggestions. Moreover given the increasing privacy concerns

and the characteristics of the audience targeted by our system (i.e. children), it is

desirable to avoid gathering user information. Recent search engines as DuckDuckGo1

and Yippy2 are gaining popularity in part for their policy of not storing user data.

5.3.1 Random Walk Towards Content for Children

Our random walk model uses a bipartite graph of web resources (i.e. urls) and tag

nodes. Previous research on tag ranking [Liu et al., 2009] employed random walks

methods for tag recommendation systems using a graph composed solely of tags. In

the setting of our problem is useful to treat urls as nodes as well, since our method

rely on a trusted set of web resources, which are used as seeds to bias the random walk

towards more relevant tags for the targeted audience. That is, tags more frequently

associated to urls that are known to be used by young users will be promoted over tags

employed more frequently to described urls for a different niche of users (i.e. adults).

Note that it is not straightforward to represent this information in graphs that are

only composed of tag nodes, moreover in this graph representation is possible to add

a measure of how reliable or trustful a seed url is.

In this work the graph was created using a set of the Del.icio.us bookmarks from

the collection presented by Wetzker et al. [2008]. Concretely, bookmarks of urls

known to be adequate for children and young audiences were extracted to create the

set of urls and tags. Details about the characteristics of the dataset are provided

in Section 5.5.1. Our random walk method is based on the framework proposed by

Craswell and Szummer [2007]. Formally the graph is defined as:

Definition 1. (bipartite graph of urls and tags): G = 〈U, T,E〉
where E = {(u, t)|(u, t) ∈ U × T}, U = {u1, u2, .., un} is the set of urls described by

tags T = {t1, t2, .., tm} and E is the set of edges in the graph.

Craswell and Szummer [2007] defines the transition probabilities as:

pfw(i|j) =

{
(1− α) c(i,j)∑

k:(j,k)∈E c(j,k)
if i 6= j

α if i = j

}
(5.1)

pbw(i|j) =

{
(1− α)

pfw(j|i)∑
k:(i,k)∈E pfw(k|i) if i 6= j

α if i = j

}
(5.2)

For the cases of forward and backward random walk respectively. The term c(i, j)

represents the number of times a tag i was used to describe a web resource j and

1https://duckduckgo.com/privacy.htm
2http://search.yippy.com/privacy
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the term α is the self transition probability which is used to slow the diffusion of

the scores. We employed both types of weighted functions as baselines. As it was

observed by Boldi et al. [2009], we found that the backward weight performs better,

although only marginally for our problem, as will be shown in the next section.

We propose to bias the random walk by introducing a weight based on the point-

wise Kullback-Leibler (KL) divergence metric. Intuitively, this metric promotes those

tags that have a greater likelihood to appear in a collection of content for children

(our foreground model) than in a corpus of content for adults (background model).

This intuition is exemplified in Figure 5.1 using the query cars. In this example the

most popular keywords associated to the query are jobs, rentals and reviews. Using

the baseline random walk we obtain pixar, jobs and reviews as the top ranked results.

However, when the KL weight is introduced, the latter two keywords are penalized

further allowing keywords such as pictures, games and coloring to be ranked better.

Equation 5.3 and 5.4 reflect the new transition functions.

pfwKL(i|j) = p(i) log
p(j)

g(j)
pfw(i|j) (5.3)

pbwKL(i|j) =

{
(1− α)

pfwKL(j|i)∑
k:(i,k)∈E pfwKL(k|i) if i 6= j

α if i = j

}
(5.4)

where p(i) is the probability of a tag (or url) to appear in the collection of re-

sources for children and g(j) is the probability of i to appear in the collection

of resources for the general public. We normalize the point-wise Kullback-Leibler

(KL) distances to lie between 0 and 1 in order to introduce them into the random

walk framework. The normalization was carried out using the maximum and mini-

mum KL point-wise distance in the collection in the following manner: kln(p||q) =

(kl(p||q)−min(KL))/(max(KL)−min(KL)).

We also found that using a uniform normalization for the transition of urls to tags

improves the performance of the random walk. Intuitively, this occurs because the

standard transitions of urls to tags tend to promote the most popular tags. However,

our focus is to promote tags that are more children (or teenager) oriented, which

are not necessarily the most popular for a given url. Thus, a uniform normalization

emphasizes the effect of the KL weight introduced in Equation 5.3 and 5.4. Using

this observation we renormalized the forward probability as follows:

pfwN(i|j) =


(1− α) c(i,j)∑

k:(j,k)∈E c(j,k)
if i 6= j, j ∈ T

(1− α)
pfw(j|i)∑

i:(j,i)∈E pfw(j|i) if i 6= j, j ∈ U
α if i = j

 (5.5)

From Equation 5.3, we need to estimate the probabilities of the tags and urls
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in the two corpora. These probabilities are estimated based on a set of Delicious

bookmarks that represent the interests of the target group.

We define a bookmark as a tuple containing an url and a tag which describes the

url: b = 〈ui, ti〉 where ui ∈ U, ti ∈ T , the set of urls and tags respectively. A collection

of bookmarks is defined as a bag of N bookmarks B = {1, b2, .., bN}.
We employ a set of bookmarks that contains trusted urls oriented towards a

specific audience: children and teenagers.

Definition 2. The (bag of bookmarks of trusted and oriented urls for a target au-

dience) is defined as:

Bk = {b1, b2, .., bN |url(bi) ∈ Uk} where Uk is the set of seeds urls and url(bi) extracts

the url from the bookmark bi.

The estimation of the transition probabilities depicted in Equation 5.3 is estimated

using maximum-likelihood estimation (MLE) using Bk for the foreground model and

B for the background model.

p(t) =
cfBk

(t)

|T |
, p(u) =

cfBk
(u)

|U |

g(t) =
cfB(t)

|T |
, g(u) =

cfB(u)

|U |

(5.6)

where |T | and |U | are the raw size of tags and urls in the collection Bk.

5.3.2 Query Representation

The query is represented as a single node in the graph and we define a special tran-

sition probability from the query node to the tag nodes of the graph. We do not

include transition probabilities from the query to url nodes because the user’s query

is represented as a bag of tags. The query representation is constructed from the

query itself and the tags found in the titles and snippets of the top ranked web re-

sults. The query can also be seen as a document constructed with the tags found on

the web results and the query. Formally we define the user’s query and the tag set

of a query as:

Definition 3. (User’s query) The user’s query of length l is represented as the se-

quence of words (w1, w2, .., wlthatareknowninthevocabularyoftags).

Definition 4. (Tag set of a query) The tag set of a query q consists of the m tags

extracted from a social bookmarking system S, which are associated to the top web

results of query q: Q= {t1, t2, .., tm}.

Thus, the query q is the union of the the set Q and the tokens that make part of

the user’s query and that are known in the vocabulary of tags. This representation
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is convenient because query suggestions can often be obtained directly from the key-

words appearing in the snippets of the web results [Yanbe et al., 2007]. Using this

query representation we define the transition probability p(t|q) as:

p(t|q) =
p(q|t)p(t)
p(q)

p(t|q) ∝ p(t)p(q|t)

p(t|q) ∝ p(t)

|q|∏
i=1

p(qi|t)

(5.7)

The first term on the right hand side is the likelihood of the candidate tag t in the

collection and the second term describes the likelihood of t co-occurring between the

tags in the query and the collection. These probabilities are estimated using MLE in

a similar fashion as in 5.6

p(qi|t) =
cf(qi, t) + µ p(qi)

|T |+ µ
(5.8)

where p(qi) is the prior probability of qi and µ is the Dirichtlet smoothing parameter.

5.4 Related biased random walks

In the following paragraphs we present the description of other biased random walks

that can be applied to our problem. We point out the differences between these

methods and our approach and we provide relevant implementation details adopted

for their comparison against our method.

5.4.1 Topic-sensitive page rank

The topic-sensitive page rank proposed by Haveliwala [2002] builds on the definition

of PageRank, in which the scores of the nodes are computed in the following manner:

~Scoret+1 = (1− α)M × ~Scoret + α~p (5.9)

where the element mij of matrix M is equal to 1/Nj (the inverse of the number of

outgoing links of node j) if there is a link from node j to node i and 0 otherwise.

And ~p =
[

1
|N |

]
N×1

.

Thus, the prior probabilities are uniform for all the nodes and the transition

probabilities are normalized uniformly by the number of outgoing edges. The bias is
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introduced by using as vector ~p the topic vector ~v (i.e. ~p= ~v), in which each element

in this new vector is defined in the following manner:

vi =

{
1
|Tj | if i ∈ T
0 if i /∈ T

(5.10)

Haveliwala [2002] defines the query representation based on the probability of the

query given the target topic:

p(cj|q) =
p(cj)p(q|cj)

p(q)
∝ p(cj)

∏
i

p(qi|cj) (5.11)

where p(cj) is the probability of topic cj (set uniformly in [Haveliwala, 2002]) and

p(qi|cj) is estimated using MLE based on the documents of the Dmoz category cj.

The scores of all the topics are combined in the following manner:

sqn =
∑
j

p(cj|q)scorejn (5.12)

where scoreqn is the score of node n in the graph (e.g. a url in PageRank) for the

query q.

The first key difference of the topic-sensitive PageRank method with the method

proposed in our work is that all the nodes are considered of the same class, while

we propose a graph that distinguishes between tag and url nodes. Also note that

the main bias introduced by this method arises in the non-uniform probabilities of

vector ~v, which makes uses of the number of outgoing links belonging to the target

topic. This bias is implicit in our method by the construction of the graph in which

only urls and tags from trusted resources for children are utilized. We implement the

topic-sensitive PageRank by considering that we are only targeting topics for children

(or teenagers). Thus we do not employ a vector of scores of different topics, instead

we estimate the scores for the children set of urls found in Dmoz as we do for our

method. We also utilize the query definition proposed in Equation 5.8 to make the

results comparable to our method.

5.4.2 Seed based random walk

Fuxman et al. [2008] proposed a random walk using a bipartite graph of urls and

queries (tags in our problem scenario) from query logs. Their algorithm assumes as

input the graph, a set of concepts and a set of seeds of urls or tags in which a seed

is mapped to a specific class. Their task is to recommend urls or tags related to the

seed set representing the concepts. We map their model to our settings by employing

only one class (i.e. content for children/teenagers) and by employing the bag of tags
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that represent the user’s query as the set of seeds. The task in our problem is to find

other tags related to the seed tags. The transition probabilities of this random walk

are defined in the following fashion [Fuxman et al., 2008]:

p(lt = c) = (1− α)
∑

u:(t,u)∈E

wtup(lu = c) (5.13)

where the weight values wtu = c(t,u)∑
k:(t,k)∈E c(t,k)

are the transition probabilities from

node t to node u. The value p(lt = c) represents the probability of a tag or url of

being absorbed by the nodes in the set seed during the random walk. In practice these

values are based on the accumulated random walk score. The transaction probability

from node u to node t is defined analogously.

Note that these transition probabilities are equivalent to the transition probabil-

ities defined in Equation 5.1. The main difference between the method proposed by

Fuxman et al. [2008] and our method is the way the bias is introduced to the random

walk. Fuxman et al. [2008] introduces the bias by establishing all the nodes from

the seed set (either urls or tags) as absorbing states. This is accomplished by setting

p(lt) = 1 if the node t belongs to the seed set and p(lt) = 0 otherwise. Note that this

implies that the values of the nodes belonging to the seed set are not updated with

the random walk, since they are set to 1 in the initialization step. Another difference

is the special normalization scheme adopted for the random walk (Equation 5.5) and

the use of a special query node to represent the query tags. Additionally, a thresh-

old is employed by Fuxman et al. [2008] to set as null absorbing states (nodes with

p(lt) = 0) those nodes in which the accumulated probability fall under the threshold.

This threshold is also used for efficiency purposes in the implementation.

5.4.3 Spam detection random walk

Wu and Chellapilla [2007] employed a biased random walk to extract spam commu-

nities. The input of the algorithm is a graph (all the nodes are of the same type) and

a seed set of nodes, which are used to bias the random walk. We map this method to

our problem scenario by employing the query bag of tags as the seed set. In this case

the tags related to the seed tags are seen as the spam community to be detected.

The node probabilities are updated using the following expression:

p(i)t+1 =
1

2
[I + AD] pt(i) (5.14)

where I is the identity matrix, A is the adjacency matrix of the graph and D is the

diagonal matrix in which the elements dii = 1
d(i)

where d(i) is the degree of node i.

The bias is introduced in the initialization step of the random walk, by setting the
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node probabilities in the following fashion:

p(i)t =

{
1/|S| if i ∈ S

0 otherwise
(5.15)

where S is set of seed nodes and |S| is the size of the set.

Wu and Chellapilla [2007] added four additional constraints to the random walk

in the implementation: (i) The probability scores are truncated to zero if they fall

under a specified threshold or if they fall in the bottom of the k-percentile probability

distribution. We adopted the former in our implementation. Note that an analogous

parameter is utilized in Fuxman et al. [2008] for optimization purposes; (ii) the

probabilities are renormalized to sum to one after each random walk iteration. This

process is carried out if there are leaf nodes with no children nodes. However, this

situation does not occur given the construction of our bipartite graph; (iii) a list of

trusted (white) domains are considered to prevent the random walk from following

links to these set of domains. This restriction is reasonable for spam detection since

trusted domains are unlikely to link to spam. However, we believe this restriction is

specific for spam detection and we did not consider it in our problem scenario; and

(iv) the node probabilities are biased by penalizing those nodes that have a greater

distance in respect to the seed nodes. This is carried out by weighting the node

probability p(i)t = p(i)t · 2δ(i), where δ(i) is the shortest path distance of node i to

the nodes in the seed set. This restriction was considered.

This method differs from our method in that it does not distinguish the types

of nodes (as it was the case with the topic-sensitive PageRank) and the transition

probabilities are defined based on the number of nodes in the seed set, thus the

information about the relationship of tags and urls is not captured. As it was the

case with the previous methods, the information of suitability for children represented

through the point-wise Kullback Leibler divergence metric is not captured.

5.5 Data set extraction

5.5.1 Training Data

As training data we created a set of Del.icio.us bookmarks from the collection created

by Wetzker et al. [2008]. To the best of our knowledge this is the largest collection of

social tagged data available for research. The collection contains 132 million book-

marks and 420 million tag assignments and was retrieved between December 2007

and April 2008. The set was created by extracting the bookmarks of the urls listed

in the Kids and Teens section of Dmoz. These urls link to “web sites that have been
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selected for age-appropriate content by a team of volunteer editors”1. These resources

have also been used in other information retrieval problems for young users [Eickhoff

et al., 2010; Gyllstrom and Moens, 2010] with positive results.

The data cleaning process has a particular importance in our problem since we

require well-formed and meaningful tags to construct query suggestions. We observed

that tags are noisy and their usage varies greatly among users. We estimated that 9%

of the tag volume were not useful as candidates for query expansion, either because

the tags were not descriptive or because they referred to web addresses (e.g. to-see,

www.sfgate.com). We also found a high percentage of ill-formed descriptive tags

(e.g. artist (music)) and a large percentage of multi-worded tags: both with and

without token separators (e.g. new-york, avrillavigne). Traditionally these problems

are addressed relying on the redundancy of the data. However, in our problem other

strategies are required given that the volume of information aimed at children (and

in general to a niche of users) is significantly smaller than the volume of data aimed

at the average user.

The data cleaning process was carried out in two steps: tag normalization and

tag filtering. For the normalization we first follow a rule-based approach to generate

a homogeneous representation of the multi-worded tags. Token separators such as

“ ”,“.”,“ ” were normalized to the character “ ”. For example this procedure maps

the tags star.wars and star-stars to star wars To normalize multi-worded tags (e.g.

avrillavigne) we define a relation R between the set of tags without token separation

T and the set of known multi-worded tags in the collection MT , in which each tag of

the form x1x2..xn is associated to one or more of their split forms (if any) x1 x2 .. xn.

The relation is defined as

R = {(a,B)|a ∈ T,B ⊆ Th, b ∈ Th ∧ a = buntokenized} (5.16)

where buntokenized is equal to the tag b without any token separation. This relation

gives us a set of candidate split forms for a target tag. However, it is still necessary

to decide when the tag has to be split since the split form of a tag is not always the

correct form (it may be due to misuse language). Three features were employed to

decide when tags of the form x1x2 should be split into x1 x2: (1) normalized point-

wise mutual information (nPMI ); (2) the ratio between the frequency of the tag in

the form x1 x2 and the form x1x2 (
fx1 x2

fx1x2
); (3) and the frequency of the tag in the

form x1 x2.

PMI is commonly used in NLP for mining collocations. A drawback of PMI is its

sensitivity to the frequency of the terms involved in the calculation [Van de Cruys,

2011]. Higher PMI values indicate a higher association between the terms, nonethe-

less high values can also hold even if the two terms rarely occur in the collection.

1http://www.dmoz.com
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For this reason we employed nPMI which is less sensitive to the sparsity of the data.

Equation 5.17 shows how the nPMI is calculated for two terms. To calculate the

nPMI for n terms we employed the total correlation information metric, which is one

of the possible generalization of PMI. This metric measures the amount of informa-

tion that is shared among a set a random variables [Van de Cruys, 2011]. Equation

5.17 and 5.18 shows its definition.

pmi(x1, x2) = log

[
p(x1, x2)

p(x1)p(x2)

]
,

npmi(x1, x2) =
pmi(x1, x2)

− log [max(p(x1), p(x2))]

(5.17)

pmi(x1, x2, .., xn) = log

[
p(x1, x2, .., xn)∏n

i=1 p(xi)

]
,

npmi(x1, x2, .., xn) =
pmi(x1, x2, .., xn)

− log [max(p(x1), p(x2), .., p(xn))]

(5.18)

The ratio
fx1 x2

fx1x2
was employed as a feature to decide when to split hyphenized

tokens, since in some cases the terms within a split tag have a high level of association

but the correct form is as a single token (e.g. hummingbird). The threshold values for

the three features were set experimentally to maximize precision on a sample of 2,000

tags without being split and their manually annotated correct split form. Concretely,

by setting the parameter (i)npmi to 0.4, (2) the ratio to 0.015 and the (3) frequency

threshold to 3 we were able to obtain a maximum precision of 87% on the sample

extracted.

We also filter out tags satisfying any of the following conditions: (i) is in the

dictionary of tags that refer to adult or explicit content; (ii) is used for personal

administrative purposes (i.e. to-do, to-see); (iii) contains non-alphanumerical char-

acters; (iv) is a url or points to a web service or (iv) was submitted by less than 3

users in the entire collection.

5.5.2 Test Data

We employed a large anonymized sample of search logs from the Yahoo! Search engine

from May 2010 to August 2010. We only used logs from registered users that provided

birth date, gender and a valid zip code. We used a subset of the age segments defined

in Chapter 3:

• Readers: 8-9 years old

• Older children: 10-12 years old
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• Teenagers: 13-15 years old

• Adults: over 18 years old

We left out the group of users aged 6-7 and 16-18 for simplicity. For each group

of users we create a set of query tuples containing the query submitted by the user

and a query reformulation which occurred within the same search session. In this

work a search session is defined as a sequence of events S = 〈e1, e2, .., en〉 ordered

in chronological order such that timestamp(ei+1)− timestamp(ei) ≤ 30 minutes for

every i. Each event can be either a query submission (eqi ) or a click on a url (eci).

The time window length of 30 minutes is widely used in the literature [Huang and

Efthimiadis, 2009; Jensen et al., 2006; Wang and Davison, 2008] and it has also been

shown to be appropriate for search sessions of young users [Bilal, 2002; Druin et al.,

2009].

A query eq
′

i+1 is a query reformulation of eqi if (i) the former is a prefix (e.g. brit,

britney spears) or a suffix of the latter (e.g. wars cheat codes, lego star wars cheat

codes), or the latter contains all the words of the former plus another word, inde-

pendently of the order in which the words appears (e.g. york giants, super bowl york

giants xxv) and (ii) there are no query events between them, although there can be ar-

bitrary number of click events between the two queries (i.e. S =
〈
eqi+1, e

c
i+2, e

c
i+3, e

q′

i+4

〉
is allowed).

Using this procedure we obtained in the order of thousands of query tuples sub-

mitted by users aged 8 to 12 years old and hundreds of thousands for users over 12

years old.

We follow an analogous procedure to extract query tuples from the AOL search

logs. Nonetheless since no user age information is provided in these logs we employed

the method described in Chapter 2 to extract search sessions with clicks landing on

trusted content for children. These queries are identified by matching the urls clicked

in the log with the domains listed in the Dmoz kids and teens section. Search sessions

were grouped according the target audience of the urls (i.e. kids, teens and adults)

instead of the user age. In Dmoz, urls tagged as for kids represent urls appropriate for

children aged 8 to 12. In this chapter, with teenagers we refer to content appropriate

for users aged 13 to 15 years old.

From the AOL logs were extracted around 480K queries and 20K sessions. From

these sessions we obtained in the order of tens of thousands of query pairs for the

three age groups.

5.6 Random Walk Evaluation

Assessing the quality of query suggestions can be a hard task given that the intent

of the user is rarely clear from solely the query. However, we consider that the query
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query source query suggestion

monsters bing truck games, jobs, high, jam, energy
rw+kl inc,music, film, pixar, images

AOL scary

sol practice bing in computer, fourth grade
quizzes rw+kl test, learning, history, science sites

AOL world history, history

free jigsaw bing online, online for adults, play, natgeo
puzzles rw+kl puzzles games, play , for kids, online

Yahoo! play

the cake bing t-shirt, meme, lyrics, song
is a lie rw+kl portal, guide, walk-through, games

Yahoo! portal

Table 5.1: Query examples from the query logs.

suggestions that are frequently submitted by users of a given age range represent a

good approximation of good query suggestions for this particular segment of users.

A similar assumption has been adopted in previous query recommendation studies

[Bing et al., 2011; Szpektor et al., 2011].

The performance of the query recommendation task was measured in terms of re-

call and NDCG. NDCG stands for Normalized Discounted Cumulative Gain, which

is a measure of the effectiveness of IR systems in correctly ranking the results com-

pared to an optimal ranking1. All the metrics are calculated based on the set of query

tuples extracted and described in Section 5.5.2. Concretely, we have two datasets for

testing: query tuples extracted from the AOL search logs, and query tuples extracted

from the Yahoo! Search logs.

To calculate the performance scores we define the set of query pairs from the

gold standard as G = {〈q, q′〉} where q′ is a query reformulation of q. And the set

Sn = {〈q, q′, r〉} where q′ is a query suggestion of q and r is the ranked position of q′.

For instance, recall is calculated as r = |Sn∩G|
|G| . The intersection between the set of

query suggestions and query reformulations was performed using exact matching.

Table 5.1 presents query examples of the query suggestions provided by our

method, the Bing search engine, and the gold standard for the queries extracted

from the AOL and Yahoo! logs.

We compare the performance of the two variations of our method (Equation 5.3

and 5.4) for the forward and backward propagation schemes respectively) against the

random walk baseline (Equation 5.2) established by Craswell and Szummer [2007]

framework. Additionally, we compare the results obtained by our method against the

Bing query suggestions. The evaluation was carried out using two test sets consisting

1http://en.wikipedia.org/wiki/Discounted_cumulative_gain

http://en.wikipedia.org/wiki/Discounted_cumulative_gain
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of query pairs extracted from the AOL logs and from the Yahoo! Search logs.

In a later stage of this work, we also compared the performance of our method

with the three biased random walks described in Section 5.4 using the AOL search

logs. This comparison was not carried using the Yahoo! Search logs since this set was

no longer accessible to any of the authors at this stage.

For all the methods two data models were employed: kids and teens. The model

kids utilizes the domains from the Dmoz directory labeled as suitable for children up

to 12 years old. The teens model employs the domains labeled as appropriate for

users from 13 to 15 years old. Recall that the graph is constructed based on the seed

urls from Dmoz.

The graph constructed with the kids model contains 91.6K edges and 20K nodes

(12.9K urls and 7.1K tags). The graph teens contains 1.3M edges and 258K nodes

(62.7K tags and 195.4K urls). In the tables shown in this section the baseline will

be referred as rw-b and the two variations of our method as rw-kl-f and rw-kl-b

respectively.

For each test set (AOL and Yahoo! Search logs) we report two type of results:

using pairs in which the reformulation land on a click and using pairs in which this

click last at least 100 seconds, also referred as long clicks [Hassan et al., 2010b]. Long

clicks have been shown to be a strong predictor of search success. It has been widely

reported [Craswell et al., 2008; Hua et al., 2011] that users tend to click on top ranked

results even if these results do not contain the information that users are looking for.

Duarte Torres and Weber [2011] showed that this behavior is even stronger for users

of young ages. The motivation behind using this restricted query set was to reduce

this behavioral biased.

It is important to mention that there is a vocabulary gap between the training

and test data since the datasets were extracted from different time windows. We

found that the vocabulary intersection between the children query reformulations

and the tag vocabulary was of 35% and 46% when using the kids and teens model.

The intersection for teenager queries was slightly lower (32% and 41% respectively).

Similar percentages were found in the AOL logs. These results indicate that the recall

metrics obtained using these data sets are bounded to the percentages mentioned. All

the results presented in the following sections were obtained by splitting the dataset

in 10 folds and averaging the metric estimated (e.g. recall). The results reported were

proven to be significant using the t-test with 0.01 level of confidence.

5.6.1 Experimental parameters

The parameters of our model and the biased random walks were set experimentally

to maximize performance on an independent query sample extracted from the AOL

log. The best settings were used to evaluate both query sets. For our method we set
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the number of iterations of the random walk to 30 and we set the parameter α to

0.1. The smoothing parameter µ of Equation 5.8 was set to 1200.

For the topical sensitive PageRank we set α to 0.3 and we employed 20 iterations.

For the method proposed by Fuxman et al. [2008] we set α to 0.1 and we employed

25 iterations. For the method presented in Wu and Chellapilla [2007] we set the

number of iterations to 25. The parameters found are similar to the ones reported by

Haveliwala [2002], Fuxman et al. [2008] and Wu and Chellapilla [2007]. We will refer

to these methods in the AOL result tables as topicalRank, seedRank and spamRank

respectively.

5.6.2 AOL Query Log Results

Tables 5.2 shows the recall values obtained for the query pairs extracted from the

AOL query log for the case in of the reformulations that led to clicks. We found that

both variations of our method outperform the baseline and the Bing query suggestions

for the children and the teenager queries. However, this is not the case for the set of

adults queries, which was expected given that our random walk method give priority

to tags that are more popular for young users.

We observed that the maximum gain obtained is for the children queries when

considering the top 10 suggestions: 8.0% in respect to the baseline and 10.0% in

respect to Bing. For the teenagers queries the maximum gain is also obtained when

considering the top 10 suggestions with the teens model: 6.2% in respect to the

baseline and 8.1% in respect to Bing.

We also found that for all the results the best performing model is aligned with the

queries they target. For instance, the kids models perform better on queries targeting

content for children and similarly for the teens model. This result is interesting

because the kids model is considerably smaller than the teens models and yet the

recall scores are higher. This result suggests that simply adding web resources to

the model may not lead to better results. Thus, the usefulness of the web resources

seems to play an important role when ranking query suggestions.

From Table 5.2 we also observed that rw-kl-b performs consistently better than

rw-kl-f and the performance difference in terms of recall between the two methods is

up to 2.1%. The performance trends observed for the recall results were also reflected

for the NDCG scores, as is shown in Table 5.3, which shows that the quality of the

ranking is also improved by a reasonable margin.

It can be argued that these results are biased since the same collection of domains

is utilized to extract the set of query pairs and to extract the set of bookmarks

employed to construct the random walk graph (i.e. build the model). We show in the

next section that all trends and results for the AOL logs also hold on the large set of

query pairs extracted from Yahoo! Search.
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We verified that the results reported in Table 5.2 and 5.3 were statistical significant

by applying a paired t-test at the 0.01 level of confidence between the mean differences

reported for all the possible pair of methods considered. We found that the differences

reported between all the methods (e.g. Bing vs. rw-b, Bing vs. rw-kl-f, rw-b vs. rw-

kl-f ) were statistical significant for all the results reported. However, the exception

was for the set of adult queries for which the difference between the methods rw-kl-f

and rw-kl-b were not statistical significant. Values that were not proven statistical

significant (between our two random walk variations) are underlined in the result

tables.

Tables 5.4 and 5.5 show the results obtained for the set of AOL query reformu-

lations in which the reformulation leads to a long click. All the methods obtained

lower performance values. For instance for the children queries Bing obtains a recall

of 1.8% when considering the top 10 suggestions in contrast with the 2.1% obtained

when using the first set of query pairs. Similarly the NDCG score obtained by Bing

for the teenager set of queries (at top 10 suggestions) is of 0.031 in the first set and

0.024 in the second. These results suggest that the problem of predicting query re-

formulation is harder when we are targeting reformulations that lead to long clicks.

It is important to mention that even though we observed lower performance values,

the ratio between our method and the two baselines were larger. For instance, when

considering the top 10 suggestions the performance gain of rw-k-b in respect to rw-b

was 8.5% and 10.2% in respect to Bing. Using the first set of query reformulations

the performance gains were of 8.1% and 10.0% respectively. These values indicate

that our method performs better to predict query suggestions that lead to long clicks

which is convenient since these query suggestions have a higher likelihood of leading

to relevant information.

5.6.3 Biased random walks results

In respect to the three biased random walks we observed that the TopicalRank has

the lowest performance. We observed a performance loss of 1% to 3% in terms of

recall in respect to rw-b (our first baseline). On the other hand we observed that

the seedRank and spamRank perform similarly although the latter outperforms the

former when considering the top 5 ranked query suggestions. These two methods

outperform rw-b varying from 1% to 3% (in terms of recall) depending of the query

set and the model employed. Nonetheless our method still performs better than all

the biased random walks by a significant margin. In particular we observed that our

method outperforms by a larger margin the biased random walks when considering

the top 5 ranked results. For instance the recall gain with respect to spamRank for

the kids model and children query set was of 4.6% and 4.4% at top 5 and top 10

respectively. The precision gain in respect to rw-b was of 6.2% and 8.0% respectively.
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From the results obtained for the query suggestions landing on long clicks reported

in Tables 5.4 and 5.5 we observed, on overall, lower performance for the three biased

random walks considered, as it was the case for the Bing query suggestions and the

rw-b method. This behavior was particularly noticeable when considering recall and

NDCG at top 10. For instance for the children query set and for the kids model,

the recall for seedRank, TopicalRank and spamRank was 3.7%, 2.3% and 4.9% in the

query set with all the clicks while in the query set with long clicks was 3.6%, 2.0%

and 3.3% respectively. At top 10, the performance varied from 7.6%, 2.7% and 7.6%

to 5.3%, 2.6% and 6.6% for the three biased random walks respectively.
We found that the performance gain of our method in respect to the two best

performing biased random walks for children queries tend to be higher when the
evaluation is carried out on the query set with reformulations landing on long clicks.
On the other hand we observed slightly lower performance gains for the teenager
query set. For instance when using the best performing models (e.g. the model kids
for the children query set) the recall gain in respect to spamRank for the children
query set was 6.2% at top 5 and 6.1% at top 10, while the recall gain observed for
the query reformulations landing on clicks (not only long clicks) was of 4.6% and
4.5% a top 5 and top 10 respectively. For the case of the teenager query set, the gain
varied from 4.3% to 4.9% for the query set on clicks and long clicks respectively when
considering results at top 5, and 4.3% to 4.9% when considering results at top 10.

5.6.4 Yahoo! Search Engine Logs

Recall that the previous data set represent queries aimed at retrieving content for

children and this dataset represent queries submitted by users for which their age

can be estimated using the user profiles. Thus the results reported from this data

provide a clearer picture of the performance of the methods for queries submitted

by young users. Tables 5.6 and 5.7 report the recall and NDCG scores obtained

by all the methods. As it was the case with the AOL query log, we observed that

our random walk method outperforms the baseline and the query suggestions from

Bing. Similarly rw-kl-b consistently performs better than rw-kl-f. The performance

gain obtained by our method against the baseline and Bing was on the same order

(around 6.1% with respect to the baseline and 9.2% with respect to Bing).

Interestingly, we found that the biggest performance gain is obtained for the

youngest group of users and the gain decreases for older users. Another important

difference observed with respect to the experiments on the AOL data is that the

performance gain is higher when considering the top 5 suggestions and not the top

10. This is a desirable result given the importance of ranking suggestions at the top

positions in the case of child users [Duarte Torres and Weber, 2011]. This result is

also reflected by the low recall Bing has for the youngest group of users, particularly

at top 5 (3.6% for users aged 8-9 vs 6.2% for adults). However, at top 10 the recall
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query set model Bing rw-b rw-k-f rw-k-b gain

Top 5

8-9 kids 3.6% 5.3% 11.1% 11.9% 6.6%
teens 4.2% 8.0% 8.1% 3.9%

10-12 kids 3.7% 4.4% 8.3% 10.1% 5.7%
teens 4.3% 5.4% 5.7% 1.4%

13-15 kids 4.1% 1.0% 3.0% 4.3% 3.3%
teens 5.0% 8.6% 9.4% 4.4%

adults kids 6.2% 0.3% 1.1% 2.1% 1.8%
teens 0.4% 5.0% 5.8% 5.4%

Top 10

8-9 kids 7.6% 9.2% 14.0% 15.0% 5.8%
teens 8.4% 12.2% 12.2% 3.8%

10-12 kids 7.6% 8.2% 12.1% 12.8% 4.6%
teens 7.5% 8.0% 8.9% 1.4%

13-15 kids 7.9% 1.7% 7.0% 7.4% 5.7%
teens 5.0% 10.2% 11.3% 6.3%

adults kids 7.9% 3.2% 2.8% 3.5% 0.3%
teens 6.5% 7.6% 7.8% 1.3%

Top 50

8-9 kids 7.6% 15.3% 21.0% 21.5% 6.2%
teens 17.1% 22.1% 23.2% 6.1%

10-12 kids 7.6% 13.1% 16.3% 17.1% 4.0%
teens 15.7% 20.6% 21.2% 5.5%

13-15 kids 7.9% 4.8% 13.1% 13.5% 8.7%
teens 15.2% 17.4% 18.5% 3.3%

adults kids 7.9% 4.3% 4.9% 5.6% 1.3%
teens 7.1% 8.1% 8.9% 1.8%

Table 5.6: Recall comparison using the Yahoo! Search logs.

performance of Bing is comparable across all the age groups. This trend suggests

that queries from the youngest users are more frequently on the long-tail than queries

from adults and teenagers. This observation emphasizes the usefulness of our method

to address this type of queries since the best performing scores of our method are

obtained at top 5 for the youngest group of users.

As it was the case with the AOL data, the best performing model was aligned with

its targeting age group. That is, the model kids which targets users under 12 years

outperforms the teens model for queries of users from 8 to 12 years. Similarly, this

model provided a better ranking quality, as it is shown in Table 5.7. We believe that

this result is valuable because it suggests that the method proposed can be exploited

on different information domains or on a different niche of users by carefully choosing

the set of seed urls (i.e. model).

Tables 5.8 and 5.9 show the results obtained with the Yahoo! Search logs using
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query set model Bing rw-b rw-k-f rw-k-b gain

Top 5

8-9 kids 0.023 0.043 0.117 0.121 0.078
teens 0.032 0.083 0.084 0.052

10-12 kids 0.039 0.044 0.105 0.110 0.066
teens 0.037 0.052 0.053 0.016

13-15 kids 0.041 0.017 0.026 0.028 0.011
teens 0.034 0.079 0.082 0.048

adults kids 0.055 0.000 0.018 0.020 0.020
teens 0.041 0.049 0.051 0.010

Top 10

8-9 kids 0.023 0.060 0.130 0.132 0.072
teens 0.058 0.129 0.133 0.075

10-12 kids 0.040 0.061 0.119 0.121 0.060
teens 0.051 0.066 0.069 0.018

13-15 kids 0.041 0.019 0.038 0.040 0.021
teens 0.041 0.086 0.088 0.047

adults kids 0.055 0.010 0.033 0.035 0.025
teens 0.051 0.054 0.056 0.005

Top 50

8-9 kids 0.023 0.079 0.149 0.152 0.073
teens 0.076 0.137 0.137 0.061

10-12 kids 0.040 0.079 0.135 0.137 0.058
teens 0.080 0.106 0.109 0.029

13-15 kids 0.041 0.022 0.068 0.070 0.048
teens 0.065 0.118 0.120 0.055

adults kids 0.055 0.005 0.049 0.054 0.049
teens 0.005 0.059 0.060 0.055

Table 5.7: NDCG comparison using the Yahoo! Search logs.

only the query reformulations that lead to long clicks. As we observed with the AOL

logs, the performance values in terms of recall and NDCG were lower that the results

obtained with the first set. Importantly, we also observed that the ratio gains between

our method and the two baselines were also higher for these query reformulations,

which suggests that the query suggestions provided by our method are more likely

to lead to relevant content. For instance the performance gain in respect to Bing

and rw-b for the queries of users from 10-12 years at top 10 was 7.9% and 6.3%

respectively while the gain in the set of all clicks (not only long clicks) was of 7.4%

and 5.8% respectively.

We apply the method described in the previous section to verify the statistical

significance of the results. Similarly, we found all the results (when comparing all the

combination of methods and within the models) were statistical significant at the 0.01

level. However, we found that for few cases the difference between our two random
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query set model Bing rw-b rw-k-f rw-k-b gain

Top 5

8-9 kids 2.7% 4.7% 11.0% 11.7% 7.0%
teens 4.2% 7.8% 7.9% 3.8%

10-12 kids 3.2% 4.1% 8.2% 8.8% 4.7%
teens 4.1% 5.2% 5.6% 1.5%

13-15 kids 3.5% 0.8% 3.0% 4.3% 3.5%
teens 4.7% 8.5% 9.3% 4.6%

adults kids 5.7% 0.1% 0.9% 2.1% 2.0%
teens 0.2% 4.8% 5.7% 5.6%

Top 10

8-9 kids 7.1% 8.7% 13.9% 15.0% 6.3%
teens 8.3% 11.9% 12.0% 3.7%

10-12 kids 7.3% 7.6% 8.9% 9.9% 2.3%
teens 7.0% 7.9% 8.9% 1.9%

13-15 kids 7.1% 1.3% 6.8% 7.3% 6.0%
teens 5.0% 10.1% 11.2% 6.2%

adults kids 7.2% 2.9% 2.6% 3.4% 0.5%
teens 6.2% 7.3% 7.6% 1.5%

Top 50

8-9 kids 6.8% 14.9% 20.9% 21.5% 6.6%
teens 17.1% 21.9% 23.2% 6.1%

10-12 kids 7.2% 12.7% 16.1% 17.1% 4.4%
teens 15.4% 20.4% 21.1% 5.7%

13-15 kids 7.4% 4.6% 13.1% 13.5% 8.9%
teens 14.9% 17.3% 18.3% 3.5%

adults kids 7.2% 4.0% 4.8% 5.5% 1.5%
teens 7.0% 8.0% 8.8% 1.8%

Table 5.8: Recall comparison using the Yahoo! Search logs (long clicks).

models were not statistical significant. These cases are shown with underlined values

in Tables 5.6 and 5.7.

It is important to mention that the low values of NDCG reported are due to

the sparsity of the data. On average we collected 1.6 query suggestions per query.

Nonetheless, numbers on the same order have been reported on query recommenda-

tion studies for long-tailed queries [Szpektor et al., 2011].

5.7 Learning to Rank Tags

State of the art search engines employ large number of features to rank web results.

In the previous section we showed that our method outperforms traditional random

walks and a state-of-the art search engine in the problem of recommending queries to

young users. We consider that the results can be improved further using a learning
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query set model Bing rw-b rw-k-f rw-k-b gain

Top 5

8-9 kids 0.019 0.039 0.116 0.120 0.081
teens 0.030 0.081 0.083 0.053

10-12 kids 0.033 0.042 0.105 0.109 0.067
teens 0.035 0.049 0.051 0.017

13-15 kids 0.026 0.013 0.024 0.026 0.013
teens 0.029 0.069 0.079 0.050

adults kids 0.042 0.001 0.016 0.020 0.019
teens 0.038 0.047 0.051 0.012

Top 10

8-9 kids 0.020 0.059 0.128 0.130 0.071
teens 0.053 0.130 0.131 0.078

10-12 kids 0.034 0.057 0.115 0.120 0.063
teens 0.051 0.067 0.067 0.016

13-15 kids 0.039 0.015 0.037 0.086 0.071
teens 0.042 0.083 0.086 0.044

adults kids 0.051 0.002 0.031 0.035 0.033
teens 0.040 0.050 0.053 0.013

Top 50

8-9 kids 0.022 0.076 0.150 0.152 0.076
teens 0.076 0.135 0.135 0.060

10-12 kids 0.038 0.077 0.134 0.138 0.061
teens 0.077 0.105 0.108 0.031

13-15 kids 0.040 0.021 0.064 0.068 0.048
teens 0.064 0.118 0.121 0.057

adults kids 0.054 0.007 0.047 0.051 0.044
teens 0.047 0.054 0.060 0.012

Table 5.9: NDCG comparison using the Yahoo! Search logs (long clicks).

to rank framework in which our random walk method would represent one of the

features. We envisage three types of features to improve the system: language models,

topic features, and distance to seed tags. In the following paragraphs we describe the

features introduced for each one of these categories.

5.7.1 Language Model Features

We expect query suggestions to appear more frequently in the same documents in

which the query occurs, particularly on documents written with a vocabulary appro-

priate for children. We build a language model using the websites listed in the Dmoz

kids and teens directory to estimate the likelihood of a query suggestion candidate

to co-occur in the neighborhood of the user’s query. The language model is defined
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in the following way:

p(q|Mct) =

|q|∏
i=1

p(qi|Mct) (5.19)

where Mct is the language model of the context in which the query suggestion t

occurs. The context is constructed using n-grams in a window of n words before and

after qi. Note that this window can be set as the whole document or as fine-grained

section of the document. The probability is estimated in the following manner:

p(qi|Mct) =
cfMc(qi, t) + µ p(qi|M)

|C|+ µ
(5.20)

where M is the entire Dmoz collection, |C| is the total of n-grams in the context (i.e.

pseudo document) we are considering and µ is the Dirichlet smoothing parameter.

We estimated these parameters for optimal performance using a set of the queries of

the AOL query log. The context window was set to 20 words before and after t and

µ to 800.

We also expect suggestions more frequently used by children to appear more

frequently in the Dmoz kids and teens collection. For this reason we consider as a

feature the probability of the query suggestion in this collection: p(t|M).

5.7.2 String features

We employed two simple string features: (i) query length and (ii) query suggestion

length. We believe children favor shorter query suggestions since these suggestions

tend to represent simpler words. We represent the length of the query by the number

of tokens and by the number of alpha numerical characters. We report only the later

since the results obtained by both approaches were identical.

5.7.3 Topic Features

We hypothesize that the rank of the suggestions can be improved informing the sys-

tem about the topics that the query targets and the candidate suggestions that best

represent the content of these topics. Consider the query penguin. The suggestions

games, online and cheats are the 3 top ranked results provided by our random walk.

Although, these suggestions are coherent and appropriate for children, the user sub-

mitting this query may be targeting general information about the flightless bird

(e.g. for a school homework), or the user may simply be looking for pictures or videos

of penguins instead of gaming related content. In the Dmoz kids & teens directory,

penguin is associated with the topics School Time\Science and to Games\Computers

and Videos. Using this information our system can boost the suggestions related to
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the topic school time, which are under-represented given the dominance of the gaming

aspect for this query in our data.

The strategy is to generate a topic representation of the query and the candi-

date suggestion to estimate the topic coherence between the two elements. For this

purpose, a query topic classifier was implemented by indexing the documents in the

Dmoz Kids and Teens directory, which were appropriate for children up to 12 years

old. We indexed around 15K websites with this approach. In this collection each

document is located under one or more categories. Documents were mapped to top-

ics by utilizing the most popular (in terms of size) and specific category to which the

document belongs. We trim the depth of the category to two levels as an attempt to

avoid data sparsity. This procedure led to 60 different categories or topics.

The classification of queries and query suggestions is carried out based on the

top 100 matching documents (using standard tf-idf ranking). Concretely the topics

associated to each one of the results returned for the query are fetched and the

retrieval score are aggregated on a per topic basis. In this manner we obtain a weight

of the importance of each topic for the query. A vector of topic features is constructed

by normalizing the scores in the vector between 0 and 1 (non-matching topics are

assigned an score of zero). Formally, each topic feature is defined in the following

manner:

catq(z) =

|R100|∑
j=1

I(z = category(docj)) ∗ score(docj) (5.21)

where I is the identity function and category(d) is the function that maps a document

to a Dmoz category. The catq(z) values are normalized by dividing over the sum of

all the topic features calculated given a query q.

Using these features, each document is represented as the vector:

VQ = (catq(1), catq(2), .., catq(|z|)) where |z| is the total number of topics considered

in the system.

Concretely we employed the topic vectors as features in two ways:

• the vector representation of the query as a set of features of size |z|

• by computing the cosine similarity between the topic vector of the query and

the candidate query suggestion: sim =
∑|z|

i=1 Ai×Bi√∑|z|
i=1 Ai

∑|z|
i=1Bi

The motivation of the latter is to capture the topical cohesion between the query and

the query suggestion.

5.7.4 Similarity to Seed Keywords

Seed tags as for kids or kids are often employed to signal that a web resource is de-

signed for children. For this reason we expect children-oriented suggestions to appear
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more frequently near these seed tags. We estimate the distance between the candidate

query suggestion and a pre-defined set of seeds tags (concretely, for kids, for children,

kids, 4kids). We expect this feature to stress candidate query suggestions that are

more children friendly. The estimation was carried out by summing the probabilities

of the query suggestion being used to describe a web resource in conjunction with

the seed tags:

sim(tj, s) =

∑|s|
i=1 p(tj|si)p(si)∑|T |

j=1

∑|s|
i=1 p(tj|si)p(si)

(5.22)

p(tj|si) =
cf(tj, si)

cf(si)
(5.23)

where s is the set of seed tags and |T | is the set of tags in the vocabulary. The

probability p(tj|si) is estimated on the delicious corpus which was also utilized for

the random walk.

5.7.5 Learning to Rank Evaluation

We evaluate the features described in the previous section using the query set of

users from 10-12 and 13-15 years old. Concretely, we employed a subset of the query

reformulations utilized in the evaluation of the random walk. The training (and

testing) data is in the order of the tens of thousands of query reformulations. The

training data was constructed by extracting those queries for which there is at least

one correct result in the list suggestions provided by the random walk, considering

the top 50 ranked results. We use the gradient boosted regression tree learner to

train the model and we perform 10-fold cross validation on the same data. Default

parameters were used1.

The best performance is obtained when all the features are combined: the NDCG

is increased from 0.564 to 0.670, 0.541 to 0.642 and 0.523 to 0.623 for children aged 8

to 9, 10 to 12 and for teenagers respectively on the training data using 10-fold cross

validation. The performance of the entire dataset (recall that the training data is

a subset of the query reformulations extracted for users aged 10 to 12 years old) is

increased from 0.132 to 0.189, 0.121 to 0.172 and 0.082 to 0.124 for users aged 8 to

9, 10 to 12 and 13-15 respectively.

Table 5.10 presents the NDCG scores obtained when each feature is employed

independently. We found that the random walk score is by a large margin the best

predictor (e.g. 0.541 vs. 0.313 of the next best performing feature in the case of users

aged 10 to 12). The topic similarity metric and the language model trained on the

Dmoz corpus were the next best performing features. For instance for users aged 10

1http://people.cs.umass.edu/~vdang/ranklib.html

http://people.cs.umass.edu/~vdang/ranklib.html
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feature age ndcg ndcg-global

all 8-9 0.670 0.189
10-12 0.642 0.172
13-15 0.623 0.124

topic vector 8-9 0.137 0.230
10-12 0.090 0.021
13-15 0.111 0.022

topic sim 8-9 0.146 0.032
10-12 0.123 0.028
13-15 0.142 0.028

p(q|Mct) 8-9 0.343 0.090
10-12 0.313 0.070
13-15 0.251 0.050

p(t|M) 8-9 0.031 0.012
10-12 0.052 0.014
13-15 0.021 0.004

sim(t|S) 8-9 0.052 0.016
10-12 0.063 0.017
13-15 0.051 0.015

q. length 8-9 0.006 0.002
10-12 0.005 0.002
13-15 0.003 0.001

s. length 8-9 0.001 0.000
10-12 0.004 0.002
13-15 0.003 0.001

rw-kl-b 8-9 0.564 0.132
10-12 0.541 0.121
13-15 0.523 0.082

Table 5.10: NDCG scores for each feature. Underlined values were not proven statis-
tical significant at p < 0.01.

to 12 these features represent a gain of 0.123 and 0.313 NDCG respectively. A similar

outcome was observed for the other age groups.

The other features perform poorly when they are use in isolation in the system.

This result can be explained by the fact that these features do not model the relation

between the query and the query suggestion. For instance the feature expressed in

equation 5.22 only provides information about the similarity of the query suggestion

to a predefined set of seed tags. Nonetheless these features are beneficial when they

are used in conjunction with the random walk score.

Table 5.11 presents the NDCG values obtained by the system when dropping each

one of the features. Consistently with the results reported in Table 5.10, leaving out

the random walk feature leads to a performance loss of 74.3% for children between 8

to 9 years old, 76.2% for users aged 10 to 12 and 74.3% for teenagers. Interestingly,
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feature age ndcg ndcg total %diff

all 8-9 0.670 0.189 0.0%
10-12 0.642 0.172 0.0%
13-15 0.623 0.124 0.0%

no topic vector 8-9 0.642 0.181 -4.2%
10-12 0.639 0.178 -0.5%
13-15 0.602 0.143 -3.4%

no topic sim. 8-9 0.564 0.159 -15.8%
10-12 0.550 0.153 -14.8%
13-15 0.525 0.138 -15.7%

no p(q|Mct) 8-9 0.555 0.162 -17.2%
10-12 0.568 0.158 -11.5%
13-15 0.581 0.138 -6.7%

no p(t|M) 8-9 0.656 0.182 -2.1%
10-12 0.612 0.162 -4.7%
13-15 0.601 0.143 -3.5%

no sim(t|S) 8-9 0.582 0.164 -13.1%
10-12 0.572 0.159 -10.9%
13-15 0.590 0.143 -5.3%

no q. length 8-9 0.670 0.189 0.0%
10-12 0.641 0.171 -0.2%
13-15 0.621 0.123 -0.3%

no s. length 8-9 0.670 0.189 0.0%
10-12 0.640 0.171 -0.3%
13-15 0.621 0.123 -0.3%

no rw-kl-b 8-9 0.172 0.069 -74.3%
10-12 0.153 0.043 -76.2%
13-15 0.160 0.038 -74.3%

Table 5.11: Leave-one-out NDCG scores. Underlined values were not proven statis-
tical significant at p < 0.01.

the biggest performance loss after the random walk feature is obtained by dropping

the topic similarity feature (e.g. 14.8% for the 10 to 12 group), which shows the

importance of informing the system about the topical relation between the topics

and the query. We observed that the topic representation of the query did not lead

to significant improvements. This may be due to the large number of features that

this vector represents (up to 80). The sim(t|S) feature also leads to a significant loss

of performance despite its simplicity (e.g. 13.1% for the 8 to 9 group). Given this

results we believe it is worth to study in future work a more formal procedure to

select the set of tags since the performance gain is already significant with a small

(although representative) set of seed tags.

As it was the case with the results in Table 5.10, we observed that the string

features did not influence the overall performance of the classifier and consequently
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these features did not provide any performance gain in our experiments. The results

presented in Table 5.10 and 5.11 were proven statistical significant using a t-test at

p < 0.01 except for the values underlined in the tables.

5.8 Conclusions and future work

In this chapter we showed how tags from social bookmarking system can be exploited

to produce query suggestions for a specialized group of users using a set of seed web

resources and a biased random walk based on the point-wise KL divergence metric

between a foreground model and background model. We further improved the ranking

of our results using a learning to rank approach to utilize the random walk score along

intuitive features to boost query suggestions oriented on children topics.

In regard to RQ-5.1, we showed that our method can be used to improve current

search assistance functionality for children since it performs the best for the youngest

groups of users (8 to 9 years old). This segment of users is not served as well as

older users, partly due to the long tail problem, which is more pronounced for these

users according to the test collection created. We observed that two of the biased

random walks tested (seedRank and spamRank) also outperforms state-of-the-art

query suggestions, however the method proposed outperforms largely these two biased

random walks as well. We also observed that predicting query reformulations landing

on long clicks represents a harder problem since the absolute performance scores

(recall and NDCG) were lower on this restricted test set. However, we show that the

performance gain of our method tend to be even higher under this evaluation setting.

In regard to RQ-5.2, we found that a learning to rank approach is a suitable

framework to combine the score of the random walk with additional features, since

their combination lead to significant improvements in terms of NDCG. It is worth to

mention that topical features derived from the Dmoz Kids and Teens were proven

highly beneficial while other simple features based on the characteristics of the query

(e.g. query length) were not found useful for this problem.

In respect to RQ-5.3, we obtained consistent results in the AOL logs and the

Yahoo! logs. This suggests that a similar method to extract log data using quality

seed web resources can be exploited to study and evaluate query reformulation for

specialized niche of users if the seed set of urls and tags are carefully selected.

5.8.1 Future work

For future work it is worth to apply the method proposed in different information

domains. In this work we focused on content for young users but potentially we could

apply the same principles in domains such as query suggestions for professionals in

the business domain or any other specific fields of expertise.
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Similarly, research can be carried out to expand the methods we have presented

in this chapter. For instance, features based on the complexity of the language and

the readability of the pages returned by the query suggestions can be explored as

an attempt to improve the quality of the suggestions. Similarly, behavioral features

derived from the search sessions can also be beneficial.

Another line of research can involve studying the impact of having not only textu-

ral query suggestions but also multi-modal query suggestions. For certain information

tasks it may more useful for young users to suggest videos, images or audio content.

However, we believe that the methods proposed represent an important first step

towards helping children to build queries in a real world search engine.

In the next chapter we will explore the problem of selecting the right set of search

engine given the query submitted by a young user. This approach represents a step

forward helping children to find the right content on the Internet.



Chapter 6

Vertical Selection for Young Users

This chapter is based on Duarte Torres et al. [2013]

6.1 Introduction

In chapters 2 and 3 we observed that young users need a big effort to access high

quality suitable for them, and that this group of users often struggle during the search

process. Moreover, in Chapter 4 was observed that young users have a higher likeli-

hood of submitting queries to multimedia search services after carrying out browsing

activities. Given these observations, young users would highly benefit from a better

integration of results that are suitable for them, particularly from an integration of

content of different genres that support the exploration of information. As it was

mentioned in Chapter 1, aggregated search represents an adequate paradigm to carry

out this integration.

Recall that in aggregated search, content is retrieved from different search services

and the content retrieved is integrated in a meaningful and consistent way. These

search services, or verticals, are defined as domain specific collections, (e.g. entertain-

ment, shopping, news) or collections from specialized types or genres (e.g. videos,

images, songs). Generally, aggregated search systems are assumed to have complete

access to the verticals, which implies having access to the query logs and to detailed

statistical descriptors of the verticals.

In this thesis, we envisage a search system that integrates heterogeneous content

from verticals, which are not fully accessible to the system (third party verticals).

The system envisaged integrates content of different genres as it is done in aggregated

search. In this chapter we will focus on verticals that contain high quality information

for children from 8 to 12 years old. In this system parents, teachers and other

specialist on children care are allowed to add resources for this group of users. For

instance, they could add a vertical dedicated to coloring pages: http://ivyjoy.com/

colouring/search.html, which only returns sheets of paper to be colored and that
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are suitable for children, or a vertical dedicated to search for videos: http://www.

youtube.com, in this case the vertical provide content for all kind of public segments.

We believe that an aggregated search system is a better solution for this niche of

users than simply crawling and indexing websites, or listing suitable content (e.g.

http://www.kids.yahoo.com) because (i) it is more scalable, (ii) we can leverage

and exploit the knowledge of parents and other experts by using hundreds of services

suggested by them.

Under this scenario, once a query is submitted, the system has to decide which

are the most relevant verticals for the query. This problem has been characterized as

a multi-class classification problem [Arguello et al., 2010; Zhou et al., 2011], in which

the objective is to predict the set of relevant verticals (or single vertical in [Arguello

et al., 2009]) from a set of predefined verticals that are accessible by the system.

This problem is referred as vertical selection and it has been widely studied [Arguello

et al., 2009; ilad Shokouhi and Si, 2011; Zhou et al., 2011].

In this first part of this chapter, we explore two methods to address this problem

in the information domain of users aged 8 to 12 years old. Our problem differs

from those addressed in previous studies in that: (i) the vertical selection is carried

out under the restriction of targeting a specific information domain (e.g. content

for children); (ii) these users search for domain specific content in a set of verticals

that may not be completely suitable for them, thus some verticals may provide only

suitable content (e.g. coloring pages) but others may or may not contain suitable

content for their information needs (e.g. YouTube) since it contains content for all

type of public and (iii) a test collection for this domain has not been built until

this work and the process of gathering assessments is not straight forward given the

nature of the targeted users.

The two methods proposed are evaluated with a novel test collection for the prob-

lem of vertical selection in the domain of content for children. We describe its con-

struction in sections 6.3 and 6.4. Given the novelty of the collection we describe two

methodologies to gather relevant assessments using crowd-sourcing: first assuming

that the web vertical is always displayed (which is the case in state-of-the-art aggre-

gated search interfaces) [Arguello et al., 2009] and the second methodology easing

this restriction.

In the first method, we estimate the children suitability of each vertical by mea-

suring the amount of child-friendly content and the amount of content available for

the average web user. A simple approach is proposed to combine both estimations

(children and non children vertical sizes) and we show that their used in ReDDe [Si

and Callan, 2003], a state-of-the-art vertical selection method, lead to significant

improvements:

R.Q-6.1: To what extent can we improve state-of-the-art techniques of vertical

http://www.youtube.com
http://www.youtube.com
http://www.kids.yahoo.com


6.1. Introduction 145

selection through the estimation of the content available in the verticals for users

between 8 to 12 years old?

In the second method, we present a novel method of vertical selection for domain

specific scenarios using tags from social media and language models. Concretely,

verticals are represented based on tags describing the urls from a sample of each

vertical and a language model on these tags is employed to rank the relevancy of the

verticals given a query. As far as we know social media has not been employed before

as a source of evidence in the problem of vertical selection:

R.Q-6.2: What is the benefit of using tags from social media to represent the

query and the verticals in the problem of vertical selection?

6.1.1 Validating the benefits of aggregated results with chil-

dren users

The test collection employed to address R.Q-6.1 and R.Q-6.2 relies on the assump-

tion that adult users are able to identify accurately content that is suitable for chil-

dren. Nonetheless, it is still unclear the benefits that aggregated pages (built from the

verticals our collection) provide to children, in terms of interaction and exploration of

results. Similarly, although it is reasonable to assume that adults are able to discern

between appropriate and non-appropriate content for children, we have not explored

how these judgments can differ from the judgment of actual children in the target

age range. These two concerns are addressed in the following research questions:

R.Q-6.3: Do users aged 8 to 12 years old explore more pages with blended results

from the verticals of our collection than pages retrieved from a state-of-the-art

search engine? In which type of result pages do they agree more in terms of the

content clicked?

R.Q-6.4: Which verticals are preferred by children aged 8 to 12 years old given an

heterogeneous set of topics, and how do these vertical preferences differ from the

preferences of adult users?

To address these research questions, we present in Section 6.9 a game designed

to measure the interaction and exploration of users, aged 8 to 12 years old, in three

types of page results: ( i) plain web results from the Google search engine,(ii) state of

the art aggregated results from Google, and (3) aggregated results using the verticals

from our test collection and the relevant judgments gathered using CrowdFlower.

The game asks users to collect snippets from one of the three types of pages given an

open information task. For each information task, users are shown, randomly, one of

the three types of pages under evaluation. Users are awarded points for each result
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that is clicked based on user agreement. Thus, the greater the number of users that

click on a given result, the more points this result awards.

The design of the game is deeply inspired by the guidelines suggested by von

Ahn and Dabbish [2008] to design games with a purpose (GWAPs), which are meant

to solve collectively complex computational problems through online games in an

entertainment way. In our case, the problem is to select the right set of verticals for

open information requests. In Section 6.9 is described how these guidelines applied

to our case.

Our first aim is to compare the interaction of users in the three types of pages in

terms of content exploration and agreement, as it is expressed in R.Q-6.3. The central

hypothesis is that the aggregated pages built from the vertical results of our collection

promote the exploration of results. We also expect users to agree more on the content

that is relevant in the aggregated pages, since the results embedded in this type of

pages were chosen carefully from a set of verticals providing appropriate content for

young users. The exploration of results in the three types of pages is compared using

the following metrics: rank distribution, game session length, average time spend per

click and average time spend per game round. The rank distribution shows how often

users click on lower ranked results. The game session length refers to the number

of clicks registered in each game round. For this study, a game round correspond to

the presentation of page result (either page type) for a randomly selected topic. This

metric is used to estimate the number of tasks that were skipped in each one of the

pages, and in general the average number clicks registered in each page type. We

expect users to have a longer session length on our aggregated results, as a result of

the greater amount of quality choices to select from. The last two metrics are used to

observe if children are more engaged with the results shown in the aggregated pages

built with our collection by spending more time on these result pages.

Recall from Chapter 3, that young users tend to explore fewer results and to have

shorter sessions in terms of duration and number of clicks, likely as a consequence of

the inadequacy of the results presented to them. We expect to reduce this behavior

by providing more suitable results that are moderated and more of the like of young

users. Additionally, we estimate the inter-assessor agreement to discern in which type

of pages users agree more on the elements clicked and the verticals selected. The

differences in the agreement values indicate that children are better finding relevant

and suitable information in specific page types.

We address R.Q-6.4 by comparing the vertical distribution clicked by a group of

children and adults in the game. The group of children consisted of 11 students aged

9 to 10 from an international primary school in the Netherlands. Crowd-sourcing

was employed to represent the group of adults. Additionally, we measure the vertical

agreement, on a per topic basis, between the two groups of users. A detail analysis

was carried out to identify the verticals in which children and adults disagreed.
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6.1.2 Chapter outline

This chapter is organized as follows: Section 6.2 presents the most relevant related

work to the methods proposed in this chapter. Section 6.3 describes the selection of

queries and verticals in the construction of the collection for the evaluation. Section

6.4 describes the characteristics of the data collected. Section 6.5 presents an anal-

ysis and comparison of the relevant assessments gathered using the two approaches

mentioned above: assuming that the web verticals is always displayed and when this

is not the case. Section 6.6 describes the approach adopted to estimate the amount

of content aimed at children in each one of the verticals in the collection. Section 6.7

shows how these size estimations can be applied to state-of-the-art vertical selection

methods and how to employ tags from social media for this problem and information

domain (RQ-6.1 and RQ-6.2 ). Section 6.8 describes the experiments and discusses

the results.

The description of the game designed to evaluate the benefit of aggregated pages

is found in Section 6.9. The settings of the case study and the description of the

group of users are described in Section 6.10. The interaction results are explored in

Section 6.11 and the results of the follow-up survey delivered to the group of children

are found in Section 6.12. In Section 6.13 is discussed the implication of the results of

the case study in respect to R.Q.-6.3 and R.Q.-6.4. Finally, Section 6.14 summarizes

this chapter and provides points for future research.

6.2 Related Work

6.2.1 Vertical Selection in IR

Arguello et al. [2009, 2010] proposed a machine learning approach to combine the

scores of several resource selection methods. ReDDe, which was initially proposed

for federated search and databases [Si and Callan, 2003], is adapted for large-scale

aggregated search systems. Our work differs from theirs in that: (i) we are interested

on domain specific areas (e.g. content for children); (ii) our methods are applied on

public available resources instead of proprietary environments (absent of query logs);

(ii) we relax the restriction of having only one relevant vertical per query since we

observed that even though the number of relevant verticals is small, the average is far

greater than 1 (around 3.5); (iv) a collection is provided to the research community.

We hope this will motivate the further study of vertical selection in the domain of

children.

Arguello et al. [2009] showed a methodology to gather vertical relevance assess-

ments by asking trained annotators to find the most suitable vertical for the query.

Arguello et al. [2011] employed paired comparisons to evaluate aggregated search in-
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terfaces. Thomas and Hawking [2006] used this methodology in IR initially. In this

work, we employ the paired comparison methodology to gather assessments and we

show that this method may lead to preferences towards visual oriented verticals. We

propose an alternative methodology that does not suffer of this bias.

6.2.2 Evaluation of aggregated result pages

Sushmita et al. [2009] compared an interface blending results from verticals against

a simple tab interface with indirect links to the vertical results. A case study with

sixteen participants was carried out. They found that the accessibility is improved in

the aggregated interface. They observed that a larger number of results is retrieved

with the aggregated interface and that the quality of the results retrieved was higher.

In the same line, Sushmita et al. [2010] found that certain characteristics of click

through behavior, such as the interaction on video results and the rank position of

relevant results, is significant and differ when using aggregated interfaces. The setting

of our problem is similar to the one studied by Sushmita et al. [2009, 2010], however,

we are interested in evaluating the benefits of aggregated pages with results from

our test collection for the case of users aged 8 to 12 years old. We contrast this

type of pages against blended pages from a state of the art search engine and against

simplified pages showing results from the web vertical. Our experimental design is

different given the characteristics of the target users. We designed a game in which

users solve open information tasks. Through their click behavior we compare their

interaction in the three types of pages provided. The methodology presented is novel

since this type of evaluation has not been addressed by using games with a purpose.

Arguello et al. [2012] explored the relation between interaction and task complex-

ity in aggregated search results. Pages with blended results from verticals and pages

providing links to the verticals are compared in a case study with 29 participants

and 6 tasks of different level of complexity. They found that complex tasks led to

a bigger amount of interaction, measured by results explored and number of clicks.

Although no differences were found in the amount of interaction between the two

types of interfaces, they observed a larger number of clicks on vertical results when

using the blended interface. On overall the log metrics utilized to compare the two

interfaces were not conclusive. Nonetheless, users reported a preference towards the

aggregated pages. In our work, we focus on open information tasks, thus the com-

plexity of the task is not considered in our study. The motivation of our work is to

measure the adequacy of the vertical results suggested by adult users and to compare

the vertical relevance judgment between children and adults. We also explore the

benefits of aggregated interfaces in terms of the amount of interaction registered in

the pages.

In a similar study, Arguello and Capra [2012] explored the relation between the
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interaction and the coherence of the vertical results. Coherence refers to the level of

agreement between the vertical results and the query aspects. For instance, if the

query cars is submitted and users are searching for the movie cars, results displaying

only pictures of vehicles, unrelated to the movie, would have low coherence with

the query. They found that when the web vertical has a high coherence with the

sense of the query that is targeted, the image results do not have a big impact in

the interaction on the web vertical. However, if this is not the case, the results

presented from the image vertical have a significant impact in the interaction with

the web results. As we point out before, our focus is on the interaction differences

between aggregated/non-aggregated pages, and on differences between children and

adults. We disregarded the coherence dimension given that our evaluation utilizes

open information tasks. Nonetheless, this is an important matter that needs further

research.

In a recent study, Bron et al. [2013] investigated users preferences towards aggre-

gated and non-aggregated pages during multi-session search tasks. In a longitudinal

study they found that the tabbed displays are used more frequently, nonetheless the

participants often switched between the two types of interfaces. Also, users were

observed to use the tabbed results to zoom in the information provided by specific

verticals and the aggregated interface was used to explore and have and overview of

the information provided by the verticals.

6.3 Collection construction

The collection built consists of a carefully chosen set of queries and verticals. A set

of vertical results was also retrieved for each (query,vertical) pair and relevant assess-

ments mapping a set of relevant verticals to each query were gathered. Using this

annotation schema, we can test and compare any pair of vertical selection methods.

In the following sections we describe in detail the methodology carried out to build

the collection and we justify our decisions in the design of the collection.

6.3.1 Query set selection

The query set was extracted from the AOL query logs [Pass et al., 2006]. We ex-

tracted queries landing on domains listed in the Kids and Teens directory. Given

that only domains are displayed in the AOL log we carefully extracted those entries

in which the exact domain is listed in the Dmoz directory (i.e. exact matching). An

analogous procedure has been suggested for this information domain in Chapter 2.

The Dmoz directory has been used in previous research in information retrieval for

children [Eickhoff et al., 2011].
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Query Dmoz Category

1950’s television shows News
science fair projects ideas School - Time/Science

barometric pressure School - Time/Science
bingo song copyright Arts/Music

rabbit ears Sports - Hobbies/Crafts
secret code game Games/Word Play

Table 6.1: Example of queries and their Dmoz category.

We left out navigational queries by filtering out query-click pairs in which the

domain is mentioned in the query. For instance, the query sesame street is filtered out

if it lands on the domain www.sesamestreet.org. We also filter out query containing

tokens such as .com www., http and .org. The Levenshtein distance between the query

and domain of the url was also employed to filter out queries that misspell a domain

(e.g. pbkids). Concretely, the queries were selected from search sessions satisfying

either of the following restrictions:

1. There is at least one click event after submitting the query that lands on a

domain listed in Dmoz and the duration of the click event is of at least 60

seconds.

2. There is a click on the Dmoz domain is the last event of the session.

The first restriction is employed to capture only the cases in which click events have

long duration, that is, if users spend more than 1 minute on a web result is a strong

indication that the result clicked is relevant for the query [Hassan et al., 2010a]. The

second condition is also employed because previous query log studies have shown that

the last click of the session can be often associated to successful searches [Downey

et al., 2008]. We extracted a set of 3.8K queries by using both restrictions. Table 6.1

provides examples of the queries extracted and the Dmoz Kids and Teens category

in which they belong.

6.3.2 Selection of verticals

The list of verticals selected is shown in Table 6.2. The verticals were manually

selected to cover the information needs found in the query set and the distribution of

topics targeted by children between 8 to 12 years old on the web, according the topics

identified in Chapter 3 We found that several genre verticals need to be split into

fine-grained information services to fit the topic interests of children. For instance in

our system the vertical games may refer to the video games or to the online gaming

vertical. Similarly the genre images may refer to coloring pages, printable worksheets

or the standard pictures vertical. In previous literature, these services are wrapped
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under a single vertical (either images or games respectively) [Arguello et al., 2010].

This fine-representation of verticals is highly convenient for young users because it

increases the accessibility to rich media. Recall that this niche of users has been found

to struggle to identify and to search for information on non-web verticals [Foss et al.,

2012]. Dedicated verticals offering content for children may be found on the Internet

(e.g. video-games, stories, health), however some of the verticals displayed in Table

6.2 were constructed artificially by modifying the search parameters of large search

services. For instance, the vertical coloring pages is constructed by using the line-

drawing parameter of the Google Image search service. For the case of the printable

worksheets, we employed the line-drawing parameter of the Google Image service and

we modified the user’s query by expanding it with the terms worksheets.

It is important to clarify, that some of the results that are considered as web

vertical results in the literature are considered from specialized verticals in this work.

For instance, the results from the vertical health (kidshealth.org) can be seen as a

web vertical result according the definitions of other studies. However in this work,

it is considered as a result from the health vertical since it represents a result from

a specialized service on health content for children, regardless of the fact that it can

be found on the web vertical of state-of-the-art search engines.

6.4 Data characteristics

We describe the collection based on the number of queries covered per vertical and

the distribution of the numbers of verticals covering a query. Figure 6.1 depicts the

vertical coverage, which refers to the proportion of queries covered by each vertical.

A vertical is said to cover a query if it returns at least one result when the query is

submitted. From this figure, we observe that large verticals such as web and videos

tend to cover most of the queries in the dataset. Note that even relatively small

verticals such as how-to or stories have high query coverage, which suggest that the

verticals chosen are appropriate for the information needs targeted by the chosen

queries. Nonetheless, we observed that the verticals movies and reference, which are

widely used in previous vertical selection studies, cover less than 25% of the queries

in our data set. This result may indicate that these verticals are less suitable for

the audience we are interested in. Figure 6.2 shows the number of queries in the

collection that are covered by a specific number of verticals. For instance from this

figure we can observe that there are no queries in the collection that are covered by

exactly two or three distinct verticals. Similarly around 75 queries are covered by

exactly 10 verticals. Interestingly we observed almost a normal distribution in which

most of the queries are covered between 10 and 21 verticals (84% of the queries). On

average, queries from the entire collection are covered by 16.8 verticals. This result

shows that the problem of vertical selection in the domain of children topics is not
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Vertical Websites

web google.com
games online onlineflashgames.com

games gamespot.com
images google.com/imghp

coloring pages google.com/imghp ( line drawing option)
worksheets google.com/imghp (query + worksheets)

books books.google.com
question/answers worldoftales.com

stories worldoftales.com
shopping amazon/toys

music allmusic.com
videos youtube.com
movies rottentomatoes.com

enciclopedia wikipedia.com
reference dictionary.kids.net.au

how-to www.instructables.org
school aid livescience.com

howstuffworks.com
dsc.discovery.com

school activities sciencekids.co.nz
enchantedlearning.com

howtosmile.org
lyrics lyricsdrive.com

health kidshealth.org

Table 6.2: List of verticals and their urls.

Figure 6.1: Queries covered by each vertical.
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Figure 6.2: Distribution of unique verticals per query.

straight forward since each query has on overage a set of 16 verticals from which to

choose relevant verticals.

6.5 Gathering vertical relevance assessments

We gather assessments by employing the crowd-sourcing engine Crowdflower1 and

a sample of 90 queries from the set of queries described previously. This sample

was chosen to be representative of all the possible topics in the collection (based on

the Dmoz categories of the queries). We carried out two experimental protocols for

gathering the assessments. In the first protocol assessors were asked to chose between

two set of vertical results: the results of the target vertical against the results returned

by the web vertical (i.e. Google Web), each result set was displayed in a column next

to each other in the survey page. Concretely, the top 4 results of each vertical were

shown in each column and the order in which the columns appear was randomized.

Nonetheless, the ranking of the results of each vertical was preserved. Adult assessors

were able to choose the most relevant set of results for the query (given that the content

has to be suitable for users between 8 to 12) between the two columns. The special

option none of the sets are relevant and suitable for children was also given. This

option was provided to avoid false positives since with this option users are not forced

to chose a vertical when both sets are inadequate. The motivation of comparing each

vertical against the web vertical is that in modern search engines the web results are

always displayed, and the results from other verticals are only displayed when the

vertical results add value to the current web results, that is, when their results are

preferred over the standard web results [Arguello et al., 2011]. The main drawback

of this protocol is that we are unable to identify the cases in which the results from

the web verticals are unsuitable for the query.

1http://crowdflower.com/
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In the second protocol, we asked assessors to judge vertical results independently.

This protocol is motivated by the fact that in an information system for children

we may not always want to present the results from the web vertical, since the user

may be requiring a different type of content (e.g. coloring pages, videos) or because

the results from the web vertical are not suitable for children given the query. For

this reason we asked users to assess each set of vertical results independently using

a scale-graded system of 5 points, from bad to excellent in terms of relevance to the

query and appropriateness for children in the targeted age range. An advantage of

this method arises in the possibility of evaluating directly the quality of the web

vertical when the information needs are targeted at young users. We can also rank

the verticals based on the graded score assigned.

For both protocols, adult users were asked to make the judgments. We consider

reasonable to assume that adults can easily discern between content oriented for

adults and children and thus that they are able to judge the results in the context of

the domain. We also provide the queries to the assessors without a close description.

The motivation for this was to let the assessors identify all the possible content that

can be relevant for children given a query. To ensure the quality of the assessments,

120 golden judgments were created for each experimental protocol. These gold judg-

ments were employed to avoid spammers by: (i) forcing the users of CrowdFlower to

complete a training session in which they are shown only units (survey page) from

the gold judgment set. They are allowed to start the task if they answer correctly

at least 6 of these units; (ii) during the task the gold units are mixed with the units

under evaluation, users answering incorrectly more than 8% of the gold units shown

to them during the survey are ignored. Only users from the United States were al-

lowed to carry out the survey to ensure language proficiency and domain knowledge

(the queries were extracted from the US market). Each work of unit was paid with

0.01 dollar cents and each unit was evaluated by at least 3 assessors. In the follow-

ing paragraphs, we describe the assessments gathered and we compare the results

obtained by both experimental protocols.

6.5.1 Distribution of relevant verticals

We created a gold test set by mapping each query in the sample to a set of relevant

verticals by using the assessments collected in Crowdflower. For the first protocol (i.e.

paired assessments), we map a query to a vertical if at least a certain percentage of

annotators select the vertical as relevant for the query. The threshold 60% and 80%

were used in the results reported. As a point of reference 60% means that more than

half of the assessors agreed on classifying the target vertical as relevant, and 80%

means that most of the assessors agreed.

For all the thresholds we observed in Figure 6.3 a long tail distribution in which
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Figure 6.3: Frequency distribution of verticals for the first experimental protocol.

Figure 6.4: Frequency distribution of verticals for the second experimental protocol.

visual-oriented verticals are preferred, that is YouTube, Google Images, Coloring pages

and Worksheets are the most frequent verticals assessed as relevant. This result may

be due to the bias generated by visual content in the paired assessments. We believe

that the exposition of visual content is more appealing to the user when they are asked

to make an assessment against text based results. This hypothesis is also supported

by the fact that the best performing verticals at higher threshold values are the

image oriented verticals (Google Images and Worksheets). The bias towards visual

oriented verticals has also been reported before in the literature [Arguello et al.,

2012; Sushmita et al., 2009]. Anecdotally we also observed that children oriented

educational websites (e.g. science for kids, instructables) were more frequently chosen
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as relevant than Wikipedia, which is a relatively trusted source. All the other verticals

(e.g. music, lyrics, games) were less frequent and were located in the bottom of the

long tail distribution.

For the second experiment protocol a vertical is said to be relevant if the averaged

score assigned by all the assessors to a (query, vertical) pair is greater that a given

threshold. Figure 6.4 shows the distribution obtained when using the values 3.0 and

4.0 as threshold (recall that we used a graded system from 1 to 5 to judge each result

set).

Additionally, we also employed as thresholds the averaged scores obtained by

the Google Web vertical (on a query basis) and the maximum score between the

Google Web vertical averaged core and 3.0 respectively. The last two thresholds were

employed in order to make a fair comparison between the relevant verticals obtained

with the two experimental protocols. Recall that in the first experimental protocol we

compare each set of vertical results against the Google Web vertical, for this reason

we employed the Web vertical score as threshold for the experiments.

In Figure 6.4 we observed similar distributions for the thresholds 3.0 and 4.0,

although all the frequencies in the latter were lower as a consequence of the higher

threshold value. Some of the verticals in the long tail also rank differently (e.g.

Amazon, KidsHealth, Tv). Nonetheless, the most frequent verticals were the same

when using both thresholds: Google Web, Google Images, YouTube and Yahoo! An-

swers. For the thresholds google-score and max(google-score,3.0) we observed large

differences in the distribution in respect to the first two thresholds employed. Even

though the top 2 most frequent relevant verticals were the same (Google Web and

Google Images. Verticals such as Youtube, Yahoo! Answers and Google Books were

not prominent as it was the case before. In general terms all the other verticals were

assigned as relevant with less frequency. This result indicates that the score obtained

by the web vertical was often higher that the score assigned to the other verticals

given that the frequency of the relevant verticals are significantly trimmed when using

Google Web’s score as threshold. It is important to mention that even though this is

the case, in about 10% of the queries, Google Web was not chosen as relevant (when

using as reference 3.0 and 4.0 as thresholds).

An important observation of the previous results is that in the second experi-

mental protocol we did not observed the visual content bias observed with the first

experimental protocol, as it was shown with all the thresholds. These results suggest

that the second methodology can also simulate the first when using the web vertical

score as threshold while avoiding the bias generated when comparing text results

against visual content.
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Inter-agreement metric Score

average pairwise percent agreement 82.86%
fleiss’ kappa 0.683

FK agreement 0.828
average pairwise cohen’s kappa 0.682

krippendorff’s alpha 0.683

Table 6.3: Inter-agreement scores found for the task.

Figure 6.5: Inter-assessor agreement for the second experiment protocol for several
thresholds.

6.5.2 Inter-assessor agreement

We analyzed the inter-assessor agreement for both experimental protocols to quantify

the quality of the assessments under different relevant thresholds and to identify the

relevant threshold values that maximize assessor agreement. The motivation is to use

these thresholds in our experiments of vertical selection. We are also interested in

investigating the threshold in which both protocols lead to a similar set of relevant

verticals. For the first experimental protocol, the survey consisted of a sample of 90

queries, which lead to 3360 decisions (comparisons between the web vertical and each

one of the other verticals). On average, three assessors evaluated in each pair. Table

6.3 shows the inter-assessor scores obtained for the experiment. We list the most

common metrics employed in IR and natural language processing. All the metrics

show a substantial agreement between assessors. This result indicates that assessors

consistently interpreted the task and that they agreed in distinguishing content that

is suitable for children in the age range specified.

For the second experiment protocol we measured the inter-assessor agreement by

establishing that each pair query, vertical is assessed by n assessors (e.g. 3 coders)

and the assessment is binary (relevant or non-relevant) based on the threshold defined

in the previous section: 3, 4, web vertical score and max(web vertical, 3.0). Note

that this encoding is slightly different to the one employed in the first experimental
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Figure 6.6: Agreement between the two experiment protocols.

protocol, in which we had three possible values: (relevant, non relevant (web vertical

is preferred) and none of the two sets are relevant. Figure 6.5 shows the inter-assessor

agreement using the Krippendorff’s alpha score. We only report these results since the

averaged Fleiss’ kappa agreement obtained was almost identical to the Krippendorff’s

alpha scores. We found that at lower threshold values the inter-assessor agreement

in higher, which is expected since lower threshold values represent a larger score

interval to discern between relevant and non-relevant. It was observed that the lowest

agreement is obtained when using the web vertical score as threshold. In general

terms, the inter-assessor agreement was slightly lower that in the first experimental

protocol.

Additionally, we compared the agreement between the lists of relevant vertical

using both experimental protocols. The agreement was also measured using the

Krippendorff’s alpha score. In this case, we have two coders (the results of each

experimental protocol) and the coding is binary: relevant or not relevant. We com-

pute the score for all the possible threshold combinations of the two methods. Recall

that in the first protocol the threshold refers to the percentage of users assessing a

vertical as relevant while in the second protocol the threshold refers to the graded

score (between 1 and 5). In this case, the cut-off is established by considering as

non-relevant, the pairs in which the averaged scores of all the assessors are under the

threshold defined. It is important to mention that we estimated the agreement scores

under two scenarios: with and without considering the web vertical. We made the

distinction because this vertical is not assessed directly with the first protocol since

it assumes that the results from verticals are relevant only if they add value to the

results provided by the web vertical. Nonetheless, we artificially created an assess-

ment for this vertical by setting it as relevant if for a given query all the assessors

prefer the web vertical at least in one of the paired comparisons.

Figure 6.6 and Figure 6.7 show the results obtained using these two modalities

(i.e. with and without the web vertical) respectively. For the former the maximum
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Figure 6.7: Agreement between the two experiment protocols (Including Google
Web).

agreement score obtained was 0.41 using as threshold 4.0 for the second protocol

and 60% for the first protocol. Scores between 0.4 and 0.6 are considered moderate

agreement [Bermingham and Smeaton, 2009; Schaer, 2012]. Nonetheless we observed

that the score values were more stable when we set the second protocol threshold as

max(web vertical, 3.0). This result is interesting because it suggests that by using the

web vertical score we can simulate, at some extend, the vertical set obtained by the

first protocol, having the advantage of avoiding the visual bias identified for the first

protocol. In Figure 6.7, we observed larger agreement scores (maximum of 0.632).

Similarly, higher values of agreement are obtained consistently when using the score

of the Google Web vertical.

On overall, the previous results suggest that both approaches lead to relatively

high inter-assessor agreement. However, the first protocol provides more consistent

results since the inter-assessor agreement is higher. It is important to mention that the

second protocol is not prone to visual bias and provide a wider set of relevant verticals

per query, which is useful in the construction of exploratory information systems. In

addition, we found for the second protocol that the threshold 60% lead to the highest

assessor-agreement, thus we will employed this threshold for our experiments (Section

6.8).

6.6 Vertical Size Estimation

The corpus size estimation is highly important to understand verticals’ characteristics

and quality. The size estimation of a corpus is also a key feature in the selection of

search engines in federated search and distributed search [Thomas and Hawking,

2007; Xu et al., 2007]. In our scenario, the estimation of the vertical size is crucial

since this statistic is needed in the best performing resource selection methods such
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as ReDDe. Recall that the system for children we envisage has only access to the

verticals through limited query interfaces in which is only possible to submit a query

to receive a limited number of results. Under this non-cooperative environment,

the search engines do not provide collection summaries from which global statistics

about the vocabularies of the collection can be inferred, for this reason they need to

be estimated from vertical samples. We will show how these estimations are used in

vertical selection in Section 6.7.

Si and Callan [2003] proposed the use of the capture-recapture method through

query-based sampling to estimate the size of the collections for the problem of resource

selection in non-cooperative environments. The capture-recapture method has been

used traditionally in the Ecology field for the estimation of the population size of

species. It works as follows: a predefined number of animals are captured, marked and

then released. After a certain amount of time, a second sample of animals is captured

in the same area and the new sample is inspected to estimate the intersection between

the two samples. The population is estimated using the sizes of the two samples and

their intersection using the following expression:

s′ =
|sampleA| ∗ |sampleB|
|sampleA ∩ sampleB|

(6.1)

In search engines this process is carried out using query-based sampling: A set of

queries is sent to the target search engine and the documents returned by the search

engines are collected. This process is repeated and the estimation is based on the

size of the number of documents collected in the two samples.

Shokouhi et al. [2006] explored the problem of resource selection in non-cooperative

environments and proposed a query-based sampling QBS method based on the capture-

recapture method [Si and Callan, 2003] referred as multiple capture-recapture. They

showed with a large set of heterogeneous collections that their method outperforms

previous approaches using search engines in non-cooperative environments. We em-

ployed their method to estimate the sizes of the verticals chosen for our collection.

In their method, the capture-recapture process is repeated T times using samples

of size m and the estimation is carried out by counting the size of the intersection

of each pair of samples. Concretely the estimation is performed with the following

expression:

s′ =
T (T − 1)k2

2D
(6.2)

where T is the size chosen for each sample, k is the number of samples and D is

the accumulated number of duplicates found in the intersection within each pair. In

our approach, we are not only interested in estimating the size of the collection but

also in the size of the content available for the target domain in each vertical. We
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employed the multiple capture-recapture method and a random samples of queries

from the query set of our collection to estimate the size of the content of interest for

children in each vertical. Recall that these queries were chosen to be representative

of the topics of interest for children, as it was described in Section 6.3.1.

We carried out an analogous process to estimate the size of the verticals of content

that is not oriented to children. For this purpose we employed a set queries known

to be submitted to extract information in other domains (i.e. non for children). For

this set we employed the same methodology described in Section 6.3.1, but instead

of using the Kids and Teens seed urls we employed the global categories of Dmoz,

which are not present in the categories for children. In this fashion, we obtained size

estimations for each vertical of content that is oriented for children and non-children.

The results of the estimates are shown in Table 6.4. These values were obtained by

using a set of 2K queries. We set the parameters T and k to 50 and 25 respectively.

The sample was constructed by choosing randomly 5 queries from the set of 2K

queries (with replacement) and collecting the top 10 results for each query. Similar

parameter values have been used in previous studies [Shokouhi et al., 2006]. It is

important to mention that the set of 90 queries employed to gather user assessments

were not employed in the samples generated for the size estimation process to avoid

bias in the evaluation of vertical selection methods.

Consistently, we observed large ratios between the estimations using the grown up

and kids queries with verticals known to be large and targeting all kind of public. For

instance, the ratios for the verticals web, question/answers, and images were 34.0, 1.6

and 13.0 respectively. Inverse ratio trends were observed when considering verticals

focused on children topics, such as the gaming and educational verticals.

The ratio found for the verticals games online and education (livescience) were

0.6 and 0.4 respectively. These results are interesting for resource selection because

the ratios give us an estimation of the likelihood to find content for children in the

verticals. In the following section, we will explore the use of these ratios along with

the vertical size estimation in the problem of vertical selection.

6.7 Resource selection methods in IR for children

We employed two well-known vertical selection methods: ReDDe and Clarity. The

former has been shown as one of the most effective methods for resource selection

in federated search in cooperative and non-cooperative environments [Si and Callan,

2003]. More recently, this method was adapted for state-of-the-art aggregated search

systems [Arguello et al., 2009] and it was proven to be one the most discriminative

sources of evidence in vertical selection. It is important to mention that models built

on query logs have been shown to provide higher performance than Redde [Arguello

et al., 2009, 2010].
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Vertical Kids Grown ups

web 803,297 27,377,757
games online 51,235 31,282
games 79,910 36,965
images 4,749,306 63,878,640
coloring pages 776,072 1,258,471
worksheets 931,287 1,006,777
books 963,956 30,115,533
question/answers 8,613,190 14,553,214
stories 3,928 3,478
shopping 562,308 22,485,899
music 121,920 540,501
videos 728,842 177,227
movies 61,443 131,131
encyclopedia 61,186 409,160
how-to 172,481 114,445
school(livescience) 11,666 5,308
school(howstuffworks) 3,267 3,674
school(discovery) 18,241 23,117
s. activities (sciencekids) 4,851 3,597
s. activities (howtosmile) 3,267 11,027
lyrics 455,305 161,271
health 7,185 2,939
tv 13,390 310,538

Table 6.4: Vertical size estimations using the set of kids and grown up queries.

However query logs are inaccessible in the settings of the aggregated search system

we are interested in, since the verticals belong to third parties, contrary to the case

of the aggregated search setting considered by Arguello et al. [2009]. For this reason,

we employed in this work ReDDe, which is defined in equation 6.3.

ReDDeq(Vi) = |Vi|
∑
d∈R

I(d ∈ S∗i )p(q|Md)p(d|S∗i ) (6.3)

where p(d|S∗i ) = 1
|S∗i |

, |Vi| is the size of the vertical, S∗i is the set of sampled vertical

documents and p(q|Md) is the query likelihood score of the document d. The score

is estimated from an index combining the document samples of all the verticals. In

this work we index the documents using the Terrier search engine1 and score them

using the Hiemstra’s Language Model [Hiemstra, 2002].

The second baseline employed is Clarity, which was originally used as a measure

1http://terrier.org
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of retrieval effectiveness. Clarity is defined in the following way:

Clarityq(C) =

|V |∑
w∈V

p(w|Mq)log

(
p(w|Mq)

p(w|Mc)

)
(6.4)

where P (w|Mq) is defined as:

p(w|Mq) =
1

z

∑
d∈R

p(w|Md)p(q|Md) (6.5)

where p(w|Mc) is the probability of w, which is estimated using the collection language

model and p(w|Mc) is the query likelihood score of the document and it is estimated

using a index of the documents of the target collection only: p(q|Md). The variable

z is defined as
∑

d∈R p(q|Md). The documents are also scored using language models

with linear interpolation smoothing [Hiemstra, 2002]. For ReDDe and Clarity the

top 100 documents where employed to calculate the document scores.

We also redefine ReDDe to exploit the size estimations obtained with the children

and non-children queries. The intuition is to use the ratio between these two size

estimations to boost those verticals that contain more content available for children,

since these verticals have a higher likelihood of providing content that is suitable for

them. Equation 6.6 shows the new definition:

ReDDe′q(Vi) =
|V kids
i |

|V adults
i |

∑
d∈R

I(d ∈ S∗i )p(q|Md) (6.6)

where |V kids
i | and |V adults

i | are the size estimations obtained using the two set of

queries. We will show in the next section that this definition lead to better perfor-

mance with our test collection.

Representing verticals through social media

Nowadays, social media is widely used to describe and share web resources on the

Internet. We believe that the descriptions provided by these thousands of users can

be beneficial for the problem of vertical selection, particularly on specialized domain

environments.

In this work, we utilize bookmarks from the social website Delicious1, in which

users can share bookmarks of their favorites websites by providing a list of describing

tags. For instance, tags describing the domain www.howtosmile.org (such as science,

math, lessons) can be used to emphasize this vertical if we are able to infer that the

tags are related to the intent of the query (e.g. which is the case for the query school

1http://delicious.com

http://delicious.com
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science fair).

For this purpose we create a tag representation of the query and the vertical. A

language model is employed to assign a retrieval score to the verticals. For both

representations we used the Delicious crawl collection built by Wetzker et al. [2008],

which contains around 130 million bookmarks.

The query is represented as a bag of tags using the top 10 results of an index

containing the documents in the Dmoz kids and teens section. The intuition is that

the tags describing the top results from this index are a fair representation of the

intent that the query has in the domain of information for children. Similarly, a ver-

tical is represented as a bag of tags associated to the urls of the sample of documents

extracted from the target vertical. It is important to mention that we associate each

url to a set of tags by (i) finding the url in the collection provided by Wetzker et al.

[2008], and by (ii) extracting tags from the title and snippet of the results by using

the vocabulary of tags. The latter strategy was used given the low coverage of the

collection for the small verticals.

Based on this vertical representation we rank the verticals for a query using a

language model: p(Vi|q), which is defined in the following fashion:

p(Vi|q) =
p(q|Vi)p(Vi)

p(q)
∝ p(t)

|q|∏
j=1

p(qj|Vi) (6.7)

p(qj|Vi) =
cf(qj, Vi) + µ p(qj)

|Vi|+ µ
(6.8)

where p(qj) is the prior probability of qj and µ is the Dirichtlet smoothing parameter.

These probabilities are estimated using MLE on the artificially documents of tags

created for each vertical and query.

We combine this probability score with the ReDDe score defined in Equation 6.3.

For this purpose, we normalize ReDDe scores across verticals for each query and we

us the following weighting scheme:

LMReDDeq(Vi) = p(Vj|q) ∗ReDDeq(Vi)∗ (6.9)

where ReDDeq(Vi)
∗ = ReDDeq(Vi)/

∑|V |
k=1ReDDeq(Vk). An analogous definition

was applied to ReDDe-R expressed in Equation 6.6.

6.8 Experimental Results and Discussion

We compared the performance of ReDDe-R (Equation 6.6), the social media language

model (Equation 6.7), LMReDDe and LMReDDe-R (Equation 6.9) against the state-
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Figure 6.8: Protocol A (with web
vertical)

Figure 6.9: Protocol B (with web
vertical)

of-the-art methods ReDDe and Clarity. For our experiments, we employed the 90

queries annotated with human assessments using both protocols: paired comparisons

and single vertical assessments, which will be referred in our results as protocol A and

B respectively. We employed as threshold the values 60% and 3.0 to set a vertical as

relevant on the experimental protocols A and B respectively. For the language model

we set experimentally the parameter µ to 2500. It is important to mention that other

threshold values lead to consistent results

Figures 6.8 and 6.9 shows the precision and recall curves obtained for all the

methods using the gold set obtained through the experimental protocol A. We found

that Clarity is consistently outperformed by all the other methods and that the best

performing methods are the ones based on ReDDe. We also observed that our three

ReDDe variations outperformed both baselines being LMReDDe the best performing

method for protocol A and LMReDDe-R for protocol B.

We noted that the web verticals is generally the first ranked vertical by most

of the methods and that several queries in our test collection were only associated

to this web vertical. Concretely, we found that from the 90 queries of the test set,

27 queries were associated only to the web vertical. For this reason, we decided to

repeat our experiments ignoring this vertical from the collection. We believe that by

ignoring this vertical we will have a clearer picture of the performance of the methods,

especially on smaller verticals.

Figure 6.10 and 6.11 shows the precision-recall curves obtained by ignoring the

effect of the web vertical. As it was the case before, clarity was outperformed by

all the other methods. However we observed that LM outperformed all the other

methods using protocol A, similarly with LMReDDe-R for protocol B. We believe

this result is interesting because it shows the potential of using social media for

vertical representation. Recall that this metric makes only used of social media tags
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Figure 6.10: Protocol A (without
web vertical)

Figure 6.11: Protocol B (without
web vertical)

Protocol Web Clarity LM ReDDe ReDDe-R LMReDDe LMReDDe-R

A Yes 0.242 0.375 0.527 0.548 0.606 0.564
No 0.150 0.179 0.137 0.146 0.137 0.149

B Yes 0.305 0.588 0.552 0.556 0.573 0.564
No 0.287 0.377 0.360 0.382 0.382 0.393

Table 6.5: MAP results

to rank the verticals while all the other methods make uses of the entire content of

the sampled documents.

Table 6.5 shows the MAP values obtained by all the methods with the two test sets

and with and without the web vertical. The results are in line with the performance

observed in the precision-recall curves. We verify the statistical significance of our

results by comparing each pair of methods using the paired t-test for the equality

of means with unequal variance. A statistical significance was acknowledged if the

probability of the two means being equal (e.g. null hypothesis) is smaller than 5%. We

found that all the differences were statistical significant except for the pairs: ReDDe -

LMReDDe (using protocol A without the web vertical), ReDDe-R - LMReDDe (with

B without the web vertical) and ReDDe-R - LMReDDe-R (with A and without the

web vertical).

As a final remark, we observed that the models can behave differently according

the test set. For example, the LM method seems to provide more gain for the test

set created with the first protocol. We believe that further research is required to

provide more robust mechanism to combine the scores of the different methods and

to understand the scenarios in which each method is more beneficial.
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topic description

abyssinian guinea pig

Find any kind of information
you can use to make a school
presentation about these ani-
mals.

adding fractions
Find any type of content you
can use to learn and practice
how to add fractions (math)

butterflies
Collect content to build a pre-
sentation about butterflies for
your classmates

crocodiles
Collect content to build a pre-
sentation about crocodiles for
your classmates

easter

Collect content to explain a
friend what easter is and
things your friend can do with
their family in easter

Table 6.6: Few of the topics employed in the game and their description.

6.9 Aggregated interface evaluation

So far we have described the methodology adopted to build a test collection for the

evaluation of vertical selection methods in the domain of information for children, and

we have proposed two methods to address this problem, considering the particularities

of this information domain. In this and the following sections we addressed research

questions R.Q-6.3 and R.Q-6.4 through a case study with a group of children and

adults. We asked both group of users to engage a game designed to contrast the inter-

action in three types of pages: aggregated results from the verticals in our collection,

Google aggregated results and Google simple results without image content.

In the game, users are asked to collect snippets from one of the three types of

pages, given an open information task. In each game round a task is given in the form

of a topic (which correspond to one of the queries employed in our test collection),

and a description, which is given as a hint to help users understand the task. Table

6.6 presents few examples of the topics used. Users are allowed to select up to 5

results (i.e. maximum 5 clicks) from the list or skip the task. For both case studies

a total of 35 topics were available for each page type.

Figures 6.12, 6.13 and 6.14 present the menu, task description scene, and main

interface of the game. In the main menu users can start a new game, check the list of

top scorers or watch a video tutorial explaining the idea of the game and its options1.

1https://vimeo.com/72475434
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Figure 6.12: Menu presented to the users after they are logged in.

Figure 6.13: Task description scene presented to users at the beginning of each game
session (i.e. game round).

Every time the user starts a new game round (i.e. task), a scene displaying the task

and its description is shown. This scene was introduced to force users to read the

information that they are asked to search. An example of how this scene looks like

is shown in Figure 6.13. The game starts once the user finishes reading the task

description and clicks on the next button. The main interface where the game takes

place is shown in Figure 6.14.

On the top part of the screen is shown the control panel. In the control panel is

always displayed (1) the task and a hint explaining the task in more detail. Left to

the task is shown a star along with the number of clicks left that are available for the

user (2). A maximum of 5 clicks were allowed for each task. The number of clicks

available is also shown below the description as a row of stars (3).



6.9. Aggregated interface evaluation 169

Figure 6.14: Main interface where users are asked to select results given a topic. (1)
task and description; (2) number of clicks available; (3) clicks available; (4) points
gained in the session; (5) user name and accumulated points; (6) buttons to change
the goal, access the main menu,and logout; (7) result page; (8) scroll buttons.

Next to the task description is found the number of points that the user has ob-

tained in the session (4). In this case with session we refer to all the activity registered

while the user is logged in. In the right top corner is displayed the information about

the user, that is the nickname (or hero name as it is called in the game) and the total

number of points that the user has obtained throughout all the sessions (5). Below

this information 3 buttons are shown: change goal, menu and exit game (6). The

first button let the user to move to a different goal, independently of the number of

clicks that are left in the current game round. This option is provided to avoid the

situations in which users click on content that they are not sure to be relevant or that

they may even dislike. If this situation occurs they can simply move to a different

goal with content that they believe is more appropriate. The second button let the

users go back to the main menu and the last button is equivalent to logging out.

Below the control panel is shown the result page in a frame, in which users click

on snippets of information that they consider relevant of useful for the task provided

(7). The possible snippets that can be selected are limited and are shown while they

explore the page with the mouse pointer or by touching the screen. In Figure 6.14

this functionality is exemplified with the green rectangle on the images. The block

can be selected by clicking (or tapping) on the selected element.

Even though users can scroll with the standard mechanisms provided by modern

web browsers, we added on the left side of the page prominent arrows that also provide

the scrolling functionality (8). We added this special buttons to motivate users to

explore the content found in the lower sections of the page results, especially for the
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case of children since they have been observed to ignore or simply not acknowledge

this type of functionality [Druin et al., 2009].

6.9.1 Logging system

The main goal of the game is to learn the results and the verticals that are preferred

by users of different ages. This goal is achieved by capturing the interaction of the

users engaging the system.

Users are asked to create an account for the very first time they engage the game.

We only ask for a nickname (i.e. hero name), password, age and gender. During the

game we log all the actions carried out by the user. An action can refer to any of

the following:

• New game round: This action occurs when the user is assigned a new task to

solve. This action is triggered when the user starts a new game from the main

menu (Figure 6.12), the user completes the maximum number of clicks allowed

per game round, or the user clicks on the Change button to shuffle through the

game tasks.

• Click: Clicks are allowed on the snippets or results available in each result

page. The information associated to a click includes the task, page type, rank

position, vertical, points gained, time-stamp and user.

• Game task shuffle: This action is triggered when the user clicks on the Change

button. It assigns a new task to the user.

• Logout: This action is triggered when the users clicks on the Exit button. It

ends the current session and sends the user to the login initial page.

Note that the privacy and identity of the user is not registered and cannot be

inferred directly or indirectly from the actions logged.

6.9.2 Point system

The user is awarded a specific number of points after each click. The number of points

awarded is estimated based on the number of users that have clicked in the target

element. The results on which users agree more provided more points than results

that are rarely clicked. This strategy is analogous to the one employed in games with

a purpose (GWAPs)[von Ahn and Dabbish, 2008]. These games have increasingly

being used in the literature to harvest human work to solve or complete specific

computational problems. Games with a purpose differ from standard crowd-sourcing

platforms in that the process of solving computational tasks is entertainment, and
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in the sense that users do not engage the tasks with the motivation of solving a

problem but with the intention of being entertained, which implies that users are not

(necessarily) expecting a remunerated reward.

Two prominent GWAPs games developed by von Ahn and Dabbish [2008] are

ESP and Peekaboom. In the former, two users are selected randomly and asked to

label an image. Players are rewarded when they assign the same labels to the image.

In this way users are encouraged to label as accurately as possible the image given.

The game is entertainment because users compete to sum up points and because the

time constraints added to the game. Peekaboom is a game designed to label images.

In this game two players are selected randomly. One user is assigned the role of

Peek, and the other the role of Boom. The Peek user is given a blank screen and

has to guess what the image is about, using words (either verbs or nouns) as labels.

The Boom user reveals parts of the image to guide the other user in the labelling

process. The game is engaging because the cooperation nature of the game and the

competitiveness involve in the process of gathering points.

Recently, similar efforts have emerged in the information retrieval field to autom-

atize the process of collecting relevant judgments. For instance Eickhoff et al. [2012]

studied the benefits of modeling this process by mapping the judgment of relevant

documents to a labeling problem in which topics are assigned to a keyword. They

concluded that the quality of the judgments collected are comparable to the judg-

ments of the best performing TREC participants under the settings of the TREC

2011 Crowd-sourcing task. They showed that the cost of crowd-sourcing platform

tasks can be reduced when using this type of games.

The key observations of GWAPs include the cooperative nature of the game to

enforce quality in the feedback collected, the challenging nature of the game, which

is introduced by the competitiveness between users and time constraints; and by

rewarding the users for their effort using a point system. For our case, users are

awarded points based on their agreement (to encourage quality), and the competition

between users is motivated by providing a list of top scorers.

For each page we provided a maximum of M points, which are distributed among

the N results available in the page. The score assigned to each element is propor-

tional to the likelihood of that element being chosen by the target group of users.

This probability is estimated based on the number of users that have clicked on the

element. In other words, the probability of the elements can be seen as the probabil-

ity distribution of each element being clicked. Formally, this probability is defined in

the following manner:

ptask(result) = α
cfu(result)

cfu(task)
+ (1− α)

1

N
(6.10)
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and the score is defined using this probably:

scoretask(result) = dM × ptask(result)e (6.11)

where cfu(result) and cfu(task) are the number of users that have clicked on

the result and the total number of users that have engaged the task. Recall that a

task refers to a specific page of results (any of the three types) for a given topic. The

parameter α is employed to control how much importance has the agreement between

players in the estimation of the score. If α = 0 then every result is attributed the

same number of points. If α = 1 then only the elements with at least one click are

attributed points. Note that for α = 0, If there has been only one click in the task,

then the element clicked receives the maximum number of points (i.e. M). In section

6.10 we describe the parameters adopted for the case studies.

Additionally, to increase the difficulty of the game, we identified manually, in the

three types of pages, results that were not relevant for the query. Only, clearly irrele-

vant content was flagged as irrelevant. This was also the case for the advertisements

displayed in the pages that were all flagged as irrelevant. Users were taken away three

points if they clicked on one of these results. On average each result page had two

irrelevant results (including the advertisements).

6.9.3 Page types description

We will refer to the three types of pages as plain, google and aggregated. Figure 6.15

shows the three types of pages available in the game. The plain page is built using

the results of the Google Custom Search1. This service provides results from the web

vertical of the Google search engine. No images or news are provided in these results.

Nonetheless, results from multimedia verticals, such as YouTube can still be shown

in the result list. The same is the case for advertisements. An example is shown in

Figure 6.15(a). The google page is built using the state-of-the-art Google Search2.

The difference between this and the plain page type is the inclusion of images, news

and thumbnails in the results. Figure 6.15(b) exemplifies this type of page.

The aggregated page (Figure 6.15(c)) is built using the results fetched from the

verticals selected in Section 6.3.2. The page was built artificially using at most

4 verticals besides the web vertical. The verticals were chosen from the relevant

judgments describe in Section 6.5. Particularly, we employed the assessments using

the single page grading approach, in which each vertical was evaluated in isolation

using a graded system from 1 to 5.

1http://www.google.com/custom
2 http://www.google.com/

http://www.google.com/custom
http://www.google.com/
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We employed the top 4 verticals scored by the assessors. This is, on average, the

maximum number of verticals that are employed by state of the art search engines

and that has been used in previous studies [Arguello et al., 2011].

Only verticals with a score greater than 3 were allowed (averaged across the

score given by all the assessors). For each vertical we included the top two results

returned by the vertical. For the case of image oriented verticals (i.e. coloring pages,

worksheets and images) we arranged the top 5 results in a single row, which is the

case in state of the art search engines. Thus, the results from these verticals count

as 1 in the list of 10 results. For the case of the web vertical we used as many results

as necessary to complete the 10 results per page. This number varies across topics

because not all the topics were assigned more than 3 vertical as relevant. Only topics

in which the web vertical was chosen as one of the relevant verticals were included in

the case study.

For the case of the aggregated page type, we included for each topic the adver-

tisements (if any) found in the equivalent Google page. We also designed the page

using the style presented by the Google page in order to avoid biases towards the

stylistic aspects of the pages. The only noticeable change is the header introduced

for the vertical results. The header presents the name of the vertical (e.g. How To

Smile results for the query...). Nonetheless the changes are subtle as can be observed

in figures 6.15 and 6.15(a).

6.10 Case study settings

Two case studies were carried out: the first with a group of children and the sec-

ond with a group of adults. The first case study was carried out in an international

elementary school in the Netherlands. Even though participants were from differ-

ent ethnic groups and nationalities, they were all highly proficient with the English

language. For the second group we employed the CrowdFlower platform.

6.10.1 Elementary school group

Students enrolled in the sixth grade of an international primary school in the Nether-

lands were addressed. In the Netherlands, the primary school is composed of 8 years

and children in the sixth grade are typically aged 9 to 10. The case study consisted

of a 2 hour session with the children in the classroom. Prior to this session, parental

consent forms were sent to the parents of the children. The form summarized the

purpose of the game and the privacy policies adopted for the collection of data. Par-

ents were encouraged to be part of the process by letting their children engage the

game online from their homes. The class addressed was composed of 16 students

(approximately), 11 of them were allowed to be part of the study.
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At the beginning of the session, children were introduced to the game by showing

the steps required to create an account and log into the system. The dynamic of

the game was explained along with a small tutorial about how to play and how to

use the controls provided in the interface. Emphasis was given in the goal of the

game (finding results relevant to the goal presented to them). After children did not

have more questions about the game, we moved to the next step. It is important to

mention that to add an extra factor of motivation and competitiveness, a prize was

offered to the 3 players who scored the maximum number of points.

In the next step, children were called in small groups. They were allowed to play

the game for 15 minutes after they were assisted to create an account. The process

was repeated for all the other children able to join the experiment. At the end of the

session children were shown the list of top scorers and the prizes were awarded.

Table 6.7 summarizes the age, gender and task completion characteristics of the

users (first column for the children group). 65.6% of the users were male. Nine years

old was the median age of the group. On average 2.7 users completed each tasks and

each user completed on average 26 tasks.

6.10.2 CrowdFlower group

We created a task in CrowdFlower using the external hit approach. For each work

unit, workers were provided instructions about the task and a link that pointed to

an external server where the unit was carried out, in our case to the location of the

game. A token was provided once the worker finished with the work unit successfully.

Few modifications were introduced to the interface in order to avoid spammers

and detect sloppy workers. A unit of work was defined as the completion of 4 game

rounds (i.e. 4 game tasks). As it was mentioned before, negative points were awarded

when the user clicks on advertisement or on one of the results known to be incorrect

or irrelevant for the task, a maximum of 1 click in any of these elements were allowed

throughout the 4 game rounds. Thus, workers were not given a token at the end of

the session if they made more than one mistake. Additionally, we slightly modified

the functionality of the Change button. We allowed workers to shuffle through the

tasks with this button, however tasks in which this function was utilized were not

counted as completed. We opted for this decision to avoid workers skipping tasks

without clicking or exploring the result page. At the same time we did not remove

the button altogether to avoid the situation in which users may feel forced to click

on results even if they are not certain about the relevancy of these results. For each

work unit was paid 3 dollar cents. Only workers from the United States were allowed

to work on the task.

On overall, 63 users engaged the task and their average age was 30 years old. A

slightly larger number of women engage the crowd-sourcing task (52.3% vs 47.6%)As
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Children CrowdFlower

num. users 11.0 63.0
avg. age 9.3 30.5

median age 9.0 29.0
male 63.6% 47.6%

female 36.3% 52.3%
avg. users per task 2.7 8.3
avg. tasks per user 25.9 15.0

avg. users per query 8.1 24.8
avg. queries per user 25.9 15.0

Table 6.7: Users characteristics and average task completion for the group of children
and CrowdFlower users. The last three columns show the percentage of CrowdFlower
users that report being the guardian of a child in the target age range.

it was expected, a larger number of users per task (in respect to the school of children)

was observed as a consequence of the large number of users and the greater time that

they had available. Nonetheless, it is important to mention that a maximum of 15

tasks were allowed for each user. In this way, we reduced the chance of users engaging

the same tasks. The characteristics of this group are shown in Table 6.7.

6.10.3 Parameters tuning

Two parameters are required to be adjusted for the game: the smoothing param-

eter α from the point system in Equation 6.10, and the number of clicks allowed

in each task. The parameters were tuned experimentally by running a pilot study

using CrowdFlower. Initially, we disabled the Change button to guarantee that users

employed all the clicks that were available. We set the number of allowed clicks to

3 and the α parameter to 0.5. During the case study we realized that users were

not fully exploring the result list and most of the clicks were registered in the first

three ranked positions. We also observed that the agreement between users was not

noticeable with the α value chosen.

Based on this observation we increased the number of allowable clicks to 5 and

the λ parameter to 0.7. We observed that these settings lead to more exploration and

a more rewarding experience for the users. Similarly we enabled the Change button

to avoid false positive clicks.

6.11 Log analysis results

Three cleaning steps were applied to ensure that the results were not prone to bias

caused by learning effects. Learning effects may arise if the users engage the same

query more than once during the game (e.g. same query with different page types).
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Children CrowdFlower

Clicks plain 0.122 0.428
google 0.127 0.436

aggregated 0.204 0.348

Verticals plain 0.673 0.783
google 0.515 0.585

aggregated 0.372 0.478

Table 6.8: Krippendorff’s alpha agreement for each group of users. The table summa-
rizes the agreement found in terms of the content clicked and the verticals selected.

Similarly, the first task engaged by the user was considered as a trial task, in which

users get familiar with the dynamics of the game. This was particularly the case for

children. The cleaning steps are summarized as follows:

• The first task engaged by each user was ignored.

• Queries that had been done previously by the user in a different page type were

ignored.

• Tasks that were done previously by the user (i.e. same query and page type)

were also ignored

Most of the results reported are micro-averages. We also computed macro-averages

in respect to the user, as it was the case in Chapter 3 and 4. We only reported the

formers given that the trends observed with both approaches were very similar. We

will clarify for each analysis if this is not the case.

Comparisons between averages across page types and between the two groups of

users (children and CrowdFlower workers) were carried out. The two-tailed t-test is

applied and a difference is considered statistical significant if the probability of the

null hypothesis is smaller than 0.5%. P-values will be reported along each analysis.

Additionally, the Krippendorff’s alpha coefficient was utilized as a statistical measure

of inter-rater agreement. This statistic allows an arbitrary number of coders and

incomplete data. The same coefficient was utilized in Section 6.5.2.

6.11.1 Assessor Agreement

The agreement in terms of the content clicked (and the verticals selected) was mea-

sured using Krippendorff’s alpha coefficient. The encoding for the analysis can be

seen as a matrix with m rows and n columns, where m is the total number of results

(on average 10 per query) presented to the users, and m is the maximum number

of coders that addressed each result in the page. Thus, each row in this matrix cor-

respond to one of the results of a particular task. Missing values were allowed in
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Page type Agreement

Plain 0.244
Google 0.314

Aggregated 0.358

Table 6.9: Vertical selection agreement between user groups for each page type,
measured with the Krippendorff’s alpha agreement score.

the matrix. Only units that were judged by at least 3 assessors were included in the

analysis. One query was discarded for the analysis using this restriction. Table 6.8

summarizes the results.

Even though the click agreement found for the group of children was not high for

the three page types, the largest agreement was found for the case of the aggregated

page type (0.204 against 0.122 and 0.127 for the plain and google page type). In

general, the agreement was larger for the case of the CrowdFlower users. In this case

the google pages had the largest agreement (0.436 against 0.348 and 0.428 for the

aggregated and plain page types).

Larger agreement values were observed when considering vertical selection instead

of individual page clicks. For both groups, the plain and google pages had the largest

agreement. This result is partly due to the smaller number of verticals available in

this type of interfaces. For instance, most of the results available in the plain pages

are classified into the Web vertical. On the other hand, each aggregated page has

results from 4 verticals, typically. Moreover, there are up to 15 types of verticals

across topics. We believe the greater number of high quality verticals led to a larger

variability in the selection of verticals for this type of pages. We also measured the

vertical selection agreement between the two groups of users. For this purpose we

mapped the clicks to vertical relevant judgments. A vertical shown in a given task

is considered relevant, if more than half of the users that engaged the task clicked

on any result from that vertical. We only included units with at least 3 assessors for

the group of children and 5 assessors for the case of the CrowdFlower users. Note

that in this case the coding consists of a matrix with two columns (two coders), and

the rows are the available verticals for each task. Table 6.9 presents the results. We

found that the two groups agreed more on the selection of verticals for the case of

the aggregated page.

Nonetheless, we observed that for all the pages the agreement, although fair for

the case of the aggregated type, was not substantial. In order to identify the verticals

in which the disagreement occurred, we quantified the proportion of agreement for

each vertical, and we broke down this percentage to identify the number of cases in

which the group of children consider a vertical relevant (through their clicks) while

the second group did not, and vice-versa. Tables 6.10, 6.11 and 6.12 present the

results found for the aggregated, plain and google page types, respectively.
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The values are sorted in ascending order in respect to the agreement percentage

(first column). The agreement and disagreement percentages are breakdown to report

the details of the discrepancies between the two groups. For instance the column K

(Yes) - C (No), refers to the percentage of queries in which the majority of user from

the children group (denoted as K ) selected results from a given vertical while the

group of CrowdFlower users (denoted as C ) did not. To ease the interpretation of

results we added in the last columns of the tables the number of queries in which the

vertical was presented.

For the verticals Google Books, Instructables, Yahoo Answers and Wikipedia it

was found that the two groups disagree in more than 40% of the queries. No clear

trend was observed for the verticals Google Books and Instructables. For instance,

Instructables results were clicked by children for around 50% of the queries for the

cases in which the disagreement occurred, while adults did not. However, for the case

of the Yahoo! Answers we found that children clicked on results from this vertical

for 75.0% of the queries in which there was disagreement, and CrowdFlower users

did not click on this type of results. For the Wikipedia vertical it was observed the

opposite behavior, the CrowdFlower users clicked on this type of content for all the

queries in which there was disagreement while children did not.

Higher agreement was observed for the verticals Google (Web), HowStuffWorks,

Google (Images),YouTube and WorkSheet. For these verticals the two groups agreed

on more than 70% of the queries. For Google (Web) and YouTube we found that the

CrowdFlower users tended to click on results from these verticals while children did

not click on these results when there was disagreement between the two groups. The

opposite trend was observed for Google Images and Worksheets.

On overall, we observed high agreement and large number of clicks for both groups

of users on educational services with moderated content for children, such as Science

for Kids KidsHealth and HowStuffWorks. Even though, relatively large agreement

values were observed for the Google (Web) results, children seen less keen to click on

these results (similarly for the case of Wikipedia). The opposite behavior was observed

for the case of Google (Images) since children tended to click more on these results

than adults. Interestingly this was also the case for the vertical Yahoo Answers, in

which children clicked more than the adult group of users.

Tables 6.11 and 6.12 show that results from the verticals KidsHealth and Science

for Kids were less noticed by both group of users. On the other hand, consistent

trends were observed for the Google (Web) vertical. A different behavior was observed

for the verticals Google (Images), Youtube. In these verticals both group of users

had low agreement and children tended to click more on the results from these two

verticals. These results suggested that it was easier for children to identify the content

that is especially designed for them (e.g. KidsHealth and Science for Kids) in the

aggregated interface.
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Figure 6.16: Likelihood of clicking on a vertical in each page type for the set of child
users.

6.11.2 Vertical selection distribution

We estimated the likelihood of clicking on a vertical result for each page type. The

motivation is to compare the vertical preferences of both age groups and the likeli-

hoods across the page types. The likelihood of clicking on a vertical is estimated in

the following fashion:

p(v) =

|U |∑
i=0

p(v|ui)p(ui) (6.12)

p(v|ui) =
cf(v, ui)

cf(ui)
(6.13)

where cf(v, ui) is the number of queries in which the user clicked on at least one of

the results of vertical v. The value cf(ui) is the total number of verticals shown to the

user. This value is calculated by summing up the number of verticals of all the tasks

engaged by the user. The probability p(ui) is assumed to be uniformly distributed.

Finally, U refers to the set of users that engaged the game.

The results for the children and CrowdFlower users are shown in Figure 6.16 and

6.17, respectively.

Child users results

Figure 6.16 shows that the likelihood of selecting a vertical varies depending of

the page type engaged. For the aggregated page type, the most likely verticals to

be selected were: WorkSheets, HowStuffWorks, Science for Kids,GameSpot, Google
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(Books) and Yahoo Answers Note that the top 4 verticals provide results that are

moderated for children. For the google page type the most popular verticals were

Google (Images), News, YouTube, Wikipedia and Science for kids, nonetheless the

likelihood values found for these verticals were lower than the values observed for the

aggregated page type. For instance the likelihood for the Science for Kids vertical in

the aggregated pages was 0.30, and for the google pages was 0.15. For the case of the

plain page type, we found that KidsHealth, Wikipedia, Youtube and Google (Web)

were the most likely verticals to be clicked.

The high likelihood for the News vertical came as a surprised since we did not

observe an important volume of clicks on this type of content in Chapter 3, which was

the finding that led us to exclude this vertical from our set of verticals. Nonetheless,

exploring the results provided by this vertical, we found that up to 50% of the clicks

were on results that were not relevant for the task.

Interestingly, verticals such as Google (Images) and YouTube were less likely to be

clicked on the aggregated pages. This is due to the high quality content for children

provided by the other verticals such as HowStuffWorks and WorkSheets.

We found statistical significant differences (as described in Section 6.11) for the

following combinations of vertical and page types. P-values are reported in paren-

theses: aggregated -google (0.005) and aggregated -plain (0.007) for the vertical How-

StuffWorks ; aggregated -google and aggregated -plain (0.028) for Google (Books); ag-

gregated -plain (0.049) for Science for Kids ; aggregated -google (0.045) for Instructa-

bles ; aggregated -plain (0.018) and aggregated -google (0.041) for Yahoo Answers ; ag-

gregated -plain (0.004) and aggregated -google (0.0006) for Google (Web); aggregated -

google (0.041) for YouTube.

CrowdFlower users results

As it was the case with the group of children, the CrowdFlower users had different

vertical preferences according the page type. The results are summarized in Figure

6.17. For the case of the aggregated pages, the verticals Google (Books), Science for

Kids and Wikipedia had the highest likelihood of being clicked. For the plain page

type the preferred verticals were Wikipedia, Google (Web), YouTube. The verticals

Google (Images), Wikipedia, Google (Web) were the most likely verticals to be clicked

for the google pages. On overall we observed that verticals with moderated results

are preferred in the aggregated page and that popular verticals such as Google (Web),

Google (Images) and Youtube were less likely to be clicked on the aggregated pages.

Nonetheless, we still observed large likelihoods for verticals such as Wikipedia and

Instructables across all the page types. This behavior was not observed for the group

of children.

Most of the results were statistical significant given the large amount of Crowd-
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Figure 6.17: Likelihood of clicking on a vertical in each page type for the set of
CrowdFlower users.

Flower users that engaged the game: aggregated -plain (0.01) for Rotten Tomatoes);

aggregated -plain (0.002), aggregated -google (3E-5) for Google (Web); aggregated -plain

(9E-4), aggregated -google for HowStuffWorks ; aggregated -plain (3E-05), aggregated -

google (0.021) for Yahoo Answers ; aggregated -plain (0.001), aggregated -google (0.001)

for GameSpot ; aggregated -plain (0.048), aggregated -google (0.048) for AllMusic; ag-

gregated -google (0.007) for Science for Kids ; aggregated -plain (0.037), aggregated -

google (0.037) for How to Smile; aggregated -plain (3E-06), aggregated -google (2E-06).

Comparison across age groups

The likelihood of clicking on each vertical is contrasted for each page type between the

two groups of users in Figures 6.18, 6.19 and 6.20 for the plain, google and aggregated

page types, respectively.

Figure 6.18 shows that the CrowdFlower users had a slightly higher likelihood to

click on several verticals, such as Google (Web), Wikipedia and Instructables. This

group also had a higher likelihood to click on v verticals providing moderated content

for children such as Science for kids. On the other verticals the trend is reversed.

For most of the verticals the differences were marginal. Similar trends were observed

for the google pages (Figure 6.19). Nonetheless, for the latter, children were more

likely (than adults) to click on the News vertical and image oriented verticals such

as Google (Images) and YouTube.

In general for the aggregated pages (Figure 6.20) verticals with moderated content

were more noticeable to children and the likelihood of clicking on results from these
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Figure 6.18: Vertical likelihood for both groups using the plain page.

Figure 6.19: Vertical likelihood for both groups using the google page.

verticals were larger than the click likelihood of adults (i.e. KidsHealth, HowStuff-

Works, Science for Kids). We also observed that the likelihoods of clicking on Google

(Images) and YouTube results were lower on this page type, particularly for children.

We consider this a positive results because it suggests that children were more prone

to click on text based results over visually based results, as a consequence of a better

selection of text results from the moderated verticals.
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Figure 6.20: Vertical likelihood for both groups using the aggregated page.

Children CrowdFlower

Plain 4.4 3.9
Google 5.0 4.1

Aggregated 4.5 4.5

p-values

Google-Plain 0.831 0.001
Aggregated-Google 0.023 0.001

Aggregated-Plain 0.022 1.7E-07

Table 6.13: Average rank positions and p-values using paired t-test at 95% confidence
level for each page type pairing.

6.11.3 Rank distributions

Similar rank averages were observed for all the pages. Table 6.13 summarizes the

results. On average children (and CrowdFlower users) clicked on high ranked elements

(top of the list) in the plain pages. The opposite trend was observed for the google

and aggregated pages for both group of users. Thus, users explored less the list of

results in the plain pages.

Even though the differences were small between rank averages, we found that in

all cases the differences were statistical significant (using the paired t-test at the 5%

level of confidence), except for the difference between the plain and aggregated pages

for the group of children, p-values are reported in Table 6.13 as well.

It is important to mention that the results reported in Table 6.13 disregard the

clicks on advertisements, which are located on the top of the result pages. A no-

ticeable difference between the two groups is the proportion of clicks on this type of



188 Chapter 6. Vertical Selection for Young Users

Children CrowdFlower

Plain 1.54 1.30
Google 1.57 1.43

Aggregated 1.69 1.48

p-values

Google-Plain 0.600 1.1E-04
Aggregated-Google 0.021 0.175

Aggregated-Plain 0.007 3.5E-07

Table 6.14: Average number of points awarded per result clicked and p-values using
the paired t-test at 95% confidence level for each page type pairing.

content. Around 3% of the clicks of CrowdFlower users were on advertisement, and

10% for the case of children.

Even though, users were penalized in different ways for clicking on ads (Crowd-

Flower users were allowed to make at most one mistake), this result indicates that

children struggle to identify advertisements. This behavior was consistent across the

three page types.

6.11.4 Interaction analysis

In the following paragraphs we explore the usage of the Change button, the average

number of clicks, the number of points gained by the users, and the average time

spent per tasks and per click for each group of users.

Points awarded

Table 6.14 presents the average number of points gained on average for each click.

A large number of points suggests high agreement between the users. Recall from

Section 6.9.2, that results that are more frequently clicked lead to a greater number of

points. It is important to clarify that the results presented do not exclude the negative

points awarded to users when they clicked on ads or results known to be irrelevant.

Nonetheless, the results obtained when these clicks are excluded are consistent with

the results reported.

For both group of users, a greater number of points was awarded, on average, in the

aggregated interface. For the children group of users, this result is consistent with the

agreement coefficient reported in Section 6.11.1. Even though, the differences were

not large, all the results were statistical significant except for the paired comparison

between the average scores estimated in the google and plain result pages.

We expect larger point differences between page types as more users engage the

system, since the estimation of points is heavily dependent of the number of users

providing clicks.
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Children CrowdFlower

Result Task Result Task
plain 8.9 33.5 5.9 21.3

google 7.7 31.6 5.6 18.4
aggregated 9.2 36.1 6.3 23.8

p-values

Google-Plain 0.044 0.625 0.360 0.052
Aggregated-Google 0.019 0.292 0.028 0.016

Aggregated-Plain 0.668 0.561 0.186 0.306

Table 6.15: Click and game duration. The values are in number of seconds.

Clicks per game round

Children tended to skip the plain and google pages more often than the aggregated

pages. The following were the percentages of clicks on the Change button: 19.2%,

17.5% and 14.6% for the plain, google and aggregated pages, respectively.

On overage, there were only marginal differences in the number of clicks on each

page type. For instance the average number of clicks (averaged per number of tasks

engaged) in the plain, google and aggregated page types were 3.4, 3.5 and 3.3, respec-

tively. None of the paired comparisons were statistical significant.

Although we observed that CrowdFlower users also tended to use the skip button

less in the aggregated page types, the perceptual differences were not large and non-

statistical significant: 1.9%, 5.1% and 0.4% for the plain, google and aggregated pages,

respectively. A different behavior was observed in respect to the average number of

clicks. In general, the average number of clicks per game round was larger (4.46, 4.56

and 4.48) than the average number of clicks accounted for children. However, we

believe this difference is due to the restriction added to the game in CrowdFlower.

Recall that for these users all the clicks available had to be employed in order to

count the game round as completed.

Click and game duration

The game round duration accounts for the moment in which the user click on the

button Go! in the task description scene to the last click registered in the game

round (or the click on the Change button). Click durations are estimated based

on the number of seconds between the click event on the result, and the previous

event (either another click or the event representing the start of the game round).

Game rounds that were skipped, or that did not register any click were ignored

in the results reported. Similarly, clicks that took longer than 100 seconds were

ignored. This threshold was employed in Section 3.4.4 (Chapter 3) to define long

clicks. Nonetheless, the trends were consistent when using longer thresholds. The
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Plain Google Aggregated

HowStuffWorks - 9.5 14.2
YouTube 10.1 6.2 10.7

KidsHealth 5.0 9.3 8.7
GameSpot - - 8.3

Science for Kids 10.0 5.5 8.1
Google (Web) 8.6 7.9 8.1
Instructables 6.0 11.5 7.8

Yahoo Answers 4.0 8.3 7.4
Wikipedia 7.4 5.3 7.2

Ads 4.7 7.2 6.8
Google (Images) - 4.9 6.8
Google (Books) - - 5.3

WorkSheets - - 5.0
Rotten Tomatoes 10.0 6.5 4.0

OnlineFlashGames - 5.3 4.0
Coloring pages - - 4.0

Amazon - 10.0 3.5
News 5.5 8.8 -

Table 6.16: Click duration on the verticals in each page type for the child users.
Verticals without sufficient data are excluded from the table (e.g. Coloring pages in
the plain page type). Values sorted in descending order using the aggregated pages
values.

click and game duration are summarized in Table 6.15.

On overall, the time spent on the aggregated interface was larger for both age

groups. Significant statistical results were found for the CrowdFlower group of users.

This result suggests that users were more engaged with the results presented on these

pages.

The average click duration trends were similar for both age groups. We observed

that clicks were longer on the aggregated pages. We believe this result also suggests

a greater engagement with this type of results. An alternative interpretation is that

children need a longer time to parse and understand the elements of the aggregated

pages, however given that several of the results were from moderated verticals and

designed for the language capabilities of children, we opted for the first interpretation.

Moreover, clicks from Crowdflower users were also longer in the aggregated pages. In

this case statistical results were found for both group of users when comparing the

google and aggregated pages. Even though the trends were similar for both age groups,

children spent more time per click and per game round.

Additionally, the average click duration per vertical was estimated to have a better

understanding of the time spent to click on different type of results (e.g. image or text

based). The estimation is analogous to the click dwell time explained before. Tables
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plain google aggregated

Rotten Tomatoes - 13.5 7.0
World Of Tales - - 6.3
Yahoo Answers 2.5 3.4 6.2

KidsHealth 3.2 1.6 5.3
Ads 6.5 4.9 5.2

Wikipedia 4.0 4.0 5.1
Instructables 4.5 3.4 4.6

YouTube 4.9 4.6 4.5
Amazon - 4.5 4.5

Coloring pages - - 4.4
HowStuffWorks 2.4 1.7 4.4

WorkSheets - - 4.4
Science for Kids 4.6 3.5 4.3

GameSpot - - 4.2
Google (Web) 4.5 3.8 4.1

Google (Books) - - 4.0
OnlineFlashGames - - 4.0

Google (Images) - 3.9 3.7
AllMusic (songs) - - 3.2

News 3.4 3.3 -

Table 6.17: Click duration on the verticals in each page type for the CrowdFlower
users. Verticals without sufficient data are excluded from the table (e.g. Coloring
pages in the plain page type). Values sorted in descending order using the aggregated
pages values.

6.16 and 6.17 summarize the results. On overall, we observed for the case of children

(Figure 6.16) that clicks on most of the image based results, such as Coloring Pages

and Google (images), took from 3 to 7 seconds. This was also the case for most of

the results with thumbnails (e.g. Amazon, Google Books). For the text based results

the time varied from 7 to 9 seconds. The exceptions were the HowStuffWorks and

YouTube. Clicks on these verticals were longer than 10 seconds.

For the case of the CrowdFlower users (Figure 6.17 we observed that clicks on

image based results varied from 3.5 to 4.5 seconds, while clicks on text based results

varied from 4 to 6.3 seconds. Results with thumbnails where in the same range

observed for the image based results. No statistical significant differences were found

across page types.

These results were expected since image results can be judged faster than text

based results. Interestingly, clicks on results with thumbnails seem to have a longer

duration than the clicks on images, and shorter than the clicks on text based results.
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6.12 Survey study results

A survey was delivered to the children that participated in the case study. Children

filled the survey with the help of their teacher. The survey is shown in Appendix B.

Ten out of eleven children filled the survey. The motivation of the survey was (i) to

gather the overall impression of the children towards the game, and (ii) find out if

children noticed differences between the three types of pages.

The first two questions of the survey were: Did you find the game hard? And

What did you like and did not like about the game? On overall all the children liked

the design of the game and they all found it fun and entertaining. Seven children

did not find the game difficult. The other children reported that it was a bit difficult

because the time restriction imposed, and because points were taken away when

irrelevant content was clicked. Two children found that there were not many topics

available in the game and three of them complained about the login page of the game.

During the study we noticed that the login and registration process was difficulty

for this group of children. Both processes were designed using standard web forms,

like most web services available online. Special care should be given to the design of

the front page of web services aimed at children in order to increase their accessibility.

Other alternatives to the standard web forms to capture information are worth to

explore, for instance the usage of avatars.

The next question was: Did you notice differences in the pages displayed in each

game session? Eight children did not notice any difference in the pages. They only

noticed that the topics were different in each game round. Two children noticed

differences, although only in the sense that some pages had more visual content than

others, thus these two users were also unable to clearly distinguish between the page

types. Children were also asked explicitly if they noticed that certain results were

grouped together (making reference to the vertical results presented in the aggregated

pages). Most of them replied that only images and YouTube videos were grouped

together. These answers are interesting because reflect that even if children did not

recognize the changes between the pages displayed, their behavior and interaction

differed throughout the pages types for several of the metrics addressed in the previous

sections.

6.13 Discussion of the case study results

To answer research question R.Q-6.3, we collected evidence showing that children

and adults explore more aggregated pages with results from the moderated verticals

than result pages from a state-of-the-art search engine and plain result pages without

thumbnails or images.



6.13. Discussion of the case study results 193

We found that, on average, children and adults clicks were longer in the aggregated

pages. The results for both groups were statistical significant when comparing the

google and the aggregated page types. Similarly, the average time spent on each

game round was longer in the aggregated pages. Given that the these pages present

several results from moderated services that are known to be suitable for children,

longer game round duration suggests more engagement and exploration. This is also

reflected in the proportion of times the Change button was used to shuffle tasks.

Children used more this functionality in the plain and google pages, which indicates

that users were less certain about the relevancy of the results or less satisfied with

the results provided by the latter two types of pages. A similar behavior was found

for the CrowdFlower users. On the other hand, we only found marginal differences

in the average rank position between the three page types and the results were not

statistical significant.

It is important to mention that children were also found to agree more on the

content clicked on the aggregated pages, which shows that for this group of users

was easier to identify relevant and non relevant content in these pages. However,

CrowdFlower users agreed more in the google pages.

The likelihood of clicking on a result from each one of the verticals was estimated

to address research question R.Q-6.4. We also estimated the overall agreement of

the verticals selected by mapping the clicks of the children and CrowdFlower users

to vertical judgments. The best agreement is obtained with the aggregated pages,

which suggests that the vertical relevant judgments gathered using CrowdFlower

were suitable to design aggregated pages for children (this result was also reflected

in the click agreement values). As we pointed out in the previous sections, even

though this agreement was fair, it was not substantial. We explored in detailed the

verticals in which both groups of users disagreed. Google (Books), Instructables Yahoo

Answers and Wikipedia were the verticals with the least agreement (under 60%). We

found that children tend to find useful the results from Yahoo Answers more often

than adults, and the other way around for the case of the vertical Wikipedia. These

findings can be used to improve the quality of the aggregated pages. For instance, the

disagreements can be seem as a biased introduced by adult judges and methods to

take this bias into account are worth to be explored to create aggregated pages closer

to the actual judgments of children. We also observed that most of the verticals

providing moderated content for children e.g. KidsHealth, Science for Kids were

among the verticals with the best agreement.

In terms of the verticals preferred by children across the set of topics, we observed

that the verticals most likely to be clicked were the ones with educational content for

children (e.g. Science for Kids, Worksheets), and the verticals Google (Books) and

Yahoo! Answers. On overall, we observed that verticals results were more likely to be

clicked on the aggregated pages. Greater likelihood values were observed for this page
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type in respect to the google and plain page types, and in respect to the likelihoods

observed for the CrowdFlower group of users. Similarly, children were less likely to

click on Google (Web) results in comparison to adults.

This is an important result because it provides evidence that children interact

more with the results presented in the aggregated pages. Interestingly, we observed

that image oriented results (e.g. Google (Images) were less likely to be clicked on this

type of pages while educational content had a higher likelihood to be clicked.

6.14 Conclusions and future work

We presented a detailed description of a simple methodology to build a collection for

the problem of vertical selection in the domain of content for children. We contrast

two methodologies to gather relevant assessments using CrowdFlower. We proved

that the two methods lead to a different set of relevant verticals and that the former

is prone to visual bias. We show that the different sets obtained by these methods can

also lead to differences in the performance of vertical selection methods. We believe

that the choice of either methodology is highly dependent of the targeted aggregated

search system. For instance if the web vertical is always displayed it may be more

beneficial to employ the paired comparison method since it has higher inter-assessor

agreement. Nonetheless, further refinements are needed given the visual bias obtained

by this method. We found that tags from social media are an effective resource for the

problem of vertical selection given that was the best performing feature for several

of the experimental settings. Similarly, the ratio between the sizes estimations (i.e.

children and grown ups) led to a significant performance gain.

In regard to the evaluation of the aggregated pages, we found that children ex-

plored more the pages showing results from our test collection. Clear evidence of more

interaction was observed in terms of the time spent on each page, the proportion of

times the tasks were skipped, and the likelihood of clicking on results from educa-

tional and moderated verticals. We also observed that children agreed more on the

content selected in the aggregated pages. Nonetheless, we observed that the vertical

selection agreement between the two groups of users was low. This result suggests

that the level of interaction and engagement can be highly improved by accounting

for the discrepancies between the relevant judgments provided by the two groups of

users.

6.14.1 Future work

There are several directions for future work. We showed a simple language model to

rank verticals using tags from social media. However, more sophisticated methods

to exploit these resources are worth to be explored (e.g. random walk, semantic
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latent models). Features based on readability measures and the sentiment expressed

in the text results are yet to be explored. Features derived from the search behavior

of children are also promising given the noticeable differences between children and

adults. Behavior information derived from search log sessions has been employed to

improve the ranking quality of web results [Agichtein et al., 2006].

In this work, it was not explored the correlation between verticals and the im-

pact of the context in which the vertical results are presented. For instance, if the

top three ranked verticals are Worksheets, Science for kids and Coloring pages, it

may convenient for some tasks to drop Coloring pages given their similarity to the

results provided by the Worksheets vertical, leaving room to other type of results

(e.g. videos). Improving the diversity of results [Zhu et al., 2011], particularly on

exploratory informational tasks, is also worth to be explored in future research.

Other potential follow up studies involve evaluating the impact of the order in

which the verticals are shown to the user, the number of verticals displayed in each

page and the coherence of the information aspects presented by the vertical results.

Exploring methods to improve the agreement between the relevant judgments of chil-

dren and adults represent another important line of research. For instance, allowing

only parents to judge the relevancy of the verticals may lead to better results given

their closer (and more recent) familiarity with children. The usefulness of aggregated

pages and particular moderated services also need to be explored under close defined

and complex information tasks.





Chapter 7

Conclusions

This thesis explored in depth the search behavior of young users from 7 to 18 years

old. A large scale study was carried out using search and toolbar logs. The aim was

to understand the interaction of young users with search engines and their activities

on a web browser. The key findings from this study allowed us to propose two

solutions to improve the search experience of young users on the Internet. Firstly,

query recommendation methods were proposed. Query recommendations help this

user segment to focus their search on query aspects (i.e. query senses) that are

of interest to and appropriate for them. The second solution goes a step further.

Verticals (i.e. search services) are suggested to help children improve their chances

of finding appropriate content. The last part of this thesis provided evidence of

the benefits in terms of interaction and exploration for users aged 8 to 10 years old

carrying out exploratory search tasks using blended results from a carefully selected

set of verticals, specifically for children aged 8 to 10 years old. The following sections

answer the research questions drawn up in Chapter 1, based on the findings shown

throughout the chapters of this thesis. The last section of this chapter summarizes

possible research lines for future work.

7.1 Searching content for children

Search sessions from the AOL search logs were carefully selected and analyzed to

determine the search differences between users, targeting content for young users and

for the average web user: R.Q-1.1. What are the differences in search behavior of

users targeting content for young users in respect to the average web user?

In Chapter 2, we found clear differences between the search sessions of the users

targeting content for young users (both children and teenagers) and the average web

user: Longer queries, sessions with longer duration, more usage of natural language

in the queries, higher number of clicks and a greater amount of clicks on low ranked

197
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results in the case of young users, were some of the key log metrics that provided

evidence of the difference (statistically proven) between the group of young users

and adults. We also observed that the behavior of users searching information for

teenagers was closer to the behavior of those searching content for children, and not

closer to the behavior of the average web user.

From the results presented in Chapter 2 is not possible to guarantee that the

results observed actually correspond to the average web behavior of children and

teenagers. However, these results have important implications: they exposed the

difficulty of finding content appropriate for young users in state-of-the-art search en-

gines. For instance, the use of longer queries (in respect to the average web user)

shows the need of using focused queries to retrieve high quality content for young

users. This difficulty is also expressed by the larger amount of clicks on lower ranked

results. We validated that the results obtained are not biased by the fact that the

users were identified through the Dmoz directory. We showed that the search behav-

ior of users targeting other information domains (e.g. finance) greatly differ from the

behavior of the users targeting content for young users and from the average web user.

Conclusion 1: Users searching for information for children and teenagers behave

differently in terms of query and search session characteristics, when they are com-

pared to the average web user. Even though the group, children and teenagers, are also

statistically different, they behave similarly based on the query log metrics adopted.

The differences found show clear difficulties, during the search process, to find content

appropriate for children and teenagers.

Our second aim was to determine if the topics targeted with the AOL queries are

representative of the topics targeted by young users: R.Q-1.2. Can we identify a

representative distribution of topics of interest to young users in the Web through a

set of queries aiming at content for them?

In Chapter 2, it was verified qualitatively that the cue words of the AOL queries

are representative of the topics searched by children and teenagers. Recall that cue

words refer to those keywords that represent the different information senses of a

given query. For instance, the cue words, movie, toys and images, are possible cue

words for the query cars. The verification was carried out by clustering the cue words

in central topics and contrasting them against the topics of interest to young users

identified in previous case studies by Ofcom [2010].

We also addressed this research question quantitatively by estimating the Pear-

son’s correlation between the topic distribution of the queries from the AOL logs, and

a large scale set of queries submitted by young users (using the Yahoo! Search logs).

This analysis is described in Chapter 3.. The distributions were obtained by mapping

the queries to categories in the Yahoo! Directory. We found high correlation values
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when pairing the distribution of queries according to the targeted age. The kids set

of queries on the AOL logs, identified with urls targeting content for users between

8 to 12 years old, correlated best with the topics of queries submitted by users aged

6-7, 8-9 and 10-12 years old to the Yahoo! search engine. For teenagers AOL queries,

the highest correlation was found when using the topic distribution of the queries of

users aged 13-15 and 16-18 years old from the Yahoo! Search engine:

Conclusion 2: The topics of queries identified through the Dmoz urls in the AOL

search logs correlate with the topics targeted by queries submitted by young users.

Thus, the query set identified in the AOL logs are representative of the topics searched

by children and teenagers in a large scale search engine.

7.2 What and How children search on the web

We hypothesized in Chapter 3, that young users struggle to find information on the

Web, since we found in Chapter 2 that users in the AOL logs had difficulties in finding

information suitable for children. A large scale sample from the Yahoo! Search logs

was employed to characterize the search behavior of users from 7 to 18 years old.

Special emphasis was given to the search difficulties of this user segment: R.Q-2.1.

Do young users struggle to find information with a large scale search engine, and how

is this struggle reflected in their search behavior from a query log perspective?

Recall, that we only employed log activity from registered users with reported

age, enabling us to characterize the actual search behavior of young users on a large

scale, which was a limitation of the study shown in Chapter 2.

Clear evidence of search struggle was found in the queries and search sessions of

young users. Shorter queries and greater usage of natural language (compared to

adult users) showed that young users had difficulty formulating specific queries using

keyword based queries. Recall, that in Chapter 2, it was found that short queries

reduced the chances of finding appropriate content and that, for children, relatively

long queries are needed to access high quality. However, in Chapter 3 we observed

that the queries submitted by young users are shorter than the queries of adult users,

which suggests that young users are less likely to find content that is designed for

them.

This problem was also reflected in the larger amount of short clicks in the sessions

of young users in comparison to adult users. Similarly, a larger number of abandoned

sessions were observed for the former group of users. These results showed that

young users abandon web results quickly. This result can be explained by a sense of

frustration during the search process, given that young users abandoned their sessions

more often than adults and that the average number of clicks was significantly shorter
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than the average found for adult users.

A prominent behavior observed for the group of children and teenagers was the

tendency to click on top ranked results, and in general on elements located in the

top areas of the result page. This bias was expressed not only in less exploration of

the result page but also on a greater amount of clicks on advertisements. We also

found that children had a higher likelihood of clicking on content that is unsuitable for

them by accident (e.g. adult content), which can also hamper their search experience.

Conclusion 3: Signs of search struggle were clearly reflected in metrics such as

query length, click duration, session abandon rate, number of events per session and

rank distribution. These results suggest frustration during the search process (by aban-

doning search sessions) and disorientation (clicks on advertisements, clicks on adult

content by accident). The limited exploration of the result page shows that young

users are not getting the most out of the information that is available to them on the

Internet.

The differences between age ranges defined for children, teenagers and adults were

also analyzed: R.Q-2.2. Does the search behavior and search difficulties of children,

teenagers and adults differ in a large scale search engine (Yahoo! Search)?

Overall, clear differences were found between the group of young users (children

and teenagers) and adults in most of the query and session metrics explored in Chap-

ter 3. Nonetheless, the differences between the groups of children and teenagers were

often small. Bigger differences were found between users aged 16 to 18 and users

aged 19 to 25, than between users aged 10 to 12 and 16 to 18. Metrics in which this

was not the case were; query vocabulary size, usage of natural language and topic

distribution. For instance, users below 12 years old had a significantly smaller vo-

cabulary size compared to teenagers. Teenagers also used natural language in queries

significantly more often than children and adults. On the other hand, clear increas-

ing trends were observed for query and session length metrics (it was lower for young

users).

Conclusion 4: Clear differences were found in the search behavior between the groups

of children (7-8, 9-10 and 10-12), teenagers (13-15, 16-18) and adults (above 19),

based on the query log metrics explored. The search behavior of teenagers was closer

to the search behavior of children. The jump to adulthood in terms of search behavior

occurred in users aged 19 to 25 years old. Nonetheless, marked differences between

children and teenagers were observed in terms of topic interests, query vocabulary and

usage of natural language.

In Chapter 3, it was hypothesised that stages of development are reflected in search
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queries: R.Q-2.3. Can we retrace stages of children and teenagers development, in

terms of the topics they are interested in, through their queries and the characteristics

of these queries?

Aspects of development such as; topic interests, sentiment expressed in the queries,

vocabulary size and readability level of the content clicked, were explored to address

this research question. A clear correlation was found between the topic distribution

and the age of the user. The correlation differences between the group of young users

and adults were more pronounced when using a set of how-to queries. Similarly, cer-

tain topics were found to have a clear correlation with the queries of users in certain

age ranges. For instance, the topics that correlated the best with the youngest group

of users were: games, arts and pets. As it was mentioned above, smaller vocabulary

sizes were observed in the queries submitted by children below 12 years old, which

reflects the limited vocabulary of these users in respect to teenagers and adults. This

behavior was also observed in the amount of clicks on content that is easier to read

(i.e. basic readability level according the Google search classification). Our analysis

of the sentiment expressed in the queries was not in line with the other results and

were not conclusive. We expected to observe a greater amount of sentiment expressed

in the queries of young users. However, no clear trends were found. Further research

is required to understand the impact of the sentiment expressed in the content clicked

on by young users.

Conclusion 5: Stages of development were clearly reflected in the search queries

submitted by children and teenagers. Concretely, topics were correlated to specific

age ranges and the biggest correlation gaps were found between the topic distributions

of the youngest and oldest groups of users. Consistent behavior was observed for the

analysis of query vocabulary and the readability of the content clicked.

7.3 Browsing activities of young users

Chapter 4 explored the activities that users carried out on the web browser. We

were particularly interested in the activities, on the browser, that occur before the

submission of a query on the web and multimedia search services. A large sample

from the Yahoo! Toolbar logs was utilized, using a similar methodology, to group the

log activity of users in meaningful age ranges.

Firstly, the amount of browsing activity was quantified to give a better under-

standing of how children and teenagers use web browsers. Additionally, the amount

of multimedia search (search of images and videos) was also measured through the

toolbar logs. Remember, it is not possible to carry out this estimation with the stan-

dard search logs we employed in Chapter 3: R.Q-3.1. What activities are carried out
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by young users on the web browser besides web searches?, How prominent is browsing

for each age range? At what ages are multimedia searches preferred?

In this work the term browsing activity refers to any kind of internet activity on

a web browser that is not carried out within a search engine. Overall, we found a

significantly larger proportion of browsing activity by young users, particularly by

teenagers. For instance users aged 13-15 and 16-18 were browsing almost 9 times

more than searching, while for adults the ratio of browsing versus searching was 5:1.

Children below the age of 12 (years old) browsed 7 times more than they searched.

This result suggests that state-of-the-art search engines need to make a greater effort

to attract young users.

In Chapter 4, it was observed that the teenager group of users used multimedia

search the most in comparison to the other user groups(13-15 and 16-18). Teenagers

were found to submit queries to these types of services (or this type of service) twice

as often as adults. The proportion of queries submitted by children (users younger

than 13 years old) to multimedia search services were slightly lower compared to the

adult segment. This result shows the difficulty of the youngest user groups to identify

and access these search engines, rather than suggesting their lack of interest in the

use of multimedia services. This was shown in the case study in Chapter 6, in which

children clicked on a large proportion of results from multimedia services when result

pages with multimedia results were displayed to them.

Conclusion 6: Teenagers and children carried out a significantly larger amount of

browsing activity on the Internet in respect to the amount of searching. Even though

adult users also performed more browsing than search activities, the margin for young

users is significantly larger. Teenagers were the group to submit the largest propor-

tion of queries to multimedia search services. The low usage of these services found

for users younger than 13 years old provided evidence of the need for improving the

presentation of results from these verticals for this segment of users.

Chapter 4 explored the browsing activities that occur before a search and that are

likely to trigger a search: R.Q-3.2. Which types of search and browsing activities are

more likely to trigger searching the web and multimedia search engines in the case of

young users? Do these triggers differ from those observed in adults users?

A large percentage of browsing activity led to web search events in all age groups,

nonetheless the proportion was slightly higher in the adult segment of users (30%

for users under 19 and 34% for users over 25). Also, a significant amount of web

searching is carried out at the beginning of a browsing session, this behavior was

more accentuated in the case of child users (18.7% for users under 12 years old and

14% for users over 25 years old).

Most browsing events had a relatively low probability of triggering web search and
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the differences between the age groups were, although statistical significant, marginal.

Nonetheless, the knowledge browsing category (i.e. clicks on Wikipedia) showed differ-

ent behavior and a high likelihood of triggering web search events. Larger differences

between age groups were also observed. The likelihood observed for this event was

around 11% for most teenagers and adults. For the group of children the likelihood

was around 16% This result reflects the importance of providing appropriate educa-

tional content to the group of young users, particularly children. We addressed this

issue in Chapter 6, in which we showed that children had greater click agreement and

high likelihood of clicking on, educational content that has carefully been designed

for their language capabilities.

In regard to the search activities that trigger multimedia search, web search events

had the greatest likelihood of leading to a multimedia search query. Particularly, for

cases in which the query submitted to the web search engine was afterwards sub-

mitted to the multimedia vertical. This likelihood was higher for users aged 10 to

19 years old (7% against 4% for the other age groups). We believe that this likeli-

hood is higher than the other events explored due to the functionality provided by

state-of-the-art search engines, in which the query submitted to the web vertical is

automatically sent to multimedia verticals by clicking on tabs or links pointing to

these services. On the other hand the fraction of each one of the browsing events

that leads to multimedia search was below 1% for all the age groups.

Conclusion 7: On average, browsing activities lead to one third of web search events.

Slightly higher percentages were observed in the case of adult users. The child user

groups were more prone to start the browsing sessions with a search on the web ver-

tical. On the other hand, knowledge browsing events had the highest likelihood to

trigger a search, particularly in the youngest group of users. This result points to the

importance of providing appropriate educational material that is suitable for young

users. The analysis of multimedia usage between age groups pointed to the need for

improving access to multimedia results for the youngest group of users.

7.4 Query recommendations for young users

In Chapter 5, query recommendation methods based on tags from social media and

resources for children were explored. The motivation for providing query recommen-

dation for these users comes from the findings presented in Chapter 3. Recall, that

the queries of young users were on average shorter, compared to the average web

user, and their query vocabulary was significantly smaller. Query recommendation

is used to help young users to focus their search on topics that are more likely to be

relevant and of interests for them. The two methods proposed in Chapter 5 employed
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resources carefully designed for young users and their description with social media,

in order to provide high quality query recommendations.

Firstly, a novel biased random walk was proposed to boost keywords that are

frequently associated with topics and content designed for young users. The biased

random walk is based on information gain metrics that emphasize tags from social

media more likely to describe content for children than to describe content for adult

users. The method was compared against the random walk proposed by Craswell and

Szummer [2007], and three well established biased random walks: topical page rank,

spam rank and the random walk proposed by Fuxman et al. [2008]. All the random

walks were trained using the same datasets. Moreover, we contrasted the performance

of our methods against the query suggestions of a state-of-the-art search engine. Even

though the comparison may not be fair, given that the latter addresses requests for

all kinds of public, it is still important to prove that, for young users, our methods

provide a significant gain in performance over what the industry provides.

The methods were compared by using two test sets. A large sample of queries

and query reformulations submitted by users aged 7 to 18 years old form the Yahoo!

Search engine, and a large sample of query reformulations extracted from the AOL

logs based on clicks on Dmoz domains, methodology that was used in Chapter 2. The

query reformulations were carefully chosen to reflect those clicks that were successful.

In this way, the problem of query recommendation can also be seen as a prediction

problem, in which the task is to predict the query that led to a successful click.

The evaluation of this method addressed the following research question: R.Q-5.1

To what extent does a random walk, biased by using information gain metrics, improve

the effectiveness of the query recommendations for young users over traditional biased

and unbiased random walks?

In terms of mean average precision, discount cumulative gain NDCG and recall,

the method proposed clearly outperforms the random walk proposed by Craswell and

Szummer [2007] and the three baseline biased random walks. Similarly, a large im-

provement was observed when contrasting the performance of the query suggestions

provided by our method and the query suggestions of the Bing search engine. Two

variations of our method were evaluated: using backward and forward probability

propagation. Both approaches outperformed the baselines. Nonetheless, the former

outperformed the latter. Even though, statistical significant differences were found

for the two variations of our method, the differences were marginal in most cases.

Conclusion 8: The two variations of the biased random walk outperformed state-of-

the-art random walks and well established biased random walks using a set of query

reformulations submitted by children and teenagers. Large gain margins were observed

when contrasting the results of our method against the query recommendation of the

Bing search engine. This results shows that modern search engines can greatly benefit
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from the methods presented in this work.

It is important to mention that a larger performance gain was obtained when us-

ing the method for the child user segment. Even though, performance gains were

also observed for the query reformulations of the teenage users, the margins were

smaller than the ones observed for children.

The ranking of the query suggestions provided by the biased random walk was

improved using a learning to rank approach. Topic features, language models, seed

similarity and query structure features were employed. A extensive evaluation was

carried out to understand the gain provided by each feature: R.Q-5.2. Can we improve

the quality of the ranking of query recommendations by combining the random walk

score with features based on language models and topical knowledge?

We found significant improvements in the ranking of results using all the features

(measured by NDCG). The topic based features were the best performing features

along with the language model. The seed similarity feature also led to small per-

formance gain. On the other hand, the string structure features did not have any

significant impact on the ranking.

Conclusion 9: Combining the scores of the random walk proposed with topical fea-

tures and the language model features derived from the documents oriented to young

users led to significant improvements in the quality of the ranking of query suggestions

in comparison with state-of-the-art learning to rank methods.

Gathering a large scale collection of queries submitted by young users can become

problematic given the increasing privacy concerns of logging user data. For this

reason we were interested in collecting evidence of the feasibility of using queries

targeting content for young users (and not necessarily submitted by young users) for

the evaluation of query recommendation methods: R.Q.5-3 Can we substitute suc-

cessful query reformulations submitted by young users by using query reformulations

targeting content for this user segment in the evaluation of query recommendation?

Consistent results were observed using the query reformulations from the AOL

log and the Yahoo! search logs in the evaluation of the biased random walk. The

best performing random walk models were aligned with the kids and teens query sets

and with the query reformulations of users aged 10-12 and 13-15. Further evidence

was provided by the high correlation of the topics targeted by both query sets (from

AOL and Yahoo! logs), as shown in Chapter 3. These results provide evidence of

the suitability of evaluating query reformulations for users aged 10 to 12 years old

and 13 to 15 using query reformulations landing on content focused on young users.

Nonetheless, further research is required to show that this result holds on different

sets of moderated urls (i.e. KidsClicks, Yahoo Kids! ).
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Conclusion 10: Queries targeting content for young users identified through the

Dmoz Kids urls are suitable for evaluating methods addressing the problem of query

recommendation for children from 10 to 12 years old and teenagers aged 13 to 15

years old.

7.5 Vertical selection for young users

We hypothesized that young users would benefit from an integrated set of results from

suitable search services given the high effort required to access high quality content

targeted at young users and their search characteristics, as described in Chapters 2

and 3 respectively.

Chapter 6 envisaged an aggregated search system for young users that integrates

search services (i.e. verticals) providing moderated content for children (e.g. Science

for Kids), and search services that provide content for all type of public, but that may

contain content suitable for young users as well (i.e. YouTube). The settings of the

problem are unique in the sense that the search is carried out in a specific information

domain (content for children), and that the set of verticals is heterogeneous and may

not always provide appropriate content for these users.

Two vertical selection methods were proposed. Recall that vertical selection meth-

ods are used to select automatically the most appropriate search services in IR systems

given an information request. In this case, we focused on users aged 8 to 12 years

old. The first method is based on the estimation of the content that is suitable for

children and the content that is available for the average web user in each vertical.

The method combines these estimations to measure the likelihood of finding content

suitable for children (per vertical). These likelihoods were used in conjunction with a

state-of-the-art vertical selection method: ReDDe. We refer to the method proposed

as ReDDe-R. The following research question was addressed to quantify the benefit

of this method: R.Q-6.1. To what extent can we improve state-of-the-art techniques

of vertical selection through the estimation of the content available in the verticals for

users between 8 to 12 years old?

The second method of vertical selection employed a language model representa-

tion of the verticals based on tags from social media (tags describing url samples

representing the verticals) and the query. Social media had not been used before as

a resource in the problem of vertical selection. We refer to this method as LM. This

method was evaluated to address the following research question: R.Q-6.2. What is

the benefit of using tags from social media to represent the query and the verticals in

the problem of vertical selection?

A test collection for the evaluation of vertical selection methods was designed
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to address both research questions. The collection utilized a carefully set of queries

identified with the methodology described in Chapter 2. A set of verticals was manu-

ally selected based on the topic distribution found in Chapter 3. The verticals chosen

provide a high coverage of the queries in the collection. The vertical relevant judge-

ment, mapping the verticals that are relevant for each query, were gathered using

crowd-sourcing. Two methodologies were used to gather the assessment. Firstly, ver-

tical results were compared to the Google Web results for each query. Assessors were

asked to chose between the two types of results and, based on these comparisons,

the relevant verticals were derived. In the second approach, the vertical results were

evaluated independently, using a graded score. We found that both approaches led to

a different set of relevant verticals, particularly the former approach, which was more

prone to visual bias, in the sense that image oriented results were preferred by the

assessors. Nonetheless, the assessor agreement was substantial for both approaches,

thus the two test sets were employed to evaluate the two vertical selection methods

proposed.

In the evaluation, two baselines were adopted (ReDDe and Clarity). We evaluated

our two methods (ReDDe-R and LM ) and the combination of LM with ReDDe

(denoted as LMReDDe) and LM with ReDDe-R (denoted as LMReDDe-R), which

were combined by weighting the scores. The evaluation was carried out by measuring

recall, precision and mean average precision (MAP).

We found that the best performing methods for the first test set was LMReDDe

and LMReDDe-R. For the second test set, LM was the best performing method,

followed by LMReDDe-R. The evaluation was also carried out ignoring the results

of the Google Web vertical. This experimental setting was motivated by the fact

that the Google Web results were not evaluated directly with the first methodology

used to gather the assessments, contrary to the second methodology in which the

Google Web results are graded. Under these settings, the LM was the best per-

forming method using the first test set. For the second test set LMReDDe-R led to

the best performance. Overall, we observed that ReDDe-R outperformed ReDDe on

most of the experimental settings explored. Similarly, the score of LM was utilized

in the best performance system for all the experimental settings shown in Chapter 6.

These results allow us to answer R.Q-6.1 and R.Q-6.2 with the following conclusion:

Conclusion 11: Using the estimation of the amount of content that is suitable

for children in each vertical led to consistent performance improvements in terms

of precision and recall in the problem of vertical selection in respect to state-of-the-

art methods that do not make use of this information. The usage of tags from social

media to represent the user’s query and verticals led to the highest performance gain

of all the experimental settings employed.
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In the second part of the Chapter 6 a game was presented to compare the interac-

tion of users on three types of result pages: Google Web results without images (i.e.

plain)), Google Web results (i.e. google), and aggregated results from our collection

(i.e. aggregated). The latter pages were constructed using the relevant assessments

with the graded score methodology. In the game, users were asked to select results

for a given topic on a result page. Points were awarded based on the number of users

that previously clicked on the results of the page. Thirty five queries from the collec-

tion were employed. In this study, a group of children from an international primary

school in the Netherlands (11 children between 9 and 10 years old) were engaged. A

large group of adults was also addressed with crowd-sourcing.

The first aim of the case studies was to evaluate the benefits of presenting results

from the verticals of our collection to children in the case of open information tasks.

This aim is expressed through the following research question: R.Q-6.3. Do users

aged 8 to 12 years old explore more pages with blended results from the verticals of

our collection than pages retrieved from a state-of-the-art search engine? In which

type of result pages do they agree more in terms of the content clicked? The benefits

were measured based on the amount of user interaction with each page and the level

of agreement.

The game was also employed to compare the vertical preferences of children and

adults. The following research question was addressed in this regard: R.Q-6.4. Which

verticals are preferred by children aged 8 to 12 years old given an heterogeneous set

of topics, and how do these vertical preferences differ from the preferences of adult

users?

It was found in both case studies (children and adult users) that users interact

more with the pages blending results from the verticals of our collection. This inter-

action was measured in terms of the duration of clicks and the game rounds. Child

users were also found to skip to the aggregated pages less often than the other page

types. Moreover, children agreed more on the results clicked on the aggregated pages,

which shows that it was easier to identify content that is relevant in the aggregated

pages. These results allow us to conclude:

Conclusion 12: In open defined information tasks, both groups of users explored

and interacted more in the page results presenting blended results from the verticals

of our collection. These pages were preferred over state-of-the-art page results and

a simplified version of the results provided by modern search engines. The greater

agreement found in the aggregated pages suggested that for children it was easier to

find relevant content on these pages.

In regard to research question R.Q-6.4, we measured the agreement between the

vertical selection of the group of children and adults through their clicks. We found
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that the best agreement was obtained on the aggregated interface. However, the

agreement was not substantial, which suggests that the benefits in terms of interac-

tion and exploration seen in these types of pages can be improved further by using

more accurate vertical relevant judgements. Particularly, we observed that children

tended to chose as relevant, results from Yahoo! Answers and images, more often

than adults. On the other hand, adults selected the Wikipedia results more often than

the group of children. Overall, high agreement was found on verticals providing mod-

erate and educational content for children, such as Science for kids and KidsHealth.

These verticals also had a high likelihood to be clicked by the group children. From

these results we can conclude that:

Conclusion 13: The agreement between children and adults was fair, in terms of the

verticals clicked, although not substantial. The main differences were observed in the

preferences of children towards image results and results from the Yahoo! Answers

vertical, and the preferences of the adult group towards Wikipedia and the Google Web

results. Nonetheless, we showed that even when these differences existed, the aggre-

gated pages were still preferred and capture more interaction and agreement from the

group of children.

7.6 Future Work

The directions in which the work presented in this thesis can be expanded and applied

in related domains is summarized in the following paragraphs.

7.6.1 Large Scale Search Behavior of young users

Even though we provided a comprehensive analysis of the search behavior of young

users on a large scale, it is still unclear how this behavior varies according the topic

that is being searched. For instance, it is reasonable to expect a different type of

interaction when young users are searching for school material and for game reviews.

Similarly, the impact of the complexity of the information task in terms of search

behavior and the search strategies adopted by young users is not clear.

Cultural and other demographic aspects of the population were not explored in

this thesis. Understanding the search difficulties of users based on demographics such

as educational level, language deficiencies, region or income can lead to solutions of

the specific difficulties for this segment of users. For instance, we found, by inter-

secting the search logs with the US census data, that there is a gap between young

users in terms of readability level of clicked results, in specific case of users located
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in regions with high and low average income. Note that these findings are not only

relevant for the information retrieval community but also for educators and policy

makers.

Little work has been carried out to identify the aesthetic characteristics of the

websites visited by young users, their impact on the search process and their level of

engagement, particularly on a large scale. Features such as font type, size of images

and page layout can be explored in detail to understand the key features that are

needed to provide engaging content for children [Jochmann-Mannak et al., 2012].

In our analysis we explored the difference in the sentiment expressed in the queries

of young and adult users. However, no differences were found. In this regard research

is needed to understand the affective factors arising during the search process of

young users.

Although not directly related to the case of information retrieval for children,

several differences between adults of different ages were found in the analysis carried

out in Chapter 3, particularly for the oldest segment of users. The analysis of fine

grained groups of senior searchers and the identification of the problems that these

users face when they search and consume information on the Internet, represent

another important direction for future research.

7.6.2 Query recommendation for young users

Several features can be explored to improve the efficiency of the query recommenda-

tion methods proposed in this thesis. Particularly, post-retrieval features have not

been explored in this information domain. For instance, the language readability and

complexity in the results retrieved can be taken into account in learning to rank the

model proposed. Other features derived from the search sessions (e.g. click dwell

time) may also provide evidence for better query suggestions that adapt dynamically,

according the state of the search session.

Methods for providing multi-media query suggestions represent another interest-

ing line of research. For very young users it may be more useful to not only provide

textual query suggestions, but to complement this content with images, audio and

even videos. A clear understanding of the types of search tasks in which it is conve-

nient to complement the query suggestions with rich media is still needed.

7.6.3 Aggregated search for young users

More sophisticated methods for combining the scores of the vertical selection meth-

ods proposed in this thesis can lead to better performance. For instance, learning to

rank the approach utilized for query recommendation can be utilized in the context
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of vertical selection. Moreover, as it was mentioned before, the readability and senti-

ment characteristics of the verticals’ documents are some of the features that can be

explored to improve the quality of the vertical selection. Features derived from the

search session can also be employed to select verticals dynamically during the search

process. Little research has been dedicated to account for the coherence between the

vertical results, which have been shown to have an impact in the interaction with the

result page [Arguello and Capra, 2012]. Similarly, the redundancy introduced by the

results of different verticals have not been addressed in depth in the literature.

Further research is also required to improve the benefits of presenting aggregated

pages to young users. For instance, we did not explore the effect of varying the

order in which the vertical results are presented and the ideal number of vertical

results to present given the characteristics of the information task. Evidence of the

benefits in terms of interaction was provided for open information tasks. However,

research to identify the benefits of this type of result page for close information tasks

and complex, multi-session tasks, need to be investigated. For instance, aggregated

interfaces may help children to not only solve complex informational tasks, but also

to retain more information (e.g. school content).

It was shown that groups of children and adults do not always agree in the se-

lection of verticals. We believe that better aggregated pages can be built by either

improving the agreement between the two group of users or by reaching a larger au-

dience of children. This can be achieved through the design of engaging games aimed

at capturing their result preferences. An example of this type of games has been

provided in this thesis. For instance, this game can be generalized to allow children

to submit queries in order to study multi-session information tasks. Cooperative sce-

narios in which children help each other can also be explored by allowing children to

team up in order to solve information tasks of different complexity.

The agreement between the group of users can be improved by exploring other

methodologies to gather assessments from adult users, for instance by allowing only

parents to submit vertical judgements. Also, other methods of reducing the bias

introduced by adult judges are worth exploring. We believe this problem is rele-

vant given the current difficulty in the gathering, on a large scale, of the relevant

judgements for children.

7.7 Final Remarks

In this thesis we provide a comprehensive analysis of search difficulties experienced

by children along with their search and browsing behavior, which has not been done

with commercial search engines on a large scale before. The results of our study

have important implications for the industry, educators and the research community.
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Concrete recommendations are given to improve the search success of young users in

state-of-the-art search engines.

We focus on two key solutions: Query recommendations and vertical selection for

young users. We show, in this thesis, that the query recommendation methods pro-

posed provide significant improvements over state-of-the-art methods and over what

the industry currently offers to young users. We believe that the methods proposed

can greatly benefit modern search engines in helping young users in the formulation of

the search queries, which is one of their main difficulties when searching, as identified

in this thesis. The vertical selection methods proposed were shown to out-perform

previous methods in the domain of information for young users. Children prefer the

aggregated result pages with results from verticals showing moderated content and

they explore and interact more with the content displayed on these pages. The lack

of exploration of the result pages is also one of the prominent problems that young

users face during the search process. This solution has great potential in an educa-

tional context, allowing young users to search high quality educational content in an

engaging and transparent manner.

Finally, we believe that this thesis provides a solid basis for providing more so-

phisticated methods of understanding and supporting the increasing number of young

users online. They are set to play an increasingly large role on the Internet, given

that every day users go online at earlier ages.



Appendix A

Macro-averaged results for the

AOL search logs

In the following paragraphs we report macro-averaged results for the log analysis

carried out in Chapter 2. Macro-averaged results are obtained by averaging each

metric (e.g. query length) per user and then averaging across users. As it was

the case with the results reported in Chapter 2, most of the results were statistical

significant using the paired t-test at 0.1% confidence level (please refer to Section 2.5

for more details about the statistical tests). Each non-statistical significant result is

reported in this appendix.

Figure A.1 presents the macro-averaged query frequency distribution. The equiv-

alent micro-averaged distribution is shown in Figure 2.6. Non-statistical results were

found between the kids and teens query set at length 4, and between the kids, teens

and mteens at 8,9 at 10.

Similarly the macro-averaged rank distribution is displayed in Figure A.2. The

micro-averaged version of the rank distribution is shown in Figure 2.5. Non-statistical

results were found at rank position 2 between the teens and mteens sets and at

10,11,12,13,14 between the kids, teens and mteens sets.

Figures A.3 and A.4 shows the macro-average session length (in number of en-

tries) and session duration distribution (in minutes) respectively. The micro-averaged

distribution are shown in 2.7 and 2.8 respectively. All the results were statistical sig-

nificant except at 6 for kids and teens and at 7,8,9 and 10 between the kids, teens,

mteens sets.

Table A.1 presents the macro-averaged session length and session duration for all

the query sets. Equivalent micro-averaged results are shown in Table 2.7.

Table A.2 present the macro-averaged query reformulations defined in Section

213
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Figure A.1: Q. length distribution (macro) Figure A.2: Rank distribution (macro)

Figure A.3: Sessions length distri-
bution (macro)

Figure A.4: Session duration dis-
tribution (macro)

Figure A.5: Macro topic distribution of each data set (Yahoo! Directory categories)

All Kids Teens M.Teens
S. length (mean) 2.8 8.6 10.0 8.8

S. duration (mean) 5.6 10.8 14.0 12.9

Table A.1: Session average length and duration (macro)
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All Kids Teens M.Teens
n.q 67.4% 43.0% 43.2% 41.1%

w.a. 1.0% 1.4% 1.6% 1.9%
w.r. 0.2% 0.3% 0.4% 0.3%
w.c. 3.7% 6.8% 6.6% 7.5%
m.r. 24.8% 45.3% 44.4% 45.4%
p.q. 1.5% 1.5% 1.6% 1.4%
s.c. 1.4% 1.7% 2.2% 2.3%

Table A.2: Query reformulation proportions (macro)

2.7.3. Micro-averaged results are shown in Table 2.8. The results displayed are

normalized for each query set (each column summing up to 1). The following were

the non-statistical results at 0.1% with the paired t-test: w.r and p.q. between all

the sets and s.c. between teens and mteens.

Table A.3 presents the results for the click patterns for each one of the query

reformulation types. In this case each row sum ups to 1. Micro-averaged results are

shown in Table 2.9. The following results were not found statistical significant: For

the query reformulation n.q the patterns Click-Skip and Skip-Skip between the kids,

teens and mteens sets. For w.a., w.r. and w.c and the the pattern Skip-Click for

the comparisons between all data sets. For w.c and the pattern Click-Skip between

the kids and teens sets. For m.r. and the patterns Click-Skip and Skip-Click for the

comparisons between the kids, teens and mteens sets. For p.q. and the pattern Skip-

Skip for the three sets and finally s.c. and the pattern Skip-Click for the comparison

between the kids and teens sets.

Figure A.5 presents the macro topic distribution of the set of informational queries

identified in the AOL search log. We displayed the topic distribution for the kids,

teens, mteens and from the sample of queries from the whole data set average user.

Figure 2.4 shows the micro-averaged results.
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Appendix B

Case study survey
	  
	  

	  

	  
	  

Survey:	  Game	  session	  follow	  up	  
	  
Hero	  name:	  	  ……………………………………….	  
	  
	  

Faculteit	  Elektrotechniek,	  Wiskunde	  en	  
Informatica	  
	  
Databases	  Group.	  Carried	  out	  by	  Sergio	  Duarte	  and	  
Dr.	  Djoerd	  Hiemstra.	  	  
	  
	  

	  
Did	  you	  find	  the	  game	  hard?	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
What	  did	  you	  like	  and	  did	  not	  like	  about	  the	  game?	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
Did	  you	  notice	  differences	  in	  the	  pages	  displayed	  in	  each	  game	  session?	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
If	  yes,	  Did	  you	  find	  the	  game	  more	  fun,	  or	  easier,	  for	  a	  specific	  type	  of	  page?	  	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
Did	  you	  notice	  that	  sometimes	  results	  are	  special	  and	  group	  together	  in	  blocks?	  For	  example	  images,	  
YouTube	  video.	  If	  yes,	  which	  ones.	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
Did	  you	  find	  any	  of	  these	  blocks	  of	  special	  results	  more	  useful?	  	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
	  
What	  do	  you	  expect	  if	  you	  can	  click	  and	  go	  to	  the	  special	  results?	  	  
……………………………………………………………………………………………………………………………………………	  
……………………………………………………………………………………………………………………………………………	  
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1.2 Dutch and English

The logo is available in a Dutch and an 

English variant. It is preferable to use the 

Dutch variant.

Also in case of multilingual publications – 

in which Dutch is one of the languages –  

the Dutch variant is to be used.

The English variant is intended for 

international, English-language publications 

only.
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